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Abstract
Conditional random fields (CRFs) have emerged as the statistical tool of choice in many text
mining applications like information extraction, dependency parsing, and segmentation. These
statistical tools are usually developed in the idealized setting of a model well-trained with plentiful data to extract entities and their attributes from closed domains, and are conventionally
deployed in a standalone scenario where they process one text sequence at a time. As statistical
techniques gain acceptance in main-stream large-scale text processing systems, many technical
challenges and opportunities arise. Using information extraction as a driving application, this
thesis focuses on three challenges that arise at the training, deployment, and storage stages of a
CRF-based extraction pipeline:
(a) Training using low-supervision but high redundancy. Open-domain web-based extraction usually features highly limited supervision. Therefore robust algorithms are needed
to transform the sparse user input into reliable labeled corpora for training extraction CRFs.
At the same time, such scenarios witness extraction from multiple sources that are relevant to
the query, and such sources often enjoy content overlap. Such settings call for principled approaches to exploit content overlap across unlabeled data to strengthen the training procedure
that otherwise has limited labeled data.
(b) Exploiting general regularities of content and style during deployment. Traditional
CRF deployment processes a sequence at a time, assuming that the training data is rich enough
to represent all features necessary during deployment. However a new setting where such an
assumption may not hold will benefit if multiple sequences are jointly processed during deployment. Joint deployment can couple the sequences using long range dependencies that arise
because sequences relevant to a task are likely to have regularity of authoring style and content
overlap. Two problems arise here: first, existing methods only exploit limited forms of syntactic overlap whereas records share not just content, but also values of more general properties
of labelings, and exploiting these will lead to bigger benefits. Second, we need to satisfactorily
iii

solve the NP-hard problem of joint extraction from multiple records coupled with fairly general long-range dependencies. Existing work does not exploit the mathematical form of these
dependencies and does not extend to general properties of the labelings.
(c) Efficiently representing the imprecision of extraction. The final stage in the extraction
pipeline requires storing the probabilistic output of extraction for future querying. Simplistic
data models that omit storage of imprecision, or models that consider only the top-k most probable extractions are prone to errors while querying. Therefore we need an imprecise data model
that can represent the entire CRF distribution compactly. This needs algorithms that can approximate a CRF’s exponential-sized distribution with that of the imprecise data model. There
are no known approaches for directly performing such an approximation for extraction models.
We make the following contributions towards solving these problems: (a) We propose a
joint training objective for related sources that maximizes the likelihood of agreement on arbitrarily overlapping content, and equate this objective to the partition function of a complex
graphical model. We present an algorithm that splits the complex model into parts so as to make
each part tractable while minimizing overall computation time and loss of correlation. We show
that this approach effectively counters the scarcity of training data in practical extraction tasks.
We also present an algorithm that uses soft-scoring similarity functions to create labeled data
from limited user-input, significantly improving over naive alternatives. (b) We present a collective inference framework that rewards record labelings that agree on general first-order Markovian properties of their labelings. We propose three families of symmetric clique potentials that
perform this coupling, and we perform joint inference using message passing on a cluster-graph
representation of the problem. We present efficient potential-specific message computation algorithms that also enjoy good approximation ratios. In particular our algorithm for the popular
Potts potential has a bound of

13
,
15

vastly improving over previous best of 12 . (c) We present a

set of algorithms to populate imprecise data models directly from the CRF distribution, without
computing even the top-most extraction. We demonstrate that our high-quality approximations
significantly impact the accuracy of query processing on the constructed imprecise database.
We present a new web-scale system, called World Wide Tables (WWT). WWT takes a
few structured records from the user as input (say Pulitzer winners with the Year), and retrieves
more such records by searching, extracting and consolidating the information from several unstructured HTML lists on the web. WWT effectively demonstrates our methods for collective
training and labeled data generation on real-life extraction tasks.
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Chapter 1
Introduction
Traditional machine learning (ML) prediction tasks such as scalar classification or regression
compute the value of one unknown random variable. Many applications give rise to ML prediction tasks that involve joint prediction of various inter-dependent variables. These are referred
to as ”Structured prediction” tasks because the predicted output variables exhibit a structure
that is governed by a model of the inter-dependencies. The motivation for performing joint
prediction arises when the correlation between various variables is either too strong to ignore or
too helpful to bypass. Popular structured prediction models represent the random variables as
nodes of a graph, and their inter-dependencies are encoded in the form of edges and cliques in
the graph. User-specified or machine-trained potential functions reside over nodes, edges, and
more generally, higher-order cliques of the graph, where each potential assigns scores to the
candidate values of random variables in its clique. Together the graph and the potentials define
a joint probability distribution of the random variables. The ‘structure’ in structured prediction
comes from this combinatorial representation of the joint distribution, and operations on the
joint distribution translate to working with node labelings of the graph.
The structured prediction setup captures a variety of real-life tasks in text and web-mining.
Broadly, structured prediction is an invaluable tool in scenarios where the benefits of jointly
capturing and exploiting the inter-dependencies is worth the extra computational cost. As an
example, in named entity recognition (NER), we are given a sentence, and the goal is to assign
a possible entity label like Person or Company or None to each word. A most basic form of
dependency in this task is that the labels of adjacent words are inter-dependent, as corroborated
by co-occurrence statistics in training data. Therefore jointly labeling the entire sentence is significantly more accurate than labeling each word independently. Other examples for structured
1

prediction include tasks such as parts-of-speech tagging (POS), noun-phrase chunking (NP),
and information extraction (IE) in general. More complex dependencies can be seen in tasks
such as word-alignment and dependency parsing.
Apart from natural language processing (NLP), structured prediction is also widely used
in other domains like computer vision, image processing, computational biology, and social
network analysis. For example, in image processing, one popular goal is to identify known
objects such as cars and trees in photographs. This translates to labeling each input pixel with
an object-label, and the inter-pixel dependencies come from the spatial locality of object labels
— neighboring pixels tend to belong to the same object. Similarly in academic social networks,
say each researcher represents a random variable and edges represent the citation graph. Our
goal is to mark each person as a machine learning researcher or Other. More often than not,
researchers tend to fly within the flock, which gives us the dependencies. In both the examples,
structured prediction exploits the dependencies to come up with more accurate labelings of the
random variable nodes.
Given such a widespread appeal of structured prediction, the past decade has seen a flurry
of research that looks at various aspects of the area — efficient training of the potential functions, characterizing various classes of dependencies, capturing more complex yet tractable
dependencies, and efficiently predicting the final labelings.

1.1

Models for Structured Prediction

Various families of structured prediction models can be categorized in two broad classes — directed and undirected, depending on their graphical representation. Popular examples of the former include Bayesian Networks, while the latter is exemplified by Conditional Random Fields
(CRFs). Directed models can be converted to undirected by adding edges between the parents
of each node (called moralization), and making the edges undirected. Thus many of the techniques applicable to undirected models can also be applied to directed models after conversion.
Therefore this thesis focuses solely on problems pertaining to undirected models.
In undirected graphical models, the label of a node u is conditionally independent of the
labels of other nodes given the labels of all nodes that are neighbors of u in any clique. When
the model does not have higher-order cliques apart from edges, i.e. it is a pairwise model,
the label of a node u is conditionally independent of labels of other nodes given the labels
2

of immediate neighbors of u. This locality of dependence is of paramount importance while
performing various operations on the joint distribution represented by the model. In real life
tasks, this locality often but not always coincides with spatial locality in the input. For example,
in information extraction over textual sentences, the label of a word is assumed to depend on
those of its neighboring words.
Undirected models can be further categorized into generative and discriminative models.
The former are used to model the joint distribution of observed as well as hidden variables,
while the latter model the conditional distribution of the hidden variables, given the observed
data. CRFs, being discriminative models, are particularly effective when there is no need for
probabilistic modeling of the observed data, and we are only interested in the values of the
hidden variables. This holds particularly strongly in various NLP and text-mining tasks.

1.2

Thesis Statement

This thesis aims at extending the power of CRFs, with information extraction as the motivating
application. Information extraction is general enough to cover a variety of sequence labeling
tasks such as named-entity recognition, NP-chunking, POS tagging, and in general converting
un/semi-structured data to structured records.
While CRFs have been experimentally established as the state of the art extraction tools
over various research benchmarks [78, 106], their usage in real-life extraction setups is still
not prevalent. In fact, most real-life extraction pipelines prefer to use rule or wrapper-based
systems due to their simplicity. Even after discounting user-bias and inertia, the fact remains
that there are various technical hurdles in widespread adoption of CRFs. For example, CRFs
are known to perform well when they are trained with sufficient data and applied on data from
the same distribution. However, such an assumption cannot be guaranteed to hold, or even
checked for in real tasks. Moreover, many new applications e.g. in web-mining, employ novel
extraction pipelines where CRF usage is still not widespread because their operating conditions
and assumptions vary from those of traditional setups.
Keeping this context in mind, the goal of this thesis is to tackle key technical challenges
and exploit opportunities that arise when CRFs are used in both existing and new extraction
setups. The ultimate goal is to technically strengthen CRFs so that their statistical soundness
translates into effective real-life usage in everyday extraction tasks.
3
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Figure 1.1: An example of a named-entity CRF instantiated on a sample sentence. The label of
each word is conditionally independent of labels of other words given the labels of its immediate
neighbors.
The rest of this chapter is organized as follows. We first describe the traditional CRF-based
standalone extraction setup, pointing out its salient features, challenges, and opportunities for
enhancements. We then describe new settings for extraction that differ from the traditional
setup in virtually all aspects. We show that the new extraction settings are highly relevant to
user-driven ad-hoc information extraction (UAIE), a recently popularized open-domain extraction setup of increasing importance in contemporary search and data integration applications.
Finally, we list our contributions towards answering three key challenges that arise in traditional
and/or UAIE setups and give an outline for the rest of the thesis.

1.2.1

Traditional usage of CRFs in IE tasks

Typical CRF setups for IE take as input a sequence of tokens x = x1 , . . . , xn (where x is a sentence/paragraph/document), and jointly label each token using a pre-defined label-set L, and the
discriminative model Pr(y|x), where yi is the label of xi . Figure 1.1 illustrates a named-entity
CRF instantiated on a sample sentence. It labels each word of the sentence with BookName, AuthorName or None. Other examples include sequence labeling [78] and shallow parsing [106].
CRFs have been empirically demonstrated to achieve the best extraction accuracies in such
tasks.
Training
Traditional setups usually train CRFs with plenty of training data in the form of fully labeled
records. Abundance of labeled data is necessary as these CRFs work with numerous features
— e.g. shallow parsing [106] used O(106 ) features, and named-entity recognition CRFs for
the CoNLL’03 task1 use O(103 ) features [74]. Therefore providing only a few training records
will lead to an under-constrained optimization problem during training. Further, if the training records are not fully labeled (i.e. each token in an input sentence is not explicitly marked
1

http://www.cnts.ua.ac.be//conll2003/ner
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with a ground-truth label), the optimization problem becomes non-convex. Traditional setups
usually operate with a fixed domain and thus build up a considerable training corpora with significant human effort. For example, the CONLL’03 task has a named-entity recognition schema
with five entity types – Person, Organization, Location, Misc, and Other, and it operates on a
manually annotated news articles corpus of almost 15000 sentences [112]. In POS tagging and
shallow parsing too, the set of labels is known in advance and consequently large annotated
corpora like the CONLL 2000 task and Penn Treebank have been made available [101, 87].
Similarly the Cora dataset [88] corresponds to bibliographic information extraction schema
(see Section 2.4.1) and has a corpus of 500 annotated bibliographic records for training.
Having a fixed extraction domain and consequently the possibility of a large training corpus is enough in many cases to train a fairly accurate first-order CRF model. In newer settings
where the domain is not fixed and training data, that too in the form of fully labeled records is
hard to come by, the training algorithm needs to incorporate other clues such as those from the
vast amounts of unlabeled data.

Deployment
The first major aspect of traditional CRFs during deployment is that they process one sequence
at a time. This is fairly reasonable in many cases as such CRFs are trained with plenty of labeled
data and thus capture the major dependencies between adjacent tokens in the data. Another
benefit of sequence-at-a-time deployment is that the resulting chain-shaped graphical model
is highly amenable for exact inference (i.e. computing the best labeling), with a runtime of
O(nm2 ), n being the sequence length and m the number of labels in the label-set.
The second major aspect of traditional CRF deployment is that the CRFs usually compute
only the most probable labeling. The associated probabilities are often discarded and the model
output is assumed to be certain. This works when the model is trained with sufficient data, as is
the case in traditional setups, and the train and test data come from the same distribution.

1.2.2

New settings for extraction

The traditional extraction setup does not capture or exploit various facets of extraction seen in
real-life tasks. For example, many real-life extraction tasks operate with highly limited supervision and inside complex pipelines instead of being standalone. In this section we highlight
5

some recently studied extensions of the traditional setup and new aspects brought out by reallife extraction tasks. For each aspect, we highlight the key technical challenges that must be
met. Subsequently we describe a recently popularized extraction paradigm — user-driven adhoc information extraction (UAIE) that embodies many of the discussed extraction settings, and
is highly relevant to many practical online and offline data-processing pipelines.
i) Low and indirect supervision: Unlike traditional extraction tasks, open-domain extraction tasks can only specify the extraction schema on-demand. The schema can range across
a wide variety of label-sets and relationships, e.g. Oil spills (TankerName, Date, Place),
Booker Prize winners (Name, Book, Year), and Presidential Couples (President, Spouse,
TermStart, TermEnd). Given the arbitrariness of the space of such schemas, open-domain
extraction is characterized by little to no training data. Another aspect of open-domain
extraction systems is the form of the scarce labeled data. While traditional setups provide
training data in the form of fully labeled sequences (e.g. Cora [88]), in open-domain setups
it is impractical for the user to label each token of a training sequence. Instead, the user is
more likely to provide a few examples of the entities or tuples of interest. For example in
the Oil spills extraction setup, the user might provide 2–3 sample oil spill tuples. Therefore the first task of the extractor is to transform such supervision into clean fully labeled
sequences. This task needs to be highly accurate as supervision is limited, and even a few
errors may lead to a substantially wrong model. We stress that naive ways to generate
training data — e.g. by simply spotting the given entity/tuple-values in the unlabeled data
will not do well. This is because of possible noise in the spotting process (e.g. lack of
stemming), lack of context in the user input, and ambiguity in the language (e.g. marking
England in the unlabeled span ‘Bank of England’ as a country). Therefore the extractor needs to use a principled training data generation approach that is robust against such
errors.
ii) Content overlap across multiple models: Since open-domain extraction tends to have
precious little training data, it is vital that we strengthen the training procedure using clues
from unlabeled data. Various kinds of such clues have been studied in machine learning
— e.g. expected values of user-provided functions on labelings of unlabeled data [7] and
user-provided measurements and constraints on the posterior Pr(y|x) [81, 39]. However
the setup of open-domain extraction on the web leads to a new opportunity. Open-domain
6

extraction is usually done on multiple data sources on the web and the information is collated before presenting to the user. Since all such sources are relevant to the same domain,
they are bound to have significant content overlap. Therefore we should be able to transfer information across the CRF models for the various sources by coupling the labelings
of their unlabeled data. Special forms of such a scenario with two sources or complete
content overlap have been studied earlier [41, 82]. To exploit content overlap in practical
open-domain extraction setups we need to design a joint training objective that supports
arbitrary forms of partial content overlap across a large number of sources, while at the
same time remaining tractable and robust against noise.
iii) Joint deployment over groups of sequences: Traditional sequence-at-a-time deployment
of CRFs only captures dependencies between the labels of adjacent tokens in a sequence.
Often it is desirable to capture long-range dependencies that span multiple sequences, and
then compute the best labelings together for the entire sequence group. Long-range dependencies arise primarily because of (a) repetition of text, such as key named entities, across
sequences in a source or even across sources, and (b) regularity of authoring style across
sequences in a source.
As an example of text repetition, consider a news article about Barack Obama that mentions
his name repeatedly in the article, and let the extraction task be named-entity recognition.
One popular long-range dependency is that repetitions of the name across multiple sentences are likely to get the same label [35, 74, 108, 18]. When local dependencies around
a particular occurrence of the name are not strong enough to label it as Person (e.g. if
the occurrence is in lower case), long-range dependencies can help in labeling it correctly.
Long-range dependencies couple the labels of non-adjacent words across sequences using
special clique potential functions and make the underlying graphical model loopy and potentially high tree-width2 . Most research work in sequence-group deployment model the
popular long-range dependency illustrated above and use generic inference algorithms over
the intractable model [35, 74, 108, 18]. An interesting problem arises here: can we design
a better collective inference framework that fully exploits the mathematical nature of the
clique potentials governing the dependencies and structure of the graph (i.e. sequences
+ long-range dependencies) to compute the best labelings more efficiently than generic
2

Tree-width is defined as one less than the size of the biggest clique in the graph after triangulation. Exact

inference algorithms have a runtime exponential in the tree-width.
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algorithms?
A more interesting kind of long-range dependency arises due to regularity of style. For
example consider a bibliographic information extraction setup such as Cora [88]. Bibliographic records authored using the same LATEX style will tend to follow the same ordering of
labels, e.g. Title, followed by one or more Authors, followed by Venue. Similarly for consistently styled records, we expect the delimiter token after Title to be the same across all
the records. Both these examples show that we can introduce long-range dependencies that
couple sequences on properties of the labelings. They subsume the text-repetition dependency discussed above, and consequently increase the intractability of the graphical model,
but are also more powerful and helpful in correcting uncorrelated errors of sequence labels
during deployment. Significant error correction at deployment is an important aspect, for
example, when a model needs to be applied on test data that is similar but not identical to
the training data, and re-training the model is not practical. In this case long-range dependencies can correct a significant proportion of errors incurred by the base model. The key
question here is how do we extend the collective inference framework to incorporate these
more appealing but more intractable long-range dependencies, or at least a rich subset of
them? We are aware of no such work that couples the properties of multiple sequence
labelings during deployment.

iv) Pipelined operation: In practical extraction setups, an extractor is often just a part of a
complex pipeline. The pipeline usually manifests in the form of a subsequent operator that
consumes the extractor’s output, or a database that stores the output of extraction for future
querying and feedback on quality, or an integrator that consolidates the extractions from
multiple models. In all cases it is easy to see that computing just the best or top-k labelings of a sequence can be highly inadequate and will have a cascade effect on the errors of
the subsequent stages of the pipeline. For example, consider an IE setup that extracts person names from free text, and consider the sentence Donald Ervin Knuth wrote
The Art of Computer Programming series. Let the probable person names
be ‘Donald Ervin’, ‘Donald Ervin Knuth’, and ‘Ervin Knuth’ with probabilities 0.4, 0.35,
and 0.25 respectively. Thus if the extractor outputs only the most probable name, that too
without its probability, it will affect the entire operator pipeline, e.g. a subsequent Lastname
operator will give a wrong answer with a probability of one.
8

Even in the absence of a pipeline, at the very least the extractions shall be saved to a
database for future queries. This is true, for example, for automatically created structured
databases like Citeseer3 , DBLife4 , and various product comparison databases. Saving extracted entities and their uncertainties requires an imprecise database because an extraction
CRF is not amenable for directly answering database-like queries. Of course one key concern is to design imprecise storage representations that allow for efficient querying. While
there is a lot of parallel research on imprecise databases (e.g. see [29] for a survey), there is
little to no work that bridges the gap between probabilistic extraction models that generate
the data, and imprecise databases that store them.
There are many questions that need to be answered to overcome this gap. First, any imprecise data model can be viewed as an approximation of the exponential output distribution of
the CRF. This includes the naive data models that save the best (or top-k) CRF outputs and
their uncertainties, and ignore the rest of the distribution. How bad are these naive schemes
in terms of the errors incurred by future queries? As it turns out, they can be bad enough, so
we need more sophisticated approximations. Second, moving beyond naive schemes, how
complex should an imprecise data model be, so that it achieves a good approximation quality, yet be compact enough to allow efficient parameter estimation and querying? Third,
we need efficient parameter estimation algorithms that populate the imprecise data model.
Again, the CRF distribution is over an exponential number of outputs so the algorithms
cannot afford to materialize each output and its uncertainty.

User-driven Ad-hoc Information Extraction
Based on some of the new extraction settings highlighted above, we now describe a new extraction setup — User-driven Ad-hoc Information Extraction (UAIE). UAIE is relevant to both
online and offline data-processing pipelines executed by search engines and text-mining applications. Consequently, many of the contributions in this thesis are motivated by and applicable
to this setup.
The main difference between UAIE and traditional setups is that the types of entities and
attributes to be extracted in UAIE are not pre-specified but defined on-demand. This might be
as the result of a user query e.g. extract names of top-10 oil tankers and places of spillage from
3
4

http://citeseerx.ist.psu.edu/
http://dblife.cs.wisc.edu/
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web-sites that talk about oil-spills, or might even be offline e.g. given an incomplete table of
oil tankers, date, and place of oil spillage, augment it with more rows extracted from relevant
web pages. In both the cases, the extraction schema and the documents on which extraction is
to be performed are chosen on-demand. It is easy to see that the first case is valuable in the
web-search scenario; in fact Google-Squared5 performs a variant of such an extraction. The
latter scenario is useful for collaborative database-building sites like Freebase and Wikipedia
that currently create such relations by intensive human collaboration. In either case, UAIE is
indeed a highly relevant and practical extraction setup.
The variable nature of the extraction schema in UAIE means that the user-provided supervision can be very low, 2–3 examples in practice. Also, the supervision is likely to be in the form
of entities/tuples instead of fully labeled sequences expected by CRFs. Further, UAIE operates
on multiple corpora related to the task e.g. top-20 oil-spill web-sites, and collates the extracted
entities or tuples. Therefore, these corpora will share a lot of content and consequently the
extraction processes over them can be potentially coupled during training and/or deployment to
yield accuracy gains. Clearly all these aspects correspond to the new extraction settings that we
outlined earlier.

1.2.3

Our Contributions

In the previous section we described various technical challenges that arise in the usage of
CRFs in existing and new extraction setups. We now enumerate the contributions of this thesis
towards solving these challenges:
a) Imprecise Representation: For the uncertainty representation problem, we first show that
storing only the best or top-k extraction is insufficient in terms of errors of querying the
imprecise database, thus necessitating the use of more complex imprecise data models that
capture the entire distribution of the CRF. Towards this end we present two imprecise data
models for representing a CRF’s distribution — a one row model that treats columns with
independent uncertainties, and its more accurate generalization, the multi-row model which
is a probabilistic mixture of one-row models. We present a series of algorithms to populate
both these data models so as to approximate the CRF’s exponential distribution under the
KL-divergence measure.
5

http://www.google.com/squared
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The first algorithm is an ideal baseline that explicitly materializes the entire exponentialsized CRF distribution and estimates the multi-row data model parameters using the expectationmaximization algorithm (EM). The E-step computes the probability of generating each
output in the CRF’s distribution from the multi-row mixture model, while the M-step reestimates the multi-row parameters to maximize the likelihood of generating the CRF distribution. Our second algorithm avoids the expensive materialization step and directly partitions the CRF distribution into the rows of the data model. The partitioning is done via
greedy construction of a decision tree, where tree nodes correspond to boolean checks on
candidate extractions, and leaves correspond to the rows of the multi-row model. We show
that all necessary computations like choosing informative boolean checks and splitting the
CRF distribution can be done using only minor variations of the forward and backward
message vectors of the CRF, thereby avoiding the materialization step. Our final algorithm
softens of hard-partitioning of the second algorithm by allowing a candidate extraction to be
generated from multiple rows of the multi-row model, thereby lowering the approximation
error closer to that of the ideal algorithm.
Using real datasets, we provide empirical justification for the use of multi-row model and
show that it approximates the CRF distribution significantly better than naive and one-row
imprecise data models. For the same KL-divergence, multi-row models use significantly less
parameters and for the same number of parameters multi-row models have a significantly
lower KL-divergence. We show that our algorithms for computing the multi-row model
parameters achieve close to ideal KL-divergence in practice. Finally, we show that storing
the entire CRF distribution in multi-row data models also leads to significantly lower errors
of future queries on the imprecise database. To the best of our knowledge, this is the first
work that presents algorithms to populate imprecise databases from statistical extraction
models.
b) Training-data Generation: Our second contribution is aimed at generating training data
for CRFs in ad-hoc extraction scenarios like UAIE. We provide an approach for generating
fully labeled records from unstructured records, given only a handful of structured samples
from the user.
Our approach uses the structured samples to obtain multiple candidate segmentations of the
unstructured records, with continuous-valued confidence scores obtained using soft similar11

ity functions. We show that the model trained over the labeled records generated by this
approach has a significantly higher accuracy than with the naive approach of simply spotting the structured samples in the unlabeled data. In scenarios like UAIE, where the user
provides very few samples, the boost in extraction accuracy and also that of any subsequent
operations is quite significant.
c) Collective Training: Our next contribution is also particularly valuable for the UAIE setup,
where the user demands structured records to be extracted from multiple but related semistructured sources.
We present a framework for jointly training multiple CRFs, one per source, when the sources
enjoy arbitrarily overlapping records. Our joint training objective has an extra term that maximizes the likelihood of the source-specific CRFs agreeing on the labels of the overlapping
content. We equate the intractable agreement likelihood to the log-partition of a suitably
defined fused graphical model thereby permitting the use of inference algorithms in graphical models. We then introduce various strategies of partitioning the overlapping content that
lead to different kinds of fused model collections. Our default partitioning strategy ensures
that each fused model in the collection is a tree, while minimizing the overall inference time
and loss in correlation. This provides an efficient tractable approximation of the agreement
likelihood while being competitive or better than the other options in terms of efficiency,
robustness to noise, or extent of agreement enforced. Through extensive experiments on
58 UAIE tasks, we show that our framework along with our default partitioning strategy
achieves on average 25% reduction in extraction error over uncoupled training, and is more
efficient and accurate than other coupled training alternatives. Broadly, we demonstrate that
our collective training framework is able to alleviate the lack of examples by exploiting
content redundancy across sources in a principled manner.
Although the framework is demonstrated in the UAIE setup, it is general enough to be applied to any scenario where content-overlap across records (possibly in the same source) can
be exploited at training time.
d) Collective Inference: We present a collective inference framework to exploit non-local dependencies across sequences in the same or related sources during deployment. The salient
features of this framework are as follows.
First, it constructs a joint graphical model from the models of the individual records. Var12

ious related records are coupled in the joint model using arbitrary symmetric associative
clique potentials. In this regard we present three families of symmetric clique potentials that
subsume known associative potentials including the popular Potts potential.
Second, it represents the joint graphical model using a cluster graph, where collective inference is done using message passing between clusters. Our message computation algorithms
are easily extendable to more general non-local dependencies, and are tailored to the specific
potentials sitting on the clusters. We show that this cluster-graph paradigm is significantly
more accurate and convergent than the alternatives, yet general enough to be allow newer
forms of potentials and message-computation algorithms.
Third, we present efficient message computation algorithms tailored to specific symmetric
clique potentials. These algorithms enjoy optimality/approximation guarantees in a variety
of scenarios. For the popular Potts clique potential, our message computation algorithm
enjoys an approximation bound of
the current bound of

1
2
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with a runtime of O(n log n) (n = clique size), beating

and runtime of Ω(n2 ) based on graph-cut algorithms.

Ours is the first framework to encourage associativity of arbitrary first-order Markovian dependencies (which we call properties), instead of just the unigram-repetition redundancies
that the current frameworks support. These properties are tractable, yet capture much richer
regularities present in the data, e.g. all Titles should be in bold, or all Venues be followed
by Year. We show the use of such properties in a domain adaptation task, where we significantly improve the accuracy of a basic CRF on a new but related domain by supporting
it with associative first-order properties. To summarize, we present a collective inference
framework that exploits non-local dependencies of a very rich kind not used before, and
provide efficient message computation algorithms that make this possible.
e) WWT system: We present the World Wide Tables (WWT) system for the popular table
materialization task [45], whose extraction sub-task is an instance of UAIE. WWT takes a
few structured records as input and extracts more such records from multiple relevant HTML
tables and lists on the web. Post extraction, WWT consolidates the structured records extracted from multiple sources into a single table, ranks the consolidated rows using multiple
criteria like relevance to the query and confidence of extraction, and outputs the final consolidated table to the user. WWT is a web-scale system that operates on an indexed corpus
of 16 million HTML lists and 25 million tables extracted from a web-crawl of 500 million
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pages using suitable list/table selection heuristics. In response to a user query WWT selects top-20 relevant HTML sources from the index to construct the output. Even without
a parallel implementation, WWT is able to answer a typical query in an average of just 11
seconds.
The extraction sub-task of WWT uses our techniques for principled labeled data generation
from a handful of structured records, and our collective training framework. Through extensive experiments spanning queries over 58 different domains, we show that with principled
training-data generation and collective training techniques we are able to use CRFs for the
core extraction task very effectively.

1.3

Outline

The rest of the thesis is organized as follows. In Chapter 2 we give a formal overview of undirected graphical models, and their specialization to first-order Markovian setups — the linear
Conditional Random Fields. Chapter 3 describes our method of creating imprecise databases
directly from information extraction CRFs. In Chapter 4, we present our framework for collective inference over various linear CRF instances coupled with symmetric associative clique
potentials. Subsequently in Chapter 5 we extend our collective inference framework to capture the associativity of general first-order Markovian properties, and illustrate the effectiveness
of the framework via domain adaptation. Chapter 6 describes our robust training framework
for UAIE tasks. It describes our algorithm for generating labeled data, our collective training
framework that exploits content overlap, and the WWT system. Finally Chapter 7 contains a
summary of this thesis and some conclusions.
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Chapter 2
Background
In this chapter, we give a brief overview of undirected graphical models, and two of their special
instances used in information extraction — linear Conditional Random Fields and Semi-Markov
Conditional Random Fields.

2.1

Undirected Graphical Models

Let x be a vector of some observed variables, and y = y1 , . . . , yn be n hidden random variables
possibly dependent on x. We limit our discussion to discrete random variables, i.e. the range
of every yi is a finite discrete set L. Undirected graphical models are mathematical tools that
represent the conditional distribution Pr(y|x) using a graph-based representation [60].
The graph contains one node per yi , and cliques in the graph encode dependencies among
the corresponding random variables. Formally each dependency is captured by a potential
function that operates on the clique and assigns a positive score to every labeling of its random
variables. The exact graphical model representation of Pr(y|x) is:
Q
ψC (yC ; x)
Pr(y|x) = C∈C
Z(x)

(2.1)

where C is the set of cliques, C varies over cliques, yC is the set of variables in C, and ψC is the
P Q
potential function for clique C. Z(x) , y C∈C ψC (yC ; x) is the normalizing factor, also
called the partition function.
The potentials are constrained to be positive but not constrained to be less than 1. They
are best interpreted as user-provided (or machine-trained) scoring functions for labelings of the
random variables under their domain. The example model in Figure 2.1(a) shows potentials
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(b) Junction tree for the model in (a)

Figure 2.1: (a) An example of an undirected graphical model with potentials over cliques (b)
Junction tree for the example of (a). Clique nodes are in oval, while separators are shown in
boxes. Figure also shows messages between adjacent cliques, in the direction towards the clique
{3, 4, 7}.
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over cliques {1, 2, 6}, {5, 6}, {2, 3, 6, 7}, and {3, 4, 7}. In practice, the potentials often use a
log-linear parameterization:
ψC = exp wC · f C (yC ; x)

(2.2)

where f C is a vector of feature functions for the clique C, combined using a weight vector wC .
The two most important operations on fully-specified graphical models are learning and
inference.

2.1.1

Learning the parameters

When the potentials are parameterized, as in Equation 2.2, one key task is to learn the parameters wC for every clique C. Learning tasks typically share parameters and feature functions
across the cliques, so that ∀C : wC = w. The learning algorithm is given a set of labeled pairs
D = {(xi , yi )}N
i=1 and the goal is to learn w by maximizing some criteria. One popular criteria
maximizes the log-likelihood of D:

LL(D; w) ,
=

N
X

i=1
N X
X
i=1

=

log Pr(yi |xi ; w)
log ψC (yi C ; xi , w) − log Z(xi ; w)

(2.4)

C

N
X
X
i=1

(2.3)

!
log ψC (yi C ; xi , w) − log

XY
y

C

ψC (yC ; xi , w)

(2.5)

C

This training objective is usually regularized to avoid over-fitting. The final objective is given
by:

max
w

N
X
X
i=1

!
log ψC (yi C ; xi , w) − log

XY
y

C

C

ψC (yC ; xi , w)

−

||w||2
2σ 2

(2.6)

where σ is the regularization hyper-parameter set using cross-validation, and ||w||22 = w12 +
w22 + . . . is the square norm.
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Gradient Computation
When the potentials take on the log-linear parameterization, they are concave in w, thus the
log-likelihood can be optimized using plain gradient ascent. The gradient is given by:
∇ =

N X
X
i=1

=

f C (yi C ; xi ) −

Pr(y|xi ; w)f C (yC ; xi )

−

y

C

N X
X
i=1

!
X



w
σ2

(2.7)



f C (yi C ; xi ) −

X

Pr(yC |xi ; w)f C (yC ; xi ) −

yC

C

w
σ2

(2.8)

where Pr(yC |xi ; w) is the marginal probability of the clique labeling yC . Ignoring the regularizer, the gradient is zero if for every labeled pair (xi , yi ), the empirical feature count f C (yi ; xi )
P
is the same as the expected feature count y Pr(y|xi ; w)f C (y; xi ) for every clique C. Also, it
is clear that the key computation involved here is that for finding all the marginal probabilities
Pr(yC |xi ; w). This forms a sub-task of the inference operation, which we will describe soon.
We stress here that this intimate involvement of inference during training is a striking feature of
many learning frameworks for undirected models including this log-likelihood one.

2.1.2

Inference

The inference operation is used to perform three tasks on a graphical model:
1. Max-inference:

This task computes the most probable labeling of the graph (or its

score), i.e. arg maxy Pr(y|x; w). This can be re-written as arg maxy log Pr(y|x; w) =
P
arg maxy C log ψC (yC ; x, w) since Z(x) does not depend on y. For log-linear models,
thus can be further written as:
arg max
y

X

w · f C (yC ; x)

(2.9)

C

2. Sum-inference: This task is used to compute the marginals of Pr(y|x; w). As we saw,
this is of prime interest during learning w. For a clique C and its labeling yC , the marginal
is given by:
Pr(yC |x; w) =

X
y:y∼yC

where y ∼ yC means that y contains yC .
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Pr(y|x; w)

(2.10)

3. Computing the partition function: The partition function sums over the unnormalized
probabilities of all the exponential number of labelings and is given by:
Z(x; w) =

XY
y

ψC (yC |x; w)

(2.11)

C

Junction Tree Algorithm for Exact Inference
All the three inference tasks perform a maximization or summation over an exponential number
of terms, each term being a product of potentials. The Junction Tree Algorithm is an exact and
optimal inference algorithm that can solve all the above sub-tasks [60].
For ease of presentation, assume that the given graph G is triangulated1 . The algorithm
then constructs a hyper-tree T , whose nodes correspond to cliques of G. Additionally T satisfies the junction tree property, i.e. if a vertex v ∈ G is contained in two non-adjacent nodes
of T , then it is also contained in every node along the unique path between those two nodes.
Figure 2.1(b) shows the junction tree for the graphical model of Figure 2.1(a). For two adjacent
nodes C and C 0 in T , the common vertices C ∩ C 0 form the separator between C and C 0 . These
are illustrated as boxes in Figure 2.1(b).
The algorithm now marks one arbitrary node of T as ‘root’, and performs dynamic programming, each step of which can be seen as ‘message passing’ between adjacent nodes of T .
Say we are computing the marginals for a clique C. Let C be marked as root, and let A and B
be two adjacent nodes in T with separator A ∩ B. The message mA→B (yA∩B ) from A to B is
given by:

 P
A is a leaf node
yA ∼yA∩B ψA (yA )
mA→B (yA∩B ) =
P
Q

yA ∼yA∩B ψA (yA )
A0 ∈N b(A), A0 6=B mA0 →A (yA0 ∩A ) Otherwise
(2.12)
where N b() denotes neighbors. Intuitively, if we were computing the marginals of B, then
mA→B would be the contribution from the subtree ‘downwards’ from A (i.e. away from B).
These messages are computed recursively, starting from the leaf upwards (where C is
root), and ending at the root node C. The final unnormalized marginal of C, i.e. Z(x) Pr(yC |x; w)
is given by:
Z(x) Pr(yC |x; w) = ψC (yC )

Y
A∈N b(C)

1

Every cycle of length 4 or more contains a smaller cycle.
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mA→C (yA∩C )

(2.13)

It is straightforward to see that this recursive method is just an effective way to compute
the summation in Equation 2.10. We further note the following key observations:

1. The complexity of computing mA→B (yA∩B ) is exponential in |A \ A ∩ B| ≤ |A| − 1.
Therefore the worst case complexity is exponential in the tree-width of G2 .

2. Summing over the unnormalized marginals (Equation 2.13) gives us the partition function, thus solving the third inference sub-task.

3. By replacing the outer sum in message computation with a max, we can get the unnormalized probability of the most probable labeling, thus solving the first inference sub-task:
mA→B (yA∩B ) =
max Pr(y|x) =
y

Y

max ψA (yA )

yA ∼yA∩B

A0 ∈N b(A),

1
max ψC (yC )
Z(x) yC

mA0 →A (yA0 ∩A )

(2.14)

A0 6=B

Y

mA→C (yA∩C )

(2.15)

A∈N b(C)

4. Although we had rooted the tree at C and computed the messages bottom up, we can pass
downward messages in a second top-down phase as well. This gives us the marginals
for any clique for free. This two-pass scheme is also known as the forward-backward
algorithm in literature.

We note that working with junction trees (as opposed to arbitrary hyper-trees) leads to
exact and consistent marginals. Consistency can be seen as a direct consequence of the running
intersection property. If G is not triangulated, then the existence of a junction tree cannot be
guaranteed. Hence G must first be triangulated. There are many possible triangulations, and a
bad triangulation can lead to a large tree-width. Since finding the lowest tree-width triangulation
is NP-hard, one must rely on heuristic triangulation algorithms in practice.
Finally, if the tree-width is large, as in many practical scenarios, one must resort to approximate inference algorithms. Examples include Loopy Belief Propagation (BP) [108] or
its convergent variants like Sequential Tree-Reweighted Message Passing (TRW-S) [62], and a
host of variational approaches [52].
2

One less than the size of the largest clique after triangulation.
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2.2

Conditional Random Fields for Information Extraction

When undirected graphical models are used to model the conditional distribution Pr(y|x), they
are often referred to as Conditional Random Fields (CRFs) [78]. Their first use in machine
learning was for sequence labeling tasks such as named entity recognition (NER) and shallow
parsing [78, 106].
In sequence labeling, the input x is a linear sequence of tokens, such as a sentence, and
the output y is a vector of labels, one for each token. The labels come from a discrete finite
set L. The graphical model for Pr(y|x, w) is a chain, as shown in the NER example in Figure 1.1. Every dependency is pairwise, i.e. only cliques of size one or two are involved, and the
dependencies are local, viz. only between labels of adjacent tokens. The model uses potentials
on nodes and edges3 , therefore the distribution is given by:
Pr(y|x; w) =

|x|
Y
1
ψj (yj ; x, w)ψj,j−1 (yj , yj−1 ; x, w)
Z(x; w) j=1

(2.16)

where ψ1,0 (.) = 1. The potentials use a log-linear parameterization using w:
ψj (yj ; x, w) = exp wnode · f node (yj , j; x)
ψj,j−1 (yj , yj−1 ; x, w) = exp wedge · f edge (yj , yj−1 , j; x)

(2.17)
(2.18)

That is, the feature vector f is split into node and edge features, and the weights w are split
accordingly.

Features
To illustrate the kinds of features used by CRFs, consider an NER task. To mark a token as
a PersonName, the CRF will use various clues like if the token is capitalized or not, if it is
preceded by a salutation or not, if it is succeeded by another capitalized word or not, is the
token an abbreviation or not, and so on.
Similarly, it is likely that a PersonName token succeeds an Other token or another PersonName token. Therefore we have the corresponding edge features. Table 2.1 lists these node
and edge features. ‘[[ ]]’ denotes a boolean expression that evaluates to one if true and zero
otherwise. Other examples of sequence labeling features can be found in [93, 106, 78].
3

The node potentials can be subsumed in the edge potentials but we keep them separate for clarity.
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Node Features
fnode,0 (yj , j; x)

[[yj = PersonName ∧ xj is capitalized]]

fnode,1 (yj , j; x)

[[yj = PersonName ∧ xj−1 is a salutation]]

fnode,2 (yj , j; x)

[[yj = PersonName ∧ xj+1 is capitalized]]

fnode,3 (yj , j; x)

[[yj = PersonName ∧ xj is not an abbreviation]]
Edge Features

fedge,0 (yj , yj−1 , j; x)

[[yj = PersonName ∧ yj−1 = Other]]

fedge,1 (yj , yj−1 , j; x)

[[yj = PersonName ∧ yj−1 = PersonName]]

Table 2.1: Some sample features for a Person entity-recognition task

Here we point out one key advantage of conditional models like CRFs over generative
models like Hidden Markov Models. Conditioning on the fixed input x, various features (such
as in Table 2.1) are independent, even though they might be correlated otherwise [78]. This
allows us to use an arbitrary set of features with CRFs without violating any assumption of
feature independence. In contrast, joint models model Pr(x, y), therefore they can hurt from
using an arbitrary set of features.

Inference in chain CRFs
For inference, we can specialize the junction tree algorithm to a simple recursion. Consider
max-inference where we wish to compute the (score of the) highest scoring labeling, also known
as the maximum a-posteriori (MAP) labeling. The messages will be of the form m(j−1,j)→(j,j+1) (yj ),
where j = 1, . . . , n varies over the positions of the sequence. We abbreviate the message to
m(j−1)→j since messages can only go from j − 1 to j and back. The messages are given by:

 1
(j = 1)
m(j−1)→j (yj ) =
 max
m
(y )ψ (y ; x, w)ψ
(y , y ; x, w) (j > 1)
yj−1

(j−2)→(j−1)

j−1

j−1

j

j−1,j

j

j−1

(2.19)
And the MAP score is given by:
max m(n−1)→n (yn )ψn (yn ; x, w)
yn

(2.20)

If there are m , |L| possible labels at each token, and n tokens in x, then the runtime is
O(nm2 ). The MAP labeling itself can be retrieved by storing the argmax while doing the maximization in Equations 2.19 and 2.20, and backtracking the solution from Equation 2.20. This
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recursion is popularly called the Viterbi algorithm in literature. Viterbi can be easily extended
to report the top-k labelings by recording the top-k intermediate messages and final scores in
Equations 2.19 and 2.20 respectively. In practice this is done by keeping a k-size heap at each
node, leading to a O(nm2 k log k) runtime for computing the top-k labelings.
Similarly, we can replace the max by sum, and get equations to compute the marginals
for every node and edge in the chain. As mentioned before, this algorithm is called forwardbackward, and for chains it yields two vectors αj and β j for each position j [78]:

 1
j=0
αj (yj ) =
(2.21)
P
 ψ (y ; x, w)
α
(y
)ψ
(y
,
y
;
x,
w)
j
>
0
j j
j−1,j j−1 j
yj−1 j−1 j−1

 1
j=n
βj (yj ) =
(2.22)
P

β (y )ψ (y ; x, w)ψ
(y , y ; x, w) j < n
yj+1

j+1

j+1

j+1

j+1

j,j+1

j

j+1

These vectors can be combined to compute the partition function and marginals as follows:
Z(x; w) =

X

αn (yn )

yn

1
αj (y)βj (y)
Z(x; w)
1
= y 0 |x; w) =
αj−1 (y 0 )ψj−1,j (y 0 , y; x, w)ψj (y; x, w)βj (y)
Z(x; w)

Pr(yj = y|x; w) =
Pr(yj = y, yj−1

These computations are usually done using logarithms of the quantities to avoid overflows due
to excessive multiplications.

2.3

Semi-Markov Conditional Random Fields

CRFs are a powerful way to use arbitrary first-order features that operate on the labels of a token
and its immediate neighbors. Although this setup is quite useful, it still has two shortcomings.
First, in many tasks we wish to simultaneously assign a single label to a span of tokens. For
example, most person names are three tokens long. However this introduces long-range dependencies between tokens that are not adjacent, violating the first-order assumptions of CRFs.
Second, we wish to employ powerful features that operate on the labels of entities instead
of tokens. For example, a useful entity-level feature for a PersonName is that whether a candidate segment marked PersonName between 2–4 tokens long or not. Similarly, another feature
checks whether a candidate segment for CityName appears in a dictionary of cities or not. In
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the latter example, a multi-token city like San Francisco might appear in a city dictionary but
the individual words will most probably not. Again, these entity-level features go beyond the
first-order features seen in ordinary CRFs. These features are just two of many functions that
capture properties of segments of words, and which cannot be emulated by ordinary token level
features.
The goal of Semi-Markov CRFs (Semi-CRFs) [104] is to exploit entity-level features,
while keeping the overall chain model intact. A Semi-CRF takes as input a sequence x, and
outputs a distribution over segmentations of x. A segmentation s is a list of segments, each of
which is a triple (t, u, y). Triple (ti , ui , yi ) denotes that the ith segment consists of the contiguous
span of tokens from positions ti to ui (inclusive), and is labeled yi . The Semi-CRF defines a
log-linear conditional distribution Pr(s|x; w):
Pr(s|x; w) =

X
1
exp w ·
f (ti , ui , yi , yi−1 ; x)
Z(x; w)
i∈s

(2.23)

where i ∈ s denotes that i varies over the indices of segments in s. Thus each segment feature function depends on the label of the current segment and possibly the preceding segment.
Observe that Semi-CRFs do not support arbitrary non-local dependence, but a restricted form
(hence the name Semi-Markov). That is, if positions j and k are in the same segment, then the
positions in between are implicitly assumed to have the same label.

Inference in Semi-Markov CRFs
Computing the forward-backward vectors and the MAP scores under a semi-CRF require only
small intuitive changes to the recursion. For example, if L is the maximum permissible segment
length, then the α, β vectors are given by:
min(j,L)

αj (y) =

X X

αj−d (y 0 ) exp w · f (j − d + 1, j, y, y 0 ; x)

(2.24)

y0

d=1

min(n−j,L)

βj (y) =

X

X

d=1

y0

βj+d (y 0 ) exp w · f (j + 1, j + d, y 0 , y; x)

As before, the partition function Z(x; w) =

P

y

(2.25)

αn (y), and the marginals are defined accord-

ingly. Similarly, the MAP score is given by the following modification of Viterbi:
1
max γn (y)
Z(x; w) y
where γj (y) = max
γj−d (y 0 ) exp w · f (j − d + 1, j, y, y 0 )
0

MAP Score

=

d,y
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(2.26)
(2.27)

Semi-CRFs have been shown to be more accurate than plain CRFs [104], although at
the expense of more computational cost (because of the loop over the d variable). However
subsequent work [102] has added performance improvements speed up semi-CRF inference
when only a few features are non-Markovian.

2.4

Information Extraction

Information extraction (IE) covers a broad variety of text mining applications that seek to extract information from unstructured or semi-structured data sources. Formally, an information
extraction instance is parameterized by a set of labels L and a corpus of documents. The label set L is also called the ‘schema’ of the instance. The goal of IE is to label each token in
the corpus with a label from L or ‘None’. As mentioned in Chapter 1, information extraction covers various text mining tasks. For example an information extraction instance with
L = {P erson, Location, Organization} is a named-entity recognition task, whereas with
L = {V erb, N ounP hrase, Adjective, · · · } it would correspond to a parts-of-speech task. The
UAIE setup of Section 1.2.2 is another information extraction task where L corresponds to the
columns of the table being constructed.
The area of information extraction is quite wide, and has seen a plethora of approaches
including rule-based systems, wrappers, unstructured classification-based models, and joint statistical models like CRFs [103]. This thesis focuses on CRF-based information extractors that
enjoy the best accuracies over various research benchmarks. We finish our overview of IE by
describing the datasets used in this thesis.

2.4.1

Datasets for Information Extraction

We have used five datasets during the course of this thesis — CoNLL ’03, Cora, Address,
MultipleBib, and WWT, depending on the experiment under consideration.
a) CoNLL ’03: The CoNLL 2003 Shared Task dataset [113] is a well-known research benchmark for recognition of four types of named entities — Person, Organization, Location, and
Miscellaneous. We used the English corpus in this dataset, which consists of news wire
articles from Reuters, annotated with parts-of-speech tags. The corpus is split into three
parts — a training set, development set, and test set with 14987, 3466, and 3684 sentences
respectively.
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b) Cora: The Cora dataset [88] is a popular research benchmark for bibliographic information
extraction. The dataset contains 501 records, each of which is a bibliographic citation, and
the goal is to extract 14 fields of interest including Author(s), Title, Journal, Year, Volume,
and Pages.
c) Address: The Address dataset comprises of 770 home addresses of students in IIT Bombay, India. The goal is to segment each address into 6 fields of interest — Roadname, Area,
City, State, Zipcode, and Other. Contrary to US postal addresses, Indian addresses do not
necessarily follow a fixed template. For example, consider an actual sample address from the
dataset: 4/214, Mahesh Nagar, Station Road, Near Shivsena Office,
Bhayander (West), District Thane - Pin 401 101. Thus the extraction
task on this dataset is surprisingly non-trivial; in fact even extracting just the city names can
be quite hard [12].
d) MultipleBib: We constructed this dataset to evaluate our solution towards domain adaptation. It consists of 433 bibliographic entries collected from the publications web-pages of
31 authors. Each entry is hand-segmented using 14 labels like Author, Venue, Date, and
Volume. Each author has a distinct style of displaying his publications list, so the dataset
contains a variety of display themes differing in HTML layouts, punctuation, and bibliographic styles. Thus the dataset is essentially a collection of 31 different mini-datasets, and
one can test the domain adaptability of a model by training it on a subset of the 31 datasets
and testing it on the remainder.
e) WWT: Our final dataset mirrors new extraction setups like UAIE. The dataset consists of 58
different user-queries, where each query represents a relation of interest to the user — e.g.
table of oil spills (Tanker, Place, Date), or movies by Danny DeVito (Movie, CharacterName,
Year), Kings of Thailand (Name, BirthDate, ReignStart, ReignEnd) and so on. A query
comes with limited supervision in the form of a few sample rows of the table of interest,
and the goal is to augment this table by discovering/extracting more rows from the web. We
create different versions of a query by giving it 3, 4, 5, 7, 10 sample rows, and for each size
we create five trials by varying the actual rows being input.
In addition, each query also comes with 20 HTML lists, whose un/semi-structured records
might contain further rows of the desired table. Thus the aim is to perform extraction on
these lists using the handful of provided rows as input. The set of 20 lists for each query
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are not provided by the user, but retrieved by probing a Lucene index that holds 16 million
HTML lists obtained from a 500 million web-page crawl. On average 45% of the 20 lists for
a query are actually irrelevant, thus mirroring real-life noise in the retrieval process.
We label every HTML list in this dataset manually with the following information: (a)
Whether the list is relevant to its query (b) For each record in a relevant list, if it is a relevant/irrelevant record, and (c) For each relevant record, its correct segmentation as per its
query table.
The first three datasets — CoNLL ’03, Cora, and Address are representative of traditional extraction setups. The MultipleBib dataset is a new dataset useful in demonstrating the use of
rich non-local clues for domain adaptation. The WWT dataset is an extensive collection of 58
smaller datasets, and is useful in evaluating our methods for the new UAIE setup.
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Chapter 3
Representing Uncertainty of Extraction
We now present our method of representing extraction uncertainty in imprecise databases. This
problem is highly relevant in large text databases like Citeseer, product comparison databases,
and personal information management systems (PIM), that are created by automatic extraction
of structured entities from unstructured sources.
Representing uncertainty alongside extracted entities is important as it is impossible to
guarantee perfect extraction accuracy in real-life settings even with the best extraction tools.
The problem is more severe when the sources are extremely heterogeneous, making it impossible to hand tune any extraction tool to perfection. For example, the extraction of structured
entities like author names, title and journal names from citations has an accuracy of close to
90% for individual fields and only 70–80% for entire records [93]. Similarly, the accuracy of
extracted named-entities in the popular CONLL ’03 task is less than 90% even with models
highly tuned for the task1 [37].
One method of surmounting the problem of extraction errors is to demand that each extracted entity be attached with confidence scores that correlate with the probability of its correctness. This is a hard goal to achieve for arbitrary statistical models; fortunately Conditional
Random Fields (CRFs) have been found to provide sound confidence scores in practice. We
provide illustrations of this in Section 3.1.1. In addition, as seen in Section 2.2, CRFs output a
ranked list of top-k extractions along with probability of correctness. Such probabilistic results
can be stored in an imprecise data management system [42, 105, 14, 38, 6, 30] for getting probabilistic answers. For example, in Figure 3.3 we show a list of extractions along with probability
1

http://www.aclweb.org/aclwiki/index.php?title=CONLL-2003_(State_of_the_

art)
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scores for an address database. We will denote each such extraction result by segmentation
(ref. Section 2.3) as it consists of labeled segments of the unstructured string; and call this representation the segmentation-per-row model [33]. While this representation of uncertainty is
natural and allows for simple query execution semantics, the number of extraction results can
in the worst case be exponentially large as we show in Section 3.1.
Thus, we need an alternative model of representing imprecision in a database that captures
the original distribution, while being easy to store and query. Our goal is to choose a generic
model of uncertainty so that we can leverage on the active research on efficient query processing on these models [55, 4, 100, 30, 98, 25, 14]. Different representations provide varying
tradeoffs in the flexibility they offer and the complexity of processing probabilistic queries over
them [105]. We consider two models from the literature. First is the popular column uncertainty model where the rows of a database table are independent of each other and the columns
of each row represent uncertainty as independent probability distributions [79]. An example
of such a representation appears in Figure 3.5. Each column in the figure is associated with an
independent multinomial distribution over extracted segments. We will refer to this model as
the one-row model.
The second model is a generalization of the first model where we capture both column and
tuple level uncertainty by storing multiple rows per extracted record. Each row has independent column distributions and a row-level probability. We show that even a two-row model in
this category can significantly improve the accuracy of approximation compared to the one-row
model. Also, the number of rows required is significantly smaller than the number of rows required if segmentations are stored explicitly. We present efficient algorithms for directly finding
the optimal parameters of the single-row and multi-row column distributions without requiring
the explicit enumeration of the possibly exponential number of segmentations. Our algorithm
directly operates on the model to discover a locally optimal set of informative variables that
form the basis for each row’s distribution.
Empirical evaluation on two real-life datasets show that our method of creating tractable
database representations of the imprecision of extraction is efficient and accurate [44]. To the
best of our knowledge, our technique [44] is the first for transforming the uncertainty of complicated, yet high performing statistical models of extraction to tractable models of imprecision
that can be easily stored and queried in a database.
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Outline
The rest of the chapter is organized as follows. We describe our problem and the setup in
Section 3.1. In Sections 3.2.1 and 3.2.2 we present algorithms for generating best one-row
and multi-row distributions. In Section 3.3 we present experimental evaluation of the accuracy
and efficiency of our algorithms. Related work and conclusions appear in Section 3.4 and 3.5
respectively.

3.1

Setup

We assume that our unstructured data source is a collection of independent text records representing entities like addresses and citations. The process of extraction converts each unstructured record into a structured record in a table in a target database consisting of columns
A1 , A2 . . . Am . Examples of entity columns are house number, street names, city name and state
names for addresses and author-list, title, journal name and year for citations. One or more of
the columns could be missing in an unstructured record in which case we assign it a value of
Null. Thus, each entity label can appear zero or once in each unstructured record. An unstructured record could contain words that do not belong to any of the entities. We assign all these
words a special label called “Other”.
In such a setting the process of extraction can be viewed as a segmentation of the word
sequence of an unstructured record where each segment is either one of m entities A1 . . . Am or
part of the “Other” label.

3.1.1

Models for automatic extraction

As statistical extraction models, we shall use the Semi-Markov variant of CRFs (semi-CRFs;
Chapter 2) that construct a probability distribution over segmentations of the input sequence [104,
27].
Following the notation of Chapter 2, we denote an unstructured record by a token sequence
x = x1 , . . . , xn . A segmentation of x is denoted by s = s1 , . . . , sp where each sj is a segment.
Segment sj is denoted by a triple (tj , uj , yj ) where tj and uj are its start and end token positions
and yj ∈ L its label. In our case, the label-set L consists of the m attribute labels {A1 . . . Am }
and a special label “Other”.
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Figure 3.1: Reliability plots for two datasets. The diagonal line denotes the ideal ending points
of the bars.

For example, a segmentation of the address record 52-A Goregaon West Mumbai
PIN 400 062 might be (52-A, ‘House no’) (Goregaon West, ‘Area’) (Mumbai, ‘City’) (PIN,
‘Other’) (400 062, ‘Pincode’) (See Figure 3.3).
Recall that a Semi-CRF models the conditional probability distribution Pr(s|x) as:
Pr(s|x; w) =

1
exp (w · f (x, s))
Z(x; w)

(3.1)

Alternatively, we can use the expanded form:
Pr(s = ((t1 , u1 , y1 ), . . . , (tp , up , yp ))|x; w) =
p
X
1
exp (
w · f (ti , ui , yi , yi−1 ; x))
Z(x; w)
i=1
For ease of notation, we shall drop the implicit dependence on x and w wherever convenient,
and use P (s) instead of Pr(s|x; w).
During extraction, the goal is to find a segmentation s = s1 . . . sp of the input sequence
x = x1 . . . xn that maximizes P (s)
X

arg maxP (s) = arg max w ·
s

s

f (ti , ui , yi , yi−1 ; x)

(ti ,ui ,yi )∈s

This is efficiently solved using dynamic programming aka the Viterbi algorithm (Section 2.3),
and extended to retrieve the top-k segmentations analogous to the techniques of Section 2.2.
In typical real-life extraction tasks the highest scoring extraction is not necessarily the
correct extraction. Fortunately, unlike in earlier generative models like HMMs, the probability
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Figure 3.2: Histogram of the number of segmentations needed to cover a probability mass p

of a segmentation as output by a CRF is sound in the sense that a probability of p denotes that
there is a 100p% chance that the extraction is correct. We illustrate this via reliability plots in
Figure 3.1 for extraction on two datasets (described in Sections 2.4.1 and 3.3) where we show
binned probabilities as output by the model against true accuracy calculated as the fraction of
cases that were correct in that bin. We observe that the histograms are very close to the 45
degree line which confirms the claim that the probabilities are sound.
Given that the first segmentation is quite often not correct, it is natural to ask for the
top-k segmentations. Therefore, the second question is, how big should k be? An intuitive
way for choosing k is to set k large enough so that the top-k segmentations cover a significant
probability mass? In Figure 3.2 we plot the histogram of the number of segmentations needed to
cover a probability mass of at least 0.9. In both the datasets, a significant number of unstructured
records require more than just the top-10 segmentations, and some require as many as top-200
segmentations. Therefore using a pre-appointed value of k may not be cheap from two points
of view – (a) Retrieving top-k via Viterbi. The runtime dependence on k is O(k log k), and (b)
The higher the k, the more storage we need in our imprecise database.
To summarize, these preliminary experiments establish two things: (a) The probabilities
output by a CRF are sound confidence scores, so they can be stored as is without any complex
post-processing, and (b) Storing only the highest or top-k (k fixed) probabilities is not enough.
This poses challenges to existing approaches that treat extraction as a 0/1 process of extracting just the highest scoring entities.
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Figure 3.3: Four segmentations of the address string 52-A Goregaon West Mumbai
400 076 along with their probabilities.
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West Mumbai

400 062

0.2

Figure 3.4: Segmentation-per-row model for the example in Figure 3.3.
Id
1

House no

Area

City

Pincode

52 (0.3)

Goregaon West (0.6)

Mumbai (0.6)

52-A (0.7)

Goregaon (0.4)

West Mumbai (0.4)

400 062 (1.0)

Figure 3.5: One-row model for the example in Figure 3.3.
Id

House no

Area

City

Pincode

Prob

Goregaon West (1.0)

Mumbai (1.0)

400 062 (1.0)

0.6

Goregaon (1.0)

West Mumbai (1.0)

400 062 (1.0)

0.4

52 (0.17)
1

52-A (0.83)
52 (0.5)

1

52-A (0.5)

Figure 3.6: An optimal and exact two-row model for the example in Figure 3.3.
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3.1.2

Database representation of extraction uncertainty

We consider three alternatives for representing the uncertainty of extraction in a database system. In each case we show how to return probabilistic answers to a project query of the form:

select y1 , . . . yl from T where record = x
where T is an imprecise table and each yi refers to one of the m columns A1 . . . Am of T .
Probabilistic results for such a query will return a set of rows where each row r consists of
l segments of x (t1 , u1 ), . . . , (tl , ul ) and a probability value pr = Pr(y1 = (t1 , u1 ), . . . , yl =
(tl , ul )). We also allow a segment (ti , ui ) to be Null so as to incorporate missing labels.

Segmentation-per-row model
A straightforward representation is to first extract from the original model all segmentations
with non-zero probability and represent each segmentation s as a separate row with a tuplelevel uncertainty value equal to the probability Pr(s) of that segmentation [33]. Thus, each
unstructured source record r will give rise to a variable number of rows in the database; all rows
of the same record are linked via a shared key that constraints their probabilities to sum to 1.
An example of such a representation appears in Figure 3.4.
In this model the probability of a query result is calculated by summing over all segmentations that match the result row as follows:
Pr(y1 = (t1 , u1 ), . . . , yl = (tl , ul )) =

X

P (s)

s:∀i(ti ,ui ,yi )∈s

The main shortcoming of this approach is that the number of segmentations could be
exponential in the size of the source record. A naive way to deal with this problem is to take
enough top segmentations that cover a big enough probability mass (say 0.95), and store these
segmentations exactly. However, as Figure 3.2 illustrates, for quite a few records we may end
up retrieving a large number of segmentations.
Hence we are limited by two things - (a) we cannot afford to enumerate the top segmentations and (b) we are populate a large number of rows in the imprecise database. Therefore
instead of representing the uncertainty exactly, we resort to approximate representations.
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One-row model
In this representation we allocate one row per unstructured record but each column instead of
being a precise value is a distribution over possible values it can take [79]. For the case of
discrete text data, a natural choice for the column distribution is a multinomial distribution
which assigns a probability value for each segment (t, u) of the input x such that the sum of
the probability over all segments is equal to 1. An example of such a distribution appears in
Figure 3.5.
Let Qy (t, u) denote the probability for segment (t, u) for column y. Then the probability
of a segmentation s is:
Y

Q(s) =

Qy (t, u)

(3.2)

(t,u,y)∈s

In Section 3.2.1 we show how to compute the best values of the Qy (t, u) parameters from
the original extraction model.
While the one-row representation is storage-wise compact, it has the potential of grossly
violating the true distribution because it treats the column distributions as being independent of
each other. For example, the probability of the query result ((Area = ‘Goregaon West’), (City =
‘Mumbai’)) in this model is 0.6 × 0.6 = 0.36 whereas the true probability from Figure 3.3 is
0.5 + 0.1 = 0.6.
Multi-row model
We generalize the one-row model to storing multiple rows per extracted record with each row
storing its own set of independent column distributions. In addition, each row has a row-level
probability and the probability of a segmentation is obtained via a weighted sum of probability
induced by each row. Let πk denote the row probability of the k th row and Qky (t, u) denote the
multinomial parameter for segment (t, u) for column y of the k th row. We present an example
in Figure 3.6 where the number of rows r is 2.
In this case, the probability of a segmentation s is computed as
Q(s) =

r
X
k=1

Y

πk

Qky (t, u)

(3.3)

(t,u,y)∈s

This model allows the approximate probability of a segmentation s, Q(s) to be broken
down into additive components, with each component being a product of marginals rather than
an unwieldy joint distribution.
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For the query result ((Area = ‘Goregaon West’), (City = ‘Mumbai’)), the probability under
this model will be 0.6 × 1.0 × 1.0 + 0.4 × 0 × 0 = 0.6, i.e. same as the true probability.

3.1.3

Quantifying approximation quality

Since the one-row and multi-row models are approximations of the true distribution P (s), we
need a measure of the divergence between the two. A popular metric from statistics for measuring the gap between a true distribution P (s) and its approximation Q(s) is KL-divergence.

KL(P ||Q) =

X
s

P (s) log

P (s)
Q(s)

(3.4)

KL-divergence achieves its minima of zero iff Q = P . This measure has been found to provide
more robust and meaningful values of distances between distributions than generic vector mea1

sures like L2 and L1 . Further, it can be shown that L1 (P ||Q) ≤ (KL(P ||Q)2 log 2) 2 , where
P
L1 (P ||Q) =
s ||P (s) − Q(s)|| is the L1 distance. Another advantage of this measure is
that it is continuous and allows the use of numerical optimization methods to choose the best
approximation.

3.2

Approximations

In this section we show how to compute the parameters of the one-row and multi-row model
so as to minimize the divergence with the true extraction model P (s). Our goal is to design
methods that do not require the explicit enumeration of all possible segmentations from the
model because there can be an exponentially (in the length of the input) large number of them.
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3.2.1

One row model

The multinomial parameters of a one-row model can be easily computed by directly optimizing
on the KL function.
min KL(P ||Q) ≡ max
Q

Q

=

X

=

X

X

P (s)

s

X

P (s) log Q(s)

s

log Qy (t, u)

(from Eq 3.2)

(t,u,y)∈s

X

P (s) log Qy (t, u)

(t,u,y) s:(t,u,y)∈s

=

X

P ((t, u, y)) log Qy (t, u)

(3.5)

(t,u,y)

≡

X

KL(P ((t, u, y))||Qy )

(t,u,y)

where ≡ denotes equivalence, and P ((t, u, y)) denotes the marginal probability of segment
(t, u, y) in our extraction model P . The last equivalence holds because for each y, the inner
sum in Equation 3.5 is the KL distance of Qy from P (., ., y) (up to a constant involving only
P ). Thus, we can minimize the overall objective by individually minimizing the inner KLs:
∀t, u, y : Qy (t, u) = P ((t, u, y))

(3.6)

Figure 3.5 contains an example of optimal one-row parameters for the given segmentation
set. P ((t, u, y)) can be directly computed without enumerating any segmentations as we show
next.
Computing marginals P ((t, u, y)) from model P (s)
Recall that the marginal probability is given by:
X

P ((t, u, y)) =

s:(t,u,y)∈s

1
exp (w · f (s; x))
Z(x; w)

As described in Section 2.3, this summation over exponential number of summands can be simplified using α and β vectors. These vectors are computed by the forward-backward algorithm.
Forward pass:
min(j,L)

αj (y) =

X X
d=1

αj−d (y 0 ) exp w · f (j − d + 1, j, y, y 0 ; x)

y0
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where L = maximum segment length and the base case value α0 (y) = 1 for all y. This also
P
gives Z(x; w) = y α|x| (y).
Backward pass:
min(n−j,L)

βj (y) =

X

X

d=1

y0

βj+d (y 0 ) exp w · f (j + 1, j + d, y 0 , y; x)

(3.7)

The base case value βn (y) = 1 for all y.
Thus we need to compute nm α and β terms one for each position,label combination and
the entire computation takes O(nLm2 ) time.
Computing marginals: Once the αi and βi terms are available for each position of the sequence, we can compute the marginal probability of any segment (t, u, y) as follows:
P ((t, u, y)) =

βu (y) X
αt−1 (y 0 ) exp (w · f (t, u, y, y 0 ; x))
Z(x; w) y0

(3.8)

The marginals as computed above however have one limitation; they do not enforce the constraint we have in our extraction task that a label y can appear only once in an entire segmentation. It can be shown that any algorithm that exactly enforces such a constraint would be
exponential in the number of labels. A number of algorithms exist in the graphical modeling
literature for approximating the calculation of marginals in complex models [115, 26, 53]. We
skip details of the approximate method because it is not crucial to the scope of this work.

3.2.2

Multi-row model

In the multi-row model, we will consider multiple, but fixed (say r) number of rows, each one
of which is a one-row model. The parameters of this model are the r row probabilities πk and
for each row k, the multinomial distribution parameters Qky (t, u) for each label y. We need to
find the values of these parameters to minimize KL distance with P (s) which is equivalent to
maximizing the following objective.
max

πk ,Qk

where Qk (s) =

Q

(t,u,y)∈s

X
s

P (s) log

r
X

πk Qk (s)

(3.9)

k=1

Qky (t, u). Unlike in the one-row model, we cannot obtain the optimal

parameter values in closed form because of the summation within the log. However, for the case
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where we can enumerate individual segmentations s, this objective reduces to a well-known
problem in statistics of learning a mixture model [32]. We will first discuss this enumerationbased approach and then present our algorithm that works directly on the model.

3.2.3

Enumeration-based approach

Let S = s1 , . . . sD be an enumeration of all segmentations produced from our original model
P (s). Our objective is
max
πk

,Qk

D
X

P (sd ) log

d=1

r
X

πk Qk (sd )

k=1

This is a well-known problem of learning the parameters of a mixture model and is solved
using the classical Expectation-Maximization (EM) algorithm [32]. The algorithm starts with
an initial guess of the parameter values and then iteratively performs the following two steps:
E-step where for each sd we find the probability R(k|sd ) of it belonging to row k given the
current set of parameters:
πk Qk (sd )
R(k|sd ) = P
i
i πi Q (sd )
This step can be thought of as a soft assignment of segmentations to each of the r components.
M-step where we update model parameters using the above soft assignments to calculate the
most likely values of parameters as follows:
P
Qky (t, u) =

sd ∈S:(t,u,y)∈sd

P

sd ∈S

πk =

X

P (sd )R(k|sd )

P (sd )R(k|sd )

P (sd )R(k|sd )

sd ∈S

The algorithm iteratively updates parameters as above until convergence. It can be proved that
in each iteration the EM algorithm improves the value of the objective and at convergence finds
a locally optimal value of the parameters [32]. Although the algorithm can get stuck at local
optima and is sensitive to the initial seeds, we have empirically found that for low dimensional
data (e.g. m = 3–7 labels in our case) and with multiple randomly seeded values of the initial
soft assignment R(k|s), the EM algorithm almost always reaches the global optimum in a few
number of iterations. Since each iteration of the EM algorithm improves (a lower bound of)
the objective function, so modulo any local optima, this scheme provides a good yardstick to
benchmark any other algorithm.
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3.2.4

Structural approach

We now present our approach to generate multi-row models that does not entail enumeration
of the segmentations s1 , . . . , sD . The components corresponding to the rows in this case are
assumed to cover disjoint sets of segmentations. We will show in Section 3.2.5 how to remove
this limitation. Thus, for any segmentation exactly one of the rows has a non-zero probability.
We achieve this disjointness by choosing a set C of boolean variables that form a binary decision
tree with r leaves. Each segmentation satisfies exactly one of the paths in the tree. Our revised
objective (Equation 3.10) with disjoint Qk components can be written as
max
π,Q

r
X

Pr(Ck )

X

P (s|Ck ) log πk Qk (s)

s

k=1

where we have removed the summation within the log by using the fact that a segmentation s
that satisfies condition Ck will have a non-zero probability of generation only from Qk .
Since each Qk is equivalent to our one-row model, we can use Equation 3.5 to rewrite our
objective as:
max
π,Q

r
X

X

Pr(Ck )(log πk +

k=1

P ((t, u, y)|Ck ) log Qky (t, u))

(3.10)

(t,u,y)

For a given choice of C, this is maximized by choosing Qky (t, u) = P ((t, u, y)|Ck ) and πk =
Pr(Ck ). Thus, our remaining goal is to choose a partitioning C so as to maximize the objective.
r
X

Pr(Ck )(log P (Ck ) +

k=1

X

P ((t, u, y)|Ck ) log P ((t, u, y)|Ck ))

(3.11)

(t,u,y)

We achieve the r-way partitioning by sequentially choosing binary split variables to grow
a decision tree until we reach r leaves, each of which corresponds to our desired partition. Our
variables correspond to various kinds of conditions on segmentations. We consider three kinds
of boolean variables:
• A = {Atuy |t ≥ u, y ∈ Y ∪ {‘ ’}}: Variable Atuy is true if a non-Null segment (t, u) is
present and has a label y. If y = ‘ ’ then the segment’s label is not conditioned on.
• B = {Bty |y ∈ Y ∪{‘ ’}}: Variable Bty is true if a segment starts at position t with label y
or with no condition on label when y = ‘ ’. In this case the end boundary of the segment
is not conditioned on.
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A

’52−A’,House_no

B ’West’,_
s 1 , s4

s2

s3

Figure 3.7: Example of a three-way partitioning on the segmentations s1 , . . . , s4 of Figure 3.3.

• C = {Cuy |y ∈ Y ∪ {‘ 0 }} Variable Cuy is true if a segment ends at position u with label
y. The start boundary of the segment is not conditioned on. The segment label is ignored
if y = ‘ ’.
Figure 3.7 illustrates a three-way tree on the example record in Figure 3.3, created using these
variables. The root variable A52−A,House no is true iff the segment ‘52-A’ is labeled ‘House no’.
Similarly BW est, is true if any segment starts with the word ‘West’. Here, a label is not part of
the condition.
Let c denote a path of decision tree nodes from root to leaf, For a given condition c, let
X

H(c) = Pr(c)(log P (c) +

P ((t, u, y)|c) log P ((t, u, y)|c))

(t,u,y)

Thus our objective from Equation 3.11 is

P

k

H(Ck ). At any stage when we choose to split

node c using another variable v ∈ A ∪ B ∪ C we pick v so as to maximize the gain I(v, c) of v
given condition c as defined below
I(v, c) = H(c, v = 1) + H(c, v = 0) − H(c)

(3.12)

At each stage we pick the leaf node c from the tree and a corresponding variable v so as to get
the highest gain. We stop when we have obtained the desired r number of leaf nodes.
H(c) can be computed directly from model P (s) without any enumeration using a slight
variant of the algorithm presented in 3.2.1 for computing the conditional marginals P ((t, u, y)|c)
and P (c). The only change is that in the forward and backward pass we disallow any segments
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that violate condition c. That is, we compute the conditional forward and backward values
αj (y|c) and βj (y|c).
From these we can compute the conditional marginals P ((t, u, y)|c) and the value of
P
Z(x|c) analogously to the unconditional case as Z(x|c) = y α|x| (y|c). From these, the total
‘mass’ for the row c, P (c), is available as
P (c) =

Z(x|c)
Z(x)

(3.13)

The above algorithm achieves the maximum gain in objective at each stage, and thus
can be considered a greedy algorithm like most decision tree construction algorithms. It is
possible to design an optimal algorithm that runs in O(n3 r2 m4 ) time where n is the length
of the sequence. In contrast the greedy algorithm here is O(rn2 m) which is practical since
typically n, the number of words in an unstructured record, usually only in the hundreds.

3.2.5

Merging structures

The structural approach makes a disjoint partitioning of segmentations without enumerating the
segmentations, whereas the EM algorithm of Section 3.2.3 allows a segmentation to overlap
with arbitrary number of mixtures but enumerates the segmentation. Thus the structured approach is likely to be worse than the enumeration approach in terms of approximation quality.
In this section, we present a fix to this problem. First, in the structural approach we
generate many more than the required r partitions. In practice, we can go on making partitions
till the gain obtained by a partition split (Equation 3.12) is negligible. Let r0 denote the number
of initial partitions obtained in this manner.
We view the one-row model of each partition as a compound segmentation. Now we apply
the EM-based approach to soft-cluster these r0 compound segmentations into r rows. This
two-stage approach is illustrated in Figure 3.8.
Using the notation of Section 3.2.3, we will have |S| = r0 with c ∈ S denoting a compound segmentation corresponding to its path in the decision tree formed during partitioning.
The total probability mass covered by c, denoted as P (c), can be computed using Equation 3.13.
Let us denote the one-row distribution for c by P̄ c (), i.e. P̄yc (., .) denotes the multinomial distribution in column y of the one-row model for c, for c = 1, . . . , r0 . The one-row parameters
P̄yc (t, u) can be computed using Equation 3.8 after conditioning the the α, β and Z terms on c.
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Segmentations (not enumerated)

Structural method (Partitioning)

Enumeration-based method (EM)

Multi-row model

Compound
segmentations

Figure 3.8: Illustrating the two-step Merging method that uses the Structural approach followed
by the Enumeration-based EM algorithm.

Our goal in the second stage is to convert these r0 P̄ distributions to r Q() distributions of the
multi-row model using the EM algorithm.
We now show how we apply the EM-algorithm without enumerating the constituents of
any compound segmentation. For the M-step, to compute Qky (t, u), instead of summing over
only those segmentations that contain the segment (t, u, y), we probabilistically sum over all
compound segmentations, because the membership of a segment in a compound segmentation
is now probabilistic instead of being hard. Thus,
P
Qky (t, u)

=

P (c)P̄yc (t, u)R(k|c)
P
c∈S P (c)R(k|c)

c∈S

However, the E-step is challenging because it involves computing Qk (c), which is the probability of generating the distribution of the compound segmentation c from the distribution
represented by the k th row.
For the E-step we exploit two insights: (a) The columns of the row are independent, so the
probability of generation can be decomposed over labels. (b) Each label defines a multinomial
distribution over its possible segments, in both P (c) as well as Qk (c). This allows us to use
the method proposed in [5] which reduces the problem of finding the probability of generating
one multinomial distribution from another to a measure of divergence between the two. This
distance, which turns out to be KL divergence for our scenario, is a special case of the general
Bregman divergence framework of [5]. In our case, the probability of generation, Qk (c), can be
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seen to be ([5]):
Qk (c) ∝ exp(−

X

KL(P̄yc ||Qky ))

(3.14)

y

Thus, it is possible to soft-merge the r0 partitions into r clusters using the EM algorithm without
any enumeration. Since each of the original r0 partitions was represented by a conjunction of
hidden variables, every component in the final r-row model is now a weighted disjunction of
such conjunctions. This representation is clearly richer and more expressive than the original
conjunctive form.
We will also present empirical evidence to show that this merging step causes a significant
increase in our objective value and also compares favorably with the ideal EM solution that
uses enumeration to estimate its model parameters. We will also show that in practice, r0 is not
large. In fact, we will show that r0 is much smaller than the number of segmentations we would
have retrieved, had we gone for an enumeration of the top-k segmentations.
Our final algorithm for finding the best r-row model without enumerating segmentations
is outlined in Algorithm 1.

3.3

Experiments

We now present an empirical evaluation of our method of creating imprecise databases from
statistical extraction models. Since ours is the first work on this topic, we first present in Section 3.3.2 experiments to demonstrate that representing the imprecision of extraction is indeed
useful in improving the quality of answers returned by the database. In other words, we show
that the current practice of storing the topmost extraction in a conventional database can incur
higher error than a database that captures extraction uncertainty. We next go on to evaluate
in Section 3.3.3 the two primary methods of representing imprecision via row uncertainty and
column uncertainty and show that the multi-row representation that combines both forms of
uncertainty provides better approximation for a fixed number of stored parameters. Finally we
present results of evaluating our core contribution in the paper — the multi-row parameter estimation algorithm. We evaluate the algorithm both in terms of the quality of approximation and
efficiency of execution.
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Input: Distribution P , number of rows r, gain cut off 
Output: Parameters Q, π for the r-row multi-row model
/* Create partitions until gain is below the threshold */
Initialize partition tree with a single root node
while tree has unvisited leaves do
c ← unvisited leaf
Mark c visited
Find variable v ∈ A ∪ B ∪ C with largest gain I(c, v)
if (gain > ) then
Split c on v = 1 and v = 0 to create two leaves
end
end
/* Merge partitions using EM to get r rows */
S ← Paths to every leaf, each of which defines a compound segmentation
for c ∈ S do
∀u, y : Compute αu (y|c) and βu (y|c) via forward-backward algorithm restricted to
segments that satisfy the condition of c
P
P (c) ← Z(x|c)
where Z(x|c) ← y α|x| (y|c)
Z(x)
∀t, u, y : Compute P̄yc (t, u) via Equation 3.8
end
forall k = 1..r, c ∈ S do
Seed(R(k|c))
end
repeat
M step:
∀k = 1..r : πk ←

P

c

P (c)R(k|c)

∀k = 1..r, y, t, u : Set Qky (t, u) ∝

P

c

P (c)R(k|c)P̄yc (t, u)

E step:
∀k = 1..r, c ∈ S : Set R(k|c) ∝ πk exp (−
until Until Convergence

P

y

KL(P̄yc ||Qky ))

return Q, π
Algorithm 1: The Struct+Merge Algorithm
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3.3.1

Datasets

We used the following two real-life datasets for our experiments.
Cora: Cora is a popular citations benchmark with around 500 paper citations (cf. Section 2.4.1).
We chose the following labels as columns of the corresponding citation table: PaperTitle, AuthorList, Booktitle, Journal, PageNumber, Date, and Volume. We use a subset of 125 citations
as our test-set.
Address: The Address dataset consists of 770 Indian addresses (cf. Section 2.4.1). The table
columns were StreetName, Area, City, State, Zipcode (aka Pincode). Recall that Indian addresses are much less templatized than US addresses, so the extraction task is quite non-trivial.
A subset of 440 addresses was used as the test-set.
For each dataset, we train a strong and a weak CRF model by varying the amount of
training data. To train the strong model, we use 30% of the data for Cora and 50% for Address.
To train both the weak models, we use 10% of the data. See [102] for details of features used
in training these models.
In each experiment, we retrieve enough segmentations to cover a sufficient probability
mass (0.92 in the case of Cora and 0.96 for the Address dataset). This forms our golden data
and the divergence of an imprecise data model is computed w.r.t. this data.

3.3.2

Error reduction with probabilistic data

We first demonstrate the usefulness of capturing the uncertainty of extraction by showing that
even for a well-trained extraction model, the current practice of storing only the top-most extraction result without probability can incur higher error than a probabilistic query processing
system. Our queries project various subsets of the column labels and we measure the error in
the query results with respect to the correct segmentation.
We report the square error, which is (1 − p∗ )2 , where p∗ is the probability of the correct
answer according to the stored model under scrutiny.
In Table 3.1 we show the errors for two cases: First, Top-1, where we store only the
single best extraction without its probability. In this case if the single stored segmentation is
correct, we get an error of 0, otherwise it is 1. Second, Top-k, where we store all segmentations
with their probabilities so as to capture the Semi-CRF distribution exactly. This allows us to
compare the best possible imprecise model with the current practice of storing extractions. We
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Number of labels in query
Dataset

Model

1

2

3

4

Address

Top-1

0.31

0.48

0.59

0.66

(Weak)

Top-k

0.22

0.32

0.35

0.37

Address

Top-1

0.10

0.17

0.22

0.26

(Strong)

Top-k

0.08

0.14

0.17

0.19

Cora

Top-1

0.16

0.29

0.38

0.45

(Weak)

Top-k

0.10

0.17

0.22

0.25

Cora

Top-1

0.07

0.13

0.18

0.21

(Strong)

Top-k

0.05

0.09

0.12

0.14

Table 3.1: Square errors of projection queries of varying size over the Top-1 and Top-k models.

report errors for strongly as well as weakly trained extraction models.
Table 3.1 shows a significant drop in error from Top-1 to Top-k. This establishes that
representing uncertainty in the database leads to more accurate query results and as we will see,
even a simple two row approximation can achieve the same reduction in error as the ideal case
of representing the entire distribution.

3.3.3

Comparing models of imprecision

We now study the quality of approximation with increasing amounts of storage used for representing imprecision in the database. In Figure 3.9 we compare the approximation quality
of a multi-row model over r rows with a segmentation-per-row model where we store top-k
segmentations with k chosen so that both approaches store the same number of parameters.
We observe that the multi-row model has a significantly smaller divergence from the true
model compared to the segmentation-per-row model when both are constrained to use the same
number of parameters. For example for the Address dataset, with 2 rows the multi-row model
can achieve a close to 0 divergence with the true model whereas the Segmentation-per-row
approach using equivalent number of parameters (which amounts to roughly 4 rows) has a
divergence of around 2.5.
The case of r = 1 corresponds to the one-row model and we observe that going from one
to two rows results in more than a factor of two reduction in divergence and increasing r further
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Multi-row
Segmentation-per-row
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Figure 3.9: Comparing divergence of multi-row models with increasing r, against
Segmentation-per-row model with the same number of parameters.
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Figure 3.10: Comparison of KL divergences of various approaches. The strings are sorted by
their KL divergence as given by the Enumeration approach.

does not cause as dramatic a decrease.
These experiments show that the multi-row model that combines both row-level and columnlevel uncertainty provides an effective mechanism of capturing the uncertainty of an otherwise
complex extraction model.

3.3.4

Evaluating the multi-row algorithm

In this section, we compare our multi-row algorithm (structural+merging) with the ideal enumerationbased approach and the simpler structural-only approach, denoted Struct+Merge, Enumeration, and Structural respectively. Figure 3.10 plots the KL divergences obtained by Structural,
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Figure 3.12: Dependence of the KL divergence obtained via the structural+merging approach
on gain cutoff. r is set to 2.

Struct+Merge (with a gain cutoff of 0.05) and Enumeration, all for r = 2. For reference we
also show the one-row model. For Struct+Merge and Enumeration, the EM output was chosen by executing five different randomly seeded runs and selecting the one with the least KL
divergence. The figures are plotted by sorting the data in increasing order of KL divergences
obtained by Enumeration.
We observe from the graphs that Struct+Merge is better than Structural and very close
to the ideal Enumeration approach. Enumeration however runs EM over significantly more
segmentations than the compound segmentations r0 generated in Struct+Merge as we show in
the next experiment.
For each multi-row model generated by Struct+Merge, we record the number r0 of initial
partitions and then find the smallest k for which Enumeration using top-k segmentations would
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have smaller KL divergence. Figure 3.11 displays the variation of k with r0 for the Address
dataset. We also display the y = x line to point out that k is always more than r0 and sometimes
the gap is very large. This means that Struct+Merge achieves almost the same approximation
quality as Enumeration while computing a much fewer number of parameters.
Dependence on input parameters
The two input parameters to Struct+Merge are the number of rows r, and the gain cutoff . We
already studied the effect of r on the quality of approximation in Section 3.3.3. In general, r
is easy to determine based on the quality of approximation achieved for each r. The choice of
the gain cutoff is less direct but as we show in Figure 3.12 the gain cutoff is easy to determine
for two reasons: first, there is a wide range of values where the approximation quality does not
change much and second, the gain cutoff is an absolute quantity that measures properties of
distributions and is not dependent on particular datasets, as we also observe in Figures 3.12(a)
and 3.12(b).
Impact on query results
So far we have seen that a low KL divergence is good from the perspective of approximating the extraction model. However from a practitioner’s point of view, a model is good iff it
impacts his query results. Here, we demonstrate that Struct+Merge is much better than the onerow approach (denoted OneRow) in terms of preserving the (probability-sorted) rank-order of
query results. For this purpose, we constructed projection queries over four randomly chosen
columns of the Address dataset. We then compared the ‘golden’ order obtained by sorting on
the exact probabilities of the segmentation-per-row approach with the approximate probabilities
of OneRow and Struct+Merge. We retrieved top-10 results for each string and for each pair in
the golden ordering, we checked whether the order between the two result rows was preserved
in the OneRow and Struct+Merge. In Figure 3.13(a), we report the fraction of pairs whose ranking was inverted. Figure 3.13(a) shows that OneRow keeps the ordering unchanged for only 8%
of the cases whereas Struct+Merge keeps the ordering unchanged for about 25% of the cases.
While we have established the practical advantage of Struct+Merge, it is necessary that
our original objective of minimizing KL divergence also translate to minimizing ranking inversions. Figures 3.13(b) and 3.13(c) illustrate that this is indeed the case for OneRow as well
as Struct+Merge. The scatter plots show a strong correlation between KL divergence and the
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we set r = 2 and  = 0.005. All experiments are on the Address (Weak) dataset.
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inversion scores. Moreover, the scatter plot of Struct+Merge is concentrated in the bottom-left
corner, thus reaffirming that this approach is highly suitable for both the criteria.

3.4

Related work

Our work is related to research in two disconnected communities: management of imprecise
information in databases, and approximation of statistical models in machine learning.
While the topic of imprecise databases has been of constant interest to database researchers [38,
6], a recent revival [105, 47, 31, 30, 98, 25, 19] has lead to better consolidation and more insights on the representation and processing of uncertain data. The focus mostly has been on
designing generic models of imprecision and processing queries over them efficiently. There
has been little thought on how to populate imprecise data with sound probabilistic quantification
in the first place. Admittedly, much of this is application-specific. However, even for popular
applications of imprecise data, like sensor data, there is surprisingly little work on matching an
external, more powerful probability distribution to database models of imprecision. Existing
work on approximate representation in the imprecise database literature [31] focuses primarily on converting from one database model of uncertainty to another without any probabilistic
underpinning, whereas our focus is on converting an external complex probability distribution
to a probabilistic database model. The latter presents a very different set of challenges than
the former. To the best of our knowledge, ours is the first contribution towards transforming
the uncertainty of complicated, yet high performing statistical models of extraction to tractable
models of imprecision that can be easily stored and queried in a database.
The CRF model for information extraction is a special case of probabilistic graphical
models. The problem of approximating a complex graphical model P () with a simpler model
Q() for faster inference is an actively researched problem in machine learning [26, 115, 53, 49].
However, the techniques there are not directly applicable to our case because of two reasons.
First, most work there assumes that the original distribution P is too complicated even for
computing marginal distributions. They address this problem by changing their objective to
minimize KL(Q||P ) instead of the desired objective of minimizing KL(P ||Q). Note that
KL is an asymmetric measure of divergence and when P is the starting distribution it is more
meaningful to minimize divergence with P than with Q. The segmentation model used in
this paper is more tractable and thus we can solve the original objective efficiently. Second,
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approximating using mixture model Q() raises peculiar optimization challenges not present in
the more extensively studied case of Q having a subset of the dependencies in P . There is
surprisingly little work on approximating to a mixture model and existing work solves the less
direct objective of minimizing KL(Q||P ) [49].

3.5

Conclusions

We presented a method of creating imprecise databases from statistical extraction models. We
investigated three models of representing imprecision in a database: a segmentation-per-row
approach that only allows row-level uncertainty, a one-row model that allows only columnlevel uncertainty and a multi-row model that allows both row and column-level uncertainty. We
showed that the multi-row model provides significantly better approximation for the number
of parameters it uses. We designed algorithms for finding such parameters efficiently without
requiring an enumeration of all possible segmentations from the source model. Empirical results
on real-life datasets show that our algorithm achieves very close to the ideal KL distance and
does so with much fewer partitions than segmentations needed by direct enumeration.
There is much scope for future work in this topic, including handling of multi-table imprecision, extending imprecision to not just extraction but also integration, and designing fast
algorithms in each case.
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Chapter 4
Collective Inference
In the previous chapters we saw chain CRFs that exploit local dependencies between labels of
adjacent tokens, thereby permitting efficient computation of the MAP labeling. However in
many IE deployments it is desirable to model and exploit an additional set of ‘long-range dependencies’ — dependencies between the labels of non-adjacent tokens. For example when an
instance of a location name repeats in a document, we would like to introduce an associative
dependency that encourages the repetitions to take the same label. When local features around
a particular occurrence are absent or uninformative, such a long-range dependency can help
in assigning the correct label to that occurrence. Another practical scenario where long-range
dependencies are useful is user-driven ad-hoc information extraction (UAIE) [45, 21, 34] that
trains extraction models using only limited training data. Limited training data can cause improper weight estimation or overfitting for some local features, affecting the accuracy of the resulting CRFs during deployment. Therefore capturing long-range dependencies at deployment
is one promising way to correct for some of these errors and get more robust MAP labelings.
Our example of long-range dependency – associatively coupling the labels of repeating
tokens, is quite beneficial in traditional IE setups. This is so because documents often exhibit a
consistent intent. For example, if a name is mentioned several times in a document, then it can
be safely assumed that they refer to the same person entity and be labeled thus. There has been
a lot of work on capturing long-range dependencies between labels of non-adjacent words. This
typically includes dependencies of the form — if a token repeats in a document, then the labels
of the repetitions should ideally be the same [108, 18, 74, 36]. In Figure 4.1(c), we show an
example where the extra dotted edges join unigram recurrences. Such long-range dependencies
are termed associative since they introduce positive couplings between labels of token pairs.
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Apart from textual tokens, associative dependencies have also been exploited while labeling documents [84, 22], image pixels [111], annotating Web documents [75], and perhaps
most predominantly in computer vision e.g. [99, 67, 58]. From a graphical model perspective,
we term the giant model, such as that of Figure 4.1(c) as a collective CRF, where the interrecord cliques are governed by associative clique potentials. MAP inference in this model is
done jointly across all sentences so as to maximize sentence-specific and non-local associative
potentials. This joint MAP computation task is traditionally called collective inference (CI).
Previous work on collective inference can be broadly classified into two categories. The
first category defines a separate associative potential over every non-local edge. MAP inference
on such graphs is performed by viewing it as a graphical model with pairwise potentials. A variety of generic approximation algorithms have been used to solve this typically intractable inference task, including Loopy Belief propagation [18, 108], and Gibbs sampling [36]. The second
category defines an associative potential for each clique that is created from all repetitions of a
unigram, and the potentials can take more general forms like the Majority function [74]. Collective inference on this category of models is performed using local search algorithms such as
Iterative Conditional Mode fitting (ICM) [84, 22] or two stage algorithms [74].
This work unifies various collective extraction tasks with different forms of associative
potentials under a single framework [43, 46]. We do this by employing a cluster graph representation of the collective model. Figure 4.1(d) illustrates the cluster graph for our toy example.
The cluster graph comprises of one cluster per chain CRF, and one cluster per non-local clique
with its corresponding associative potential. As in the traditional collective extraction models,
we assume that a clique comprises of all the occurrences of a particular token. We emphasize that instead of clusters for chain models, the cluster graph setup supports clusters for any
tractable component, such as a bipartite matching or an alignment, but since our interest is in
IE tasks, we shall focus on chain models.
Collective inference in our model then simply corresponds to message-passing in this cluster graph. This view of collective inference offers several advantages over earlier approaches.
First, it allows us to plug in and study various clique potentials cleanly under the same cluster
message-passing umbrella. Second, it allows us to exploit special properties of the associative
potentials to design combinatorial algorithms that are both more accurate and more efficient
than existing algorithms. Specifically, we show that most associative potentials used in practice
are symmetric clique potentials. Symmetric clique potentials are invariant under any permu56

tation of their arguments. So the value of a symmetric potential depends only on the counts
of its distinct arguments, and not their position in the clique. For example in Figure 4.1(c),
the clique potential on ‘Iraq’ would give a low score if its end vertices had different labels,
regardless of which ‘Iraq’ vertex gets what label. We present three families of symmetric clique
potentials that capture label associativity in different ways — MAX, SUM (which subsumes the
popular Potts potential), and

MAJORITY .

The most crucial component of the collective infer-

ence problem is then to efficiently compute outgoing messages from clique clusters governed
by symmetric potentials. We denote this sub-problem as clique inference.

Contributions
We first show that the collective inference problem is intractable even for the case of two labels.
We therefore concentrate on designing efficient and accurate message-passing algorithms for
our cluster graph. We present a suite of efficient combinatorial algorithms tailored to specific
symmetric clique potentials for the clique inference sub-problem.
We present a combinatorial algorithm called α-pass that computes exact outgoing messages for cliques with

MAX

potentials, and also for any arbitrary symmetric clique potential

over two labels. We show that α-pass provides a

13
-approximation
15

the well-known and NP-hard Potts potential with the

SUM

for clique inference with

family. We show that this analy-

sis is tight, and that the corresponding clique inference bound by alternative schemes like αexpansion, LP-rounding, TRW-S and ICM are either 21 . or at best locally optimal. Further, the
runtime of α-pass is O(mn log n) where n is the clique size, and m is the number of labels. We
also show that α-pass can be generalized to provide a better approximation of 89 , but with a runtime of O(m2 n log n). Alternative clique inference approaches such as the graph-cut algorithm
of [16] and the tree-reweighted message passing (TRW-S) algorithm of [61] are quadratic in n.
We present a new Lagrangian-relaxation based algorithm, called LR, for MAJORITY potentials.
The LR algorithm is nearly exact in practice but is usually two orders of magnitude faster than
an exact LP-based algorithm.
Our experiments show that computing a full set of messages leads to significantly more
accuracy gains over other collective inference approaches that do not compute such messages,
e.g. [74]. We also show that decomposing the problem over the cluster-graph and employing
fast message computation algorithms helps our collective inference scheme converge one-order
faster than alternatives like loopy belief propagation. In short, we show that it makes more sense
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War in Iraq continues..
US troops in Iraq suffered..
..coalition troops enter Iraq..

(a) Input sentences

(b) Structured Model (CRF)

(c) Collective Model

Iraq
troops

(d) Cluster graph for the collective model

Figure 4.1: (a)Three sample sentences (b)Uncoupled CRF models for the three sentences (c)
Collective CRF using coupling on token-repetitions (d) Cluster-graph for the collective CRF.
Big circles represent associative cliques.

to compute messages at a cluster level, and we provide fast and accurate algorithms to do so.

Outline

In Section 4.1, we define the collective inference problem in the traditional setup of unigrams,
and prove its NP-hardness even with two labels. In Section 4.2, we discuss the cluster messagepassing scheme for collective inference, and introduce the clique inference sub-problem which
formalizes the task of computing outbound messages from clique clusters. Then in Section 4.3,
we describe the

MAX , SUM ,

and

MAJORITY

families of symmetric potentials. In Section 4.4

we present the α-pass and LR clique inference algorithms, and analyze their approximation
quality. Section 4.5 contains experimental results of two types – (a) study of the α-pass and
LR algorithms on clique inference, and (b) collective inference via cluster message passing vs
alternatives. Finally, Section 4.6 discusses prior art and Section 4.7 contains conclusions and a
discussion of future work.
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4.1

Collective Inference with CRFs

As before, let us denote a sentence by x, its labeling vector by y, and the basic CRF conditional
distribution by:
Q
P (y|x, w) =

i

ψi (yi , yi−1 ; x, w)
Z(x; w)

(4.1)

where for compactness we have subsumed the node potentials in the edge potentials. Since we
shall work in the log domain, we introduce some more notation:
φi (yi , yi−1 ; x, w) , log ψi (yi , yi−1 ; x, w)
We now move to the collective model whose toy example is illustrated in Figure 4.1(c).
Let there be N sentences {x1 , . . . , xN }. Correspondingly, we have N conditional distributions
k
k
P (yk |xk , w), k = 1, . . . , N . Let φki (yik , yi−1
) be shorthand for φki (yik , yi−1
; xk , w).

Let t denote a token that repeats across multiple sentences, and let T denote the set of
all such tokens. For t ∈ T let D(t) be the set of all (sentence-id, token-id) locations where it
occurs, i.e. D(t) = {(k, i)|xki = t}. We express the associative potential over the clique on
the positions in D(t) by Ct ({yik }(k,i)∈D(t) ). Our collective CRF that couples sentences using
unigrams is then given by (up to a normalization constant):
k N
log P ({yk }N
k=1 |{x }k=1 , w)

≈

N
X

log P (yk |xk , w) +

≈ 

Ct ({yik }(k,i)∈D(t) )

(4.2)

t∈T

k=1



X

k

|x |
N X
X
k=1 i=1


k
φki (yik , yi−1
) +

X

Ct ({yik }(k,i)∈D(t) ) (4.3)

t∈T

The clique potential Ct has two important properties: First, it is invariant under any permutation of its arguments — that is, it is a symmetric function of its input. Thus, if there are
m = |L| possible labels, we can represent the arguments with an m-bin histogram. For example, if m = 3 and input is S = {1, 2, 1, 1, 2, 3, 2}, then Ct (S) depends on the 3-bin histogram
with values 3, 3, 1. Second, Ct is associative — that is, it favors agreement of labels in its
argument set, and is maximized when all arguments have the same label.
All collective extraction methods proposed in the literature fit the above framework. The
earliest and the most popular collective model used associative potentials over every pair of
occurences of t [108, 36]. This pairwise potential was a Potts potential — 1 if the pair had
matching labels and 0 otherwise. Clearly, we can define an appropriate Ct that mimics this
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behavior while staying symmetric. Consider the clique potential:
Ct ({yik |(k, i) ∈ D(t)}) =

X

δ(yik = yjl )

(k,i), (l,j)∈D(t)

This is equivalent to all the pairwise potentials for t. Also, using the histogram view, this can
P
P
k
2
be re-written up to a constant as m
(k,i)∈D(t) δ(yi = α) is the bin count
α=1 nα , where nα =
for label α in the histogram. Other known collective models like the ones proposed by [84]
and [74] can also be cast using the ‘Majority’ symmetric clique potential as we shall see in later
sections.
Having defined our collective model, and shown that it subsumes popular collective models, we are ready to define the collective inference objective.
Definition 4.1 (Collective Inference) Collective inference is the task of finding labelings y1 , . . . , yN
that jointly maximize the probability of the collective model (Equation 4.2):


|xk |
N X
X
X
k
arg max 
φki (yik , yi−1
) +
Ct ({yik }(k,i)∈D(t) )
y1 ,...,yN

k=1 i=1

(4.4)

t∈T

In general terms, collective inference corresponds to labeling the nodes of a generic cyclic
graph. However, our graph has a special structure — it is composed of chains and cliques, and
although the intra-chain edge potentials can be arbitrary, the clique potentials are associative
and symmetric. However we next prove that even in this setup, collective inference is NP-hard.

Theorem 4.2 The collective inference problem is NP-hard even with just two labels.
Proof We reduce the well-known NP-hard problem of finding MAX-CUTs in an arbitrary
graph G to our collective inference problem (CI). For each node u ∈ G define a 2-node chain
u1 –u2 in CI where each node can take binary labels, and with edge log potential φu1 ,u2 (y, y 0 ) =
M δ(y 6= y 0 ). M is a large positive number greater than 2|E|, where |E| is the number of edges
in G. For an edge (u, v) ∈ G, we add three edges: (u1 , v1 ), (u1 , v2 ) and (u2 , v1 ). All three edges
are governed by the associative clique potentials C({y, y 0 }) = δ(y = y 0 ).
The key observation is that G has a cut of size ≥ k iff CI has a MAP score of ≥ M |V | +
E + k where |V | is the number of nodes in G.
Suppose G has a cut (A, B) of size ≥ k. Define a labeling in CI where all variables in
A0 , {v1 |v ∈ A} ∪ {v2 |v ∈ B} are labeled 0 and the rest B 0 are labeled 1. Then for every
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u ∈ G, (u1 , u2 ) are labeled differently, thus the total contribution from the edge potentials within
chains of CI is M |V |. For an edge (u, v) ∈ G that is part of the cut (A, B) with u ∈ A, v ∈ B,
two edges (u1 , v2 ) and (u2 , v1 ) have both their arguments labeled the same whereas for all other
edges only one of the edges (u1 , v1 ) has such conformance. Thus, the total contribution from the
associative edge potentials is |E| + k. The converse holds the same way. Since M is sufficiently
large, the edge (u1 , u2 ) in CI will always have both ends labeled differently. So given a labeling
in CI, we can define a cut in G by the subset of vertices v for which v1 is labeled 0 in CI.

4.2

Cluster Graph based Collective Inference Framework

Having established that optimizing the objective in Equation 4.4 is NP-hard, one natural choice
for approximating it is ordinary pairwise belief propagation on the collective graphical model.
This involves passing messages along edges inside the chains, as well as along the clique edges.
However this approach is not suitable due to many reasons. First, some symmetric potentials
like the Majority potential cannot be decomposed along the clique edges, so we cannot compute
the corresponding messages. Second, the approach does not exploit the special nature of the
clusters and the symmetric potentials. Third, this approach is not tenable if we wish to extend
the framework to capture richer non-local dependencies, like the ones we present in Chapter 5.
Hence we adopt message-passing on a special cluster graph where every chain and clique
corresponds to a cluster. The clique cluster for a unigram t is adjacent to all the chains where
t occurs, as shown via singleton separator vertices in Figure 4.1(d). This setup of message
passing on the cluster graph allows us to exploit potential-specific algorithms at the cliques, and
at the same time work with any arbitrary symmetric clique potentials.
In the following, we use t to denote a recurring token as well as the clique cluster formed
by its repetitions. Let mk→t and mt→k denote message vectors from chain k to an incident
clique t and vice-versa. Chain k is incident on clique t if there exists a position j in k such
that (k, j) ∈ D(t). We assume that D(t) is created such that from any chain only one position
belongs to it.
Cluster message-passing is analogous to ordinary message passing. We use a criteria
to schedule the computation of messages to adjacent clusters. According to our criteria, a
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clique cluster can only compute its outgoing messages after it has received messages from all
neighboring chains. After sufficient iterations (or convergence), the collective MAP is extracted
using backtracking, using an arbitrary cluster as the dummy root.
We next discuss how these messages are computed. We stress that since we are operating
in the log-domain, these messages are also logs of the desired quantities.

4.2.1

Message from a Chain to a Clique

The message mk→t (y) where (k, j) ∈ D(t), is given by:
 k
|x |
X
X
k

)+
mk→t (y) = max
φki (yik , yi−1
yk :yjk =y


mt0 →k (yjk0 )

(4.5)

t0 6=t∈T , (k,j 0 )∈D(t0 )

i=1

That is, to compute mk→t (y), we need to absorb the incoming messages from other incident
cliques t0 6= t, and do the maximization while freezing the label of position j in chain k to y. A
clique t0 is incident to chain k via only a singleton vertex so we can easily absorb the message
mt0 →k by including it in the node log-potential of this vertex, i.e. instead of φ, we can use φ̄
defined as:
X

φ̄ki (yi , yi−1 ) = φki (yi , yi−1 ) +
t0 6=t∈T

mt0 →k (yi )

(4.6)

:∃(k,i)∈D(t0 )

and Equation 4.5 is now simply:
k

mk→t (y) = max

yk :yjk =y

|x |
X

φ̄ki (yi , yi−1 )

(4.7)

i=1

Therefore mk→t can be computed using the same Viterbi algorithm for the chain, with the added
constraint that position j be labeled y.

4.2.2

Message from a Clique to a Chain

The more interesting message computation is that for mt→k . Let the clique t have n vertices,
where the k th vertex is shared with chain k. Then the message computation can be written as:
X
mt→k (y) =
max
mk0 →t (yk0 ) + Ct ({y1 , . . . , yn })
(4.8)
(y1 ,...,yk =y,...,yn )

(k0 ,j 0 )∈D(t) k0 6=k

The maximization in Equation 4.8 can be re-written as


X

−mk→t (y) +
max
mk0 →t (yk0 ) + Ct ({y1 , . . . , yn })
(y1 ,...,yk =y,...,yn )

(k0 ,j 0 )∈D(t)

The maximization term is an instance of the general clique inference problem defined as:
62

(4.9)

Definition 4.3 (Clique Inference) Given a clique over n vertices, with a symmetric clique
scoring function C(y1 , . . . , yn ), and vertex scores Jnode (j, y) for all j ∈ [1..n], y ∈ [1..m].
Compute a labeling of the clique vertices that maximizes:
n
X
max
Jnode (j, yj ) + C(y1 , . . . , yn )
y1 ,...,yn

(4.10)

j=1

Thus the maximization in Equation 4.9 can be cast as an instance of clique inference by defining
Jnode (j, y) , mj→t (y) and C , Ct . To compute mt→k (y), we can solve the clique inference
problem with the easily enforceable constraint yk = y (e.g. by setting vertex scores appropriately). From now on, we refer to outbound message computation at the cliques as clique
inference.

4.3

Symmetric Clique Potentials

Having established cluster message passing as our collective inference paradigm, and clique
inference as our message computation tool, we turn our attention towards various families of
symmetric clique potentials. As seen in Section 4.1, these associative clique potentials depend
only on the histogram of label counts {ny |y = 1, . . . , m} over the clique, ny being the number
of clique vertices labeled y. Thus for ease of notation, we will denote the arguments of a
symmetric potential Ct by either the vertex labels y = (y1 , . . . , yn ) or by its corresponding
count histogram n(y) = (n1 , . . . , nm ). Here we clarify that n is used to denote the entire count
histogram, ny to denote the count for label y, while n denotes the clique size. An associative
symmetric clique potential is thus maximized when ny = n for some y, i.e. one label is given
to all the clique vertices.
We consider specific families of clique potentials, many of which are currently used in
real-life tasks. In Section 4.4 we will look at various potential-specific exact and approximate
clique inference algorithms that exploit the specific structure of the potential at a clique.
In particular, we consider the three types of symmetric clique potentials listed in Table 4.1.
They differ in the manner in which they reward skew in the count histogram n.

4.3.1

MAX

Clique Potentials

These clique potentials are of the form:
C(n1 , . . . , nm ) = max gy (ny )
y
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(4.11)

Name

Form

Remarks

MAX
SUM

maxy gy (ny )
P
y gy (ny )

MAJORITY

ga (n), where a = argmaxy ny

gy is a non-decreasing function
P
gy non-decreasing. Includes Potts = λ y n2y
P
A popular form is ga (n) = y Hay ny , where
H is a m × m matrix

Table 4.1: Three kinds of symmetric clique potentials considered in this work.
(n1 , . . . , nm ) denotes the counts of various labels among the clique vertices.

n =

for arbitrary non-decreasing functions gy . When gy (ny ) , ny , we get the makespan clique
potential which has roots in the job-scheduling literature. This potential depends only on the
biggest label count and ignores the other labels. Truncated version of this potential have been
recently used in computer vision [58].
In Section 4.4.1, we present the α-pass algorithm that computes messages for MAX clique
potentials exactly in O(mn log n) time.

MAX

potentials are tractable and relatively simpler

potentials, but most importantly, they provide key insights to deal with the more complex SUM
potentials.

4.3.2
SUM

SUM

Clique Potentials

clique potentials are of the form:
C(n1 , . . . , nm ) =

X

gy (ny )

(4.12)

y

This family of potentials includes functions that aggregate the histogram skew over bins, e.g. the
negative Shannon entropy potential where gy (ny ) ∝ ny log ny . One very interesting member is
the case when the well-known Potts model is applied homogeneously on all edges of a clique.
Let λ > 0 be the pairwise Potts reward of assigning the same label to two nodes of an edge. The
summation of these terms over a clique is equivalent (up to a constant) to the clique potential:
CPotts (n1 , . . . , nm ) , λ

X

n2y

(4.13)

y

This corresponds to the negative gini entropy of the histogram. We will show that clique inference with CPotts is NP-hard with the above potential and in Section 4.4 show that the α-pass
algorithm provides a

13
-approximation.
15
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We note that the traditional usage of Potts is in a minimization setting, i.e. edges are
penalized by some cost γ if their end vertices are labeled differently. The corresponding cost
P
version of Potts is then Cmin (y1 , . . . , yn ; γ) , γ i,j>i δ(yi 6= yj ). It is easy to see that these
two versions are related by:
CPotts (y1 , . . . , yn ; λ) = λn2 − Cmin (y1 , . . . , yn ; 2λ)

(4.14)

This additive relationship however does not preserve multiplicative approximation ratios. In
Section 4.4 we will show that the same α-pass algorithm provides a 32 -approximation for the
minimization version of clique inference with Cmin .

4.3.3

MAJORITY

Clique Potentials

A MAJORITY potential is defined as:
C(n1 , . . . , nm ) = ga (n), a = argmaxy ny

(4.15)

An important subclass is that of linear majority potentials defined as:
CMaj (n1 , . . . , nm ) ,

X

Hay ny , a = argmaxy ny

(4.16)

y

This potential has been used for a variety of tasks such as link-based classification of webpages [84] and named-entity extraction [74]. The role of the parameters Hay is to capture
the co-existence of some label pairs in the same clique. Co-existence allows us to downplay
‘strict associativity’ viz. it permits a few cliques vertices to have similar but not necessarily the
same labels. For example, consider a clique made from occurrences of the unigram ‘America’.
Some occurrences of America correspond to Location, while others might correspond to an
Organization, say ‘Bank of America’. Also, it is rare for a location name to be shared with
a person name. This can be captured by allowing a higher value of Hαy for the (Location,
Organization) pair than for the (Location, Person) pair.
Unlike Potts potential,

MAJORITY

potential cannot be represented using edge potentials.

We will present an exact polynomial time algorithm and several efficient approximations in
Section 4.4.3.
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4.4

Algorithms for Clique Inference

We will use J(y1 , . . . , yn ) to denote the clique inference objective in Equation 4.10. As shorthand, we will denote J(y1 , . . . , yn ) by J(y) = Jnode (y) + C(y) where Jnode (y) is the vertex
score of the clique labeling y and the second term is the clique score (i.e. clique potential).
Wlog assume that all the vertex scores Jnode (u, y) are positive. Otherwise a constant can be
added to all of them and that will not affect the maximization. The MAP clique labeling will be
denoted by y∗ , and ŷ will denote a possibly sub-optimal labeling.
We will first present our α-pass algorithm in Section 4.4.1 that computes the exact clique
MAP for

MAX

potentials. Further, α-pass also computes the exact clique MAP for arbitrary

symmetric clique potentials with just two labels. We address the

SUM

and

MAJORITY

clique

potentials respectively in Sections 4.4.2 and 4.4.3. Finally, in Section 4.4.4 we show how to
extend the clique inference algorithms to efficiently batch the computation of multiple maxmarginals.

4.4.1

α-pass Algorithm

We begin with MAX potentials. Recall that a MAX potential is of the form C(n(y)) = maxy gy (ny ).
We propose an exact inference procedure called α-pass (Algorithm 2) for such potentials.
MAX

potentials depend only on the dominant label and its count. So the α-pass algorithm

guesses that the dominant label in y∗ is α, with a count of k. Of course we do not know α or
k so all (α, k) combinations are tried out. For each (α, k) combination, α-pass computes the
best k vertices to assign the label α. These k vertices are obtained by sorting all the vertices
according to the criteria Jnode (., α) − maxβ6=α Jnode (., β), and picking the top-k vertices. This
criteria is just the marginal gain in vertex score if a vertex is labeled α instead of its best non-α
label. Every remaining vertex u is labeled with the best non-α label as per the vertex score,
i.e. with argmaxβ6=α Jnode (u, β).
Let ŷαk denote the clique labeling thus obtained in the (α, k)th combination. Trying out
all (α, k) combinations, α-pass returns the ŷαk whose score J(ŷαk ) is the highest.
It is straightforward to see that α-pass runs in O(mn log n) time by incrementally computing J(ŷαk ) from J(ŷα(k−1) ), i.e. for each α, we can sort the vertices just once for all
k = 1, . . . , n. For clique potentials that are decomposable over the edges, as in Potts, this
runtime is much better than ordinary belief propagation, one iteration of which would cost
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Input: Vertex scores Jnode , Clique Potential C
Output: Labeling ŷ
Best = −∞
foreach label α ∈ {1, . . . , m} do
Sort the vertices in descending order according to Jnode (., α) − maxβ6=α Jnode (., β)
foreach k ∈ {1, . . . , n} do
Assign the first k sorted vertices the label α
Assign the remaining vertices their individual best non-α label
s ← score of this labeling under J()
if s > Best then
Best ← s
ŷ ← current labeling
end
end
end
return ŷ

Algorithm 2: The α-pass clique inference algorithm
O(m2 n2 ).
We now look at properties of α-pass.
Claim 4.4 Assignment ŷαk has the maximum vertex score over all y where k vertices are assigned label α, that is, Jnode (ŷαk ) = maxy:nα (y)=k Jnode (y).
Proof Proof follows from the choice of the sorting criteria. Assume that some other labeling
y 6= ŷαk has the best vertex score. Then it differs from ŷαk in the labeling of at least two
vertices, one of which is assigned α in y and non-α in ŷαk . The converse holds for the other
differing vertex. By swapping their labels, it is possible to increase the vertex score of y, a
contradiction.

Claim 4.5 For MAX potentials, C(ŷαk ) ≥ gα (k).
Proof

MAX

potential depends only on the best of the histogram bins, one of which is for α with

count k.
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Theorem 4.6 The α-pass algorithm solves the clique inference problem exactly for MAX clique
potentials in O(mn log n) time.
Proof Let y∗ be the true MAP, and let β = argmaxy gy (ny (y∗ )) be the most dominant label,
and ` = nβ (y∗ ) be its count under y∗ . Therefore C(y∗ ) = gβ (`). Let ŷ be the labeling returned
by α-pass. We have:
J(ŷ) =

max

1≤α≤m,1≤k≤n
β`

J(ŷαk )

≥ J(ŷ )

= Jnode (ŷβ` ) + C(ŷβ` )
≥ Jnode (ŷβ` ) + gβ (`)

(by Claim 4.5)

= Jnode (ŷβ` ) + C(y∗ )
≥ Jnode (y∗ ) + C(y∗ )

(by Claim 4.4)

= J(y∗ )

Although we had initially designed the α-pass algorithm for

MAX

potentials, a similar

argument can be used to show that α-pass performs exact clique inference for any arbitrary
symmetric potential when we have two labels.
Claim 4.7 α-pass is exact for arbitrary symmetric potentials over two labels.
Proof Let the MAP y∗ have label counts n1 and n−n1 , and a vertex score of Jnode (y∗ ). Let ŷ be
the labeling returned by α-pass. Then we get J(ŷ) ≥ J(ŷ1n1 ) = Jnode (ŷ1n1 ) + C(n1 , n − n1 ) ≥
Jnode (y∗ ) + C(n1 , n − n1 ) = J(y∗ ). Since C is arbitrary, the result follows.

4.4.2

Clique Inference for SUM Potentials

We focus on the Potts potential, the most popular member of the SUM family. Potts potential is
P
given by CPotts (y) = λ y n2y and the clique inference objective is:
max

y1 ,...,yn

n
X

Jnode (j, yj ) + λ

X

n2y

(4.17)

y

j=1

where λ > 0 since we are interested in the associative case which encourages agreement among
labels. It is well known that inference with Potts potentials over general graphs is NP-hard [16].
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The rest of the section is as follows. We will first show that inference with Potts over
cliques remains NP-hard. Then we will prove that α-pass achieves an approximation ratio of 45 ,
followed by a more complex proof for a better and tight approximation ratio of

13
15

(as opposed

to 21 by the α-expansion algorithm of [16]). We will then generalize the α-pass algorithm, which
will result in an improved ratio of

8
9

at an increased runtime of O(m2 n log n).

Subsequently, we will show how the α-expansion scheme of [16] can be speeded up for
general

SUM

potentials on cliques using dynamic programming. Then we will show that the

approximation bounds obtained by α-expansion for the Potts potential (for both the versions
CPotts and Cmin ) are significantly lower than that of α-pass. We end Section 4.4.2 with a note on
the performance of α-pass on other SUM potentials.

Theorem 4.8 When C(y) = CPotts (y) = λ

P

y

n2y , (λ > 0), clique inference is NP-hard.

Proof We prove hardness by reduction from the NP-complete Exact Cover by 3-sets problem [92]. In an instance of Exact Cover by 3-sets, we are given a universe U of elements, a
set S of subsets of U where each subset has three elements, and the goal is to find S 0 ⊆ S that
covers U , while minimizing |S 0 |. We create an instance of clique inference as follows. We let
elements of U correspond to vertices, and each set in S to a label. Assign Jnode (i, y) = 2nλ
if element i belongs to set y, and zero otherwise (set λ > 0 arbitrarily). Consider the problem
of deciding if exactly

n
3

out of m subsets cover U . The MAP score in the constructed clique

inference problem will be (2n2 + 32 n3 )λ iff we can find an exact cover.
The above proof establishes that there cannot be an algorithm that is polynomial in both n and
m. But we have not ruled out algorithms with complexity that is polynomial in n but exponential
in m, say of the form O(2m nk ) for a constant k.
We next analyze the approximation guarantees provided by the α-pass algorithm. We first
present an easy proof for a weaker bound of
13
.
15

4
5

and then move on to a more detailed proof for

Recall that the optimal labeling is y∗ and the labeling output by α-pass is ŷ.

Theorem 4.9 J(ŷ) ≥ 54 J(y∗ ).

Proof Without loss of generality assume that the label counts of y∗ are n1 ≥ n2 ≥ . . . ≥ nm .
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Then C(y∗ ) = λ

P

y

n2y ≤ λn1

P

y

ny = λnn1 .

J(ŷ) ≥ J(ŷ1n1 ) = Jnode (ŷ1n1 ) + C(ŷ1n1 )
≥ Jnode (y∗ ) + C(ŷ1n1 ) (from Claim 4.4)
≥ Jnode (y∗ ) + λn21 (since λ > 0)
≥ Jnode (y∗ ) + C(y∗ ) − λn1 n + λn21
≥ J(y∗ ) − λn2 /4

(4.18)

Now consider the two cases where J(y∗ ) ≥ 54 λn2 and J(y∗ ) < 45 λn2 . For the first case we get
from above that J(ŷ) ≥ J(y∗ ) − λn2 /4 ≥ 45 J(y∗ ). For the second case, we know that the score
J(ŷmn ) where we assign all vertices the last label is at least λn2 (because all vertex scores are
assumed to be non-negative) and thus J(ŷ) ≥ 54 J(y∗ ).

We stress that non-negativity of the vertex scores is important for the multiplicative bound
of 45 , else one can construct examples where J(y∗ ) = 0. At the same time, Equation 4.18
provides a useful additive bound that holds for arbitrary vertex scores.
We now state the more involved proof for showing that α-pass actually provides a tight
approximation bound of

13
15

for clique inference with Potts when the vertex scores are non-

negative.
Theorem 4.10 J(ŷ) ≥

13
J(y∗ ).
15

Further, this ratio is tight.

Proof See Appendix A.1.
Clearly, α-pass performs quite well even though it guesses only the most dominant label and
its count. The next natural step is to guess the second-most dominant label and its count (and
so on) and use them to create candidate labelings. With this idea in mind, we now generalize
α-pass and get even better approximation bounds for Potts.

Generalized α-pass algorithm
In α-pass, for each label α, we go over each count k and find the best vertex score with k
vertices assigned label α. We generalize this to go over all label subsets of size no more than q,
a parameter of the algorithm that is fixed based on the desired approximation guarantee.
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Input: Vertex scores Jnode , Clique Potential C, Parameter q
Output: Labeling ŷ
Best = −∞;
foreach A ⊆ {1, . . . , m}, s.t. |A| ≤ q do
Sort the vertices in descending order by maxy∈A Jnode (., y) − maxy6∈A Jnode (., y);
foreach k ∈ {1, . . . , n} do
Assign the first k sorted vertices their best label in A;
Assign the remaining vertices their best label not in A;
s ← score of this labeling under J();
if s > Best then
Best ← s;
ŷ ← current labeling;
end
end
end
return ŷ;

Algorithm 3: The generalized α-pass algorithm
For each label subset A ⊆ {1, . . . , m} of size no more than q, and for each count k,
we maximize vertex scores with exactly k vertices assigned a label from A. For this, we sort
the vertices in decreasing order of maxα∈A Jnode (i, α) − maxy6∈A Jnode (i, y), assign the top k
vertices their best label in A and the remaining their best label not in A. The best solution over
all combinations (A, k) with |A| ≤ q is returned as the final labeling ŷ. It is easy to see that this
algorithm reduces to α-pass when q = 1. Algorithm 3 describes this generalization.

The complexity of this algorithm is O(nmq log n) because there are mq choices for the
set A. In practice, we can use heuristics to prune the number of label subsets. Further, we can
make the following claims about the quality of its output.
Theorem 4.11 Generalized α-pass enjoys an approximation bound of 98 , i.e. J(ŷ) ≥ 89 J(y∗ ).
Proof The bound is achieved with q = 2. We provide the details in Appendix A.1.

Computing the approximation bounds for general q is beyond the scope of this work. We
conjecture that the bound for general q is
already shown that the
is better than

4
5

4q
.
4q+1

This bound is not tight as for q = 1 we have

bound can be tightened to

13
.
15
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13
.
15

With q = 2 we get a bound of

8
9

which

α-expansion Algorithm
In general graphs, a popular method that provides the approximation guarantee of 1/2 for the
Potts model is the graph-cut based α-expansion algorithm [16]. We explore the behavior of this
algorithm for clique inference with Potts potentials.
In this scheme, we start with any initial labeling — for example, all vertices are assigned
the first label, as suggested in [16]. Next, for each label α we perform an α-expansion phase
where we switch the labeling of an optimal set of vertices from their current label to α. We
repeat this in a round over the m labels, until no vertices switch their labeling in a complete
round.
For graphs whose edge potentials form a metric, an optimal α-expansion move is based
on the use of the mincut algorithm of [16] which for the case of cliques can be O(n3 ). We next
show how to perform exact α-expansion moves for cliques in O(mn2 ) time for general

SUM

potentials.
An α-expansion move using dynamic programming: Let ỹ be the labeling at the start of
this move. For each label y 6= α create a sorted list Sy of vertices assigned y in ỹ in decreasing
order of Jnode (i, α) − Jnode (i, y). If in an optimal move, we move ky vertices from y to α, then
it is clear that we need to pick the top ky vertices from Sy . Let ri be the rank of a vertex i in
Sy . Our remaining task is to decide the optimal number ky to take from each Sy . We find these
using dynamic programming. Without loss of generality assume α = m. Let Dj (k) denote the
best score when k vertices with current labels in 1 . . . j switch to α. We compute
Dj (k) =

max
l≤k, l≤nj (ỹ)

Dj−1 (k − l) + gj (nj (ỹ) − l) +

X

Jnode (i0 , α) +

i0 :ri0 ≤l

X

Jnode (i0 , j)

i0 :ri0 >l

Now we can find the optimal number of vertices to switch to α as:
argmaxk≤n−nα (ỹ) Dm−1 (k) + gα (k + nα (ỹ))
Comparison with existing approximation bounds
As mentioned earlier, the CPotts clique potential is equivalent to the sum of Potts potentials
over edges of a complete graph. For arbitrary graphs with homogeneous Potts potential on
edges, the α-expansion algorithm of [16] and the LP-relaxation algorithm of [54] provide a
2-approximation for the minimization version of the objective. For cliques with homogeneous
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edge potentials, their objective reduces to an energy-based formulation (using their notation):
min
y

X

θj (yj ) + γ

j

X

δ(yj 6= yi ) ≡ min

i,j>i

y

X
j

X
γ
n2y )
θj (yj ) + (n2 −
2
y

(4.19)

where θj (yj ) denotes node energy and is assumed to be positive and γ denotes the homogeneous
Potts parameter.
First we show that α-expansion provides an approximation bound of 2 even for the special
case of cliques. Symmetrically, we also show that the α-expansion algorithm provides a bound
of

1
2

for our original max-version of the clique inference problem. Next, we show that α-

pass provides a bound of

3
2

for even the minimization objective above. Thus, for both the

minimization and maximization objectives, α-pass improves upon the guarantees obtained by
existing algorithms.
Theorem 4.12 The α-expansion algorithm provides no better approximation guarantee than 2
for the minimization objective 4.19.
Proof An instance where this occurs is as follows. There are n nodes and n + 1 labels 0, . . . , n.
For every vertex i, let θi (0) = 2n − 2 and θi (i) = 0. All the other vertex energies are ∞, and
γ = 2. Suppose initially all nodes are assigned label 0. Then the clique energy is 0 and vertex
energy is n(2n − 2), for a total energy of 2n(n − 1). Now considering any other label i, i ≥ 1,
the optimal set of vertices to switch to label i is just {i}. But this reduces vertex energy by
2n − 2 and increases clique energy by the same amount, so no switching is done. However the
optimal solution has vertex i labeled with label i, which has a total energy of n2 − n. The bound
of 2 follows.

Theorem 4.13 The α-expansion algorithm provides no better approximation guarantee than
1/2 for the maximization objective 4.17.
√
√
Proof Consider an instance where m = n + 1, and λ = 1. Let Jnode (u, 1) = 2 n for all
√
√
u. Divide the vertices into n groups of size n each, and let Jnode (u, i + 1) = 2n for every
vertex u in the ith group. All other vertex scores are zero. Consider the solution where every
vertex is assigned label 1. This labeling is locally optimal w.r.t. any α-expansion move, and its
√
score is n2 (1 + 2/ n). However the true MAP assigns every vertex group its label, with a score
√
n2 (2 + 1/ n) , thus giving a ratio of 1/2 in the limit.
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Theorem 4.14 The α-pass algorithm achieves an approximation ratio of 23 for the minimization
objective 4.19.
Proof Suppose k = maxy ny is the highest count in the optimal labeling. Consider two cases:
k ≥ n/2 and k < n/2.
If k ≥ n/2, the clique energy of the optimal labeling is at least γ(n2 − (k 2 + (n − k)2 )) =
2kγ(n − k). The clique energy in α-pass is at most γ(n2 − k 2 − (n − k)) = γ(n − k)(n + k − 1).
The vertex energy in the optimal labeling cannot be smaller than that in α-pass (analogous to
Claim 4.4). Since k ≥ n/2, (n + k − 1)/2k ≤ 3/2.
If k ≤ n/2, then the clique energy in the optimal labeling is at least γ(n2 − nk) =
γn(n − k). Therefore the ratio is again at most (n + k − 1)/n ≤ 3/2.

As expected, the generalized α-pass algorithm provides a superior approximation ratio for
Objective 4.19 as well.
Theorem 4.15 The generalized α-pass algorithm with two labels (q = 2) achieves an approximation ratio of

√
1+ 2
2

for objective 4.19.

Proof See Appendix A.1.

Entropy potentials and the α-pass algorithm
So far we have analyzed the performance of α-pass and α-expansion in detail for the Potts
potential. We now move to a different member of the

SUM

family – the entropy potential, and

explore the behavior of α-pass on them. The goal is to check if the desirable performance
guarantees of α-pass for Potts hold for another potentials or not.
Recall that entropy potentials are of the form:
C(n(y)) = λ

X

ny log ny , where λ > 0

(4.20)

y

The main reason α-pass provides a good bound for Potts potentials is that it guarantees a clique
potential of at least n21 where n1 is the count of the most dominant label in the optimal solution
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y∗ . The quadratic term n21 compensates for possible sub-optimality of counts of other labels. If
we had a sub-quadratic term instead, say n1 log n1 for the entropy potentials, the same bound
would not have held. In fact the following theorem shows that for entropy potentials, even
though α-pass guarantees a clique potential of at least n1 log n1 , that is not enough to provide a
good approximation ratio.
Theorem 4.16 α-pass does not provide a bound better than

1
2

for entropy potentials.

Proof Consider a counter example where there are m = n + log n labels. Divide the labels
into two sets — A with log n labels and B with n labels. The vertex scores are as follows:
the vertices are divided into log n chunks of size n/ log n each. If the j th vertex lies in the y th
chunk, then let it have a vertex score of log n with label y in A and a vertex score of log n + 
with the j th label in B. Let all other vertex scores be zero. Also, let λ = 1.
Consider the labeling which assigns the y th label in A to the y th chunk. Its score is
2n log n − n log log n. Now consider α-pass, with α ∈ A. Initially vertex y will be set to
the y th label in B. The best labeling found by α-pass will assign every vertex to α, for a total
score of roughly n + n log n. If α ∈ B, then again the best labeling will assign everything to α
for a total score of roughly (n + 1) log n.
Thus the bound is no better than

1
2

as n → ∞.

Thus, α-pass provides good approximations when the clique potential is heavily dominated by the most dominating label. We now look at

MAJORITY

potentials, which are linear

in the counts {ny }y . Looking at Theorem 4.16, we expect that α-pass will not have decent
approximation guarantees for

MAJORITY

as well. This is indeed the case. We will prove in

Section 4.4.3 that neither α-pass nor a natural modification of α-pass enjoy good approximation guarantees. Consequently we will present a new clique inference algorithm tailored to
MAJORITY

4.4.3

potentials.

Clique Inference for MAJORITY Potentials

potentials are of the form C = ga (n), a = argmaxy ny . We consider
P
linear majority potentials where ga (n) = y Hay ny . The matrix H = {Hyy0 } is not necessarily

Recall that

MAJORITY

diagonally dominant or symmetric.
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We show that exact MAP for linear majority potentials can be found in polynomial time,
though it is expensive. We also present a modification to the α-pass algorithm to serve as
an efficient heuristic, but without approximation guarantees. Then we present a Lagrangian
relaxation based approximation, whose runtime is competitive with α-pass, but which provides
much more accurate MAP scores.

Modified α-pass algorithm
Like the

MAX

potential, this potential too depends on the majority label. So assume that we

magically know the majority label α in advance. Then we can incorporate the linear clique term
Hαy ny in the various vertex scores, and this leads to the following natural modifications to the
α-pass algorithm: (a) While making iterations for the label α, sort the vertices according to the
modified metric Jnode (i, α) + Hαα − maxy6=α (Jnode (i, y) + Hαy ), and (b) While sweeping the list
for α with varying values of k, discard all candidate solutions whose majority label is not α.
However even after these modifications, α-pass does not provide the same approximation
guarantee as for homogeneous Potts potentials, as we prove next.

Theorem 4.17 The modified α-pass algorithm cannot have the following approximation ratios:
(i) A ratio better than

1
2

when H is arbitrary.

(ii) A ratio better than

2
3

even if H is diagonally dominant1 and all its rows have equal sums.

Proof Both the results use counter-examples, which we describe in Appendix A.1.

Exact Algorithm
We now look at an exact clique inference algorithm for MAJORITY potentials. Since MAJORITY
potentials are linear, we can pose the optimization problem in terms of Integer Linear Programs
(ILPs). Assume that we know the majority label α. Then, the optimization problem corresponds
1

We call H diagonally dominant if Hyy ≥ Hyy0 ∀y, y 0 6= y.
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to the ILP:
max
z

X

(Jnode (i, y) + Hαy )ziy

i,y

∀y :

X

ziy ≤

i

∀i :

X

X

ziα ,

i

ziy = 1, ziy ∈ {0, 1}

(4.21)

y

where the integer variable ziy denotes if vertex i is labeled y or not. We can solve m such
ILPs by guessing various labels as the majority label, and reporting the best overall labeling as
the output. However, Equation 4.21 cannot be tightly relaxed to a linear program. This can be
easily shown using a counter example: Consider a 3-vertex, 3-label clique with a zero H matrix.
Let the vertex score vectors be Jnode (0) = (1, 4, 0), Jnode (1) = (4, 0, 4), Jnode (2) = (3, 4, 0).
While solving for α = 0, the best integer labeling is 1, 0, 0 with a score of 11. However the
LP-relaxation has the solution z = (0, 1, 0; 1, 0, 0; 1/2, 1/2, 0) with a score of 11.5.
This issue can be resolved by making the constraint matrix totally unimodular as follows.
Guess the majority label α, its count k = nα , and solve the following ILP:
max
z

X

(Jnode (i, y) + Hαy )ziy

i,y

∀y 6= α :

X

ziy ≤ k,

i

X

ziα = k,

i

∀i :

X

ziy = 1, ziy ∈ {0, 1}

(4.22)

y

This ILP solves the degree constrained bipartite matching problem, which can be solved exactly
in polynomial time. Alternatively it can be easily shown that the constraint matrix of this IP is
totally unimodular, so its LP relaxation will have an integral solution.
Thus we solve O(mn) such problems by varying α and k, and report the highest scoring
labeling. We believe that the above LP is concave in k, so the system for a fixed α should be
efficiently solvable using golden section search.

Lagrangian Relaxation based Algorithm for MAJORITY Potentials
Solving the linear system in Equation 4.22 is very expensive because we need to solve O(mn)
LPs, whereas the system in Equation 4.21 cannot be solved exactly using a linear relaxation.
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Here, we look at a Lagrangian Relaxation based approach (LR), where we solve the system in
P
P
Equation 4.21 but bypass the troublesome constraint ∀y 6= α : i ziy ≤ i ziα .
We use Lagrangian relaxation to move this constraint to the objective function. Any violation of this constraint is penalized by a positive penalty term. Consider the following modified
program, also called the Lagrangian:
X
X X
X
L(η) = L(η1 , . . . , ηm ) , max
(Jnode (i, y) + Hαy )ziy +
ηy (
ziα −
ziy )
z

y

i,y

∀i :

X

ziy = 1,

i

ziy ∈ {0, 1}

i

(4.23)

y

For η ≥ 0, and feasible z, L(η) is an upper bound for our objective in Equation 4.21. Thus, we
compute the lowest such upper bound:
L∗ = min L(η)

(4.24)

η≥0

Further, the penalty term in Equation 4.23 is linear in z, so we can merge it with the first term
to get another set of modified vertex scores:

 P 0η 0 y=α
y y
α
Jnode (i, y) , Jnode (i, y) + Hαy − ηy +
 0
y=
6 α

(4.25)

α
Equation 4.23 can now be rewritten in terms of Jnode
, with the only constraint that z cor-

respond to a valid labeling:
max

X

z

∀i :

X

α
Jnode
(i, y)ziy

i,y

ziy = 1, ziy ∈ {0, 1}

(4.26)

y

Hence, L(η) can be computed by independently labeling each vertex i with its best label,
α
viz. argmaxy Jnode
(i, y).

We now focus on computing L∗ . We use an iterative approach, beginning with η = 0, and
carefully choose a new η at each step to get a non-increasing sequence of L(η)’s. We describe
the method of choosing a new η later in this section, and instead outline sufficient conditions
for termination and detection of optimality.
Theorem 4.18 z∗ and η ∗ are optimum solutions to Equations 4.21 and 4.24 respectively if they
satisfy the conditions:
∀y :

X

∗
≤
ziy

X

i

∀y :

∗
ziα

(4.27)

i

X

|ηy∗ (

∗
ziy

i

−

X
i
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∗
ziα
)| = 0

(4.28)

Theorem 4.18 holds only for fractional z∗ . To see how, consider an example with three vertices
and two labels. Let Jnode (i, 1) + Hα1 > Jnode (i, 2) + Hα2 for all i and α. During Lagrangian
relaxation with α = 2, initially η = 1 will cause all vertices to be assigned label 1, violating
P
P
Equation 4.27. Since the count difference i zi1 − i zi2 ∈ {±1, ±2, ±3}, any non-zero
η1 will violate Equation 4.28. Subsequent reduction of η1 to zero will again cause the original
violation of Equation 4.27. Consequently, one of Equations 4.27 and 4.28 will never be satisfied
and the algorithm will oscillate.
P ∗
P ∗
)| ≤ , where  is a small
− i ziα
To tackle this, we relax Equation 4.28 to |ηy ( i ziy
fraction of an upper bound on ηy . This helps in reporting labelings that respect the majority
constraint in Equation 4.27 and are close to the optimal.
The outline of the algorithm is described in Figure 4.
We now discuss a somewhat conservative approach to select a new η at every step. We initially attempted subgradient optimization and golden search to compute step direction and sizes
for changing η. However, we ran into various practical difficulties. Subgradient optimization
required very careful tweaking of the step size across iterations, an issue exacerbated by the
discrete nature of our problem. On the other hand, golden search was too aggressive in practice,
leading to many avoidable label flips and consequently many more iterations. So instead we
implemented a conservative approach which we describe next.

Conservative Coordinate Descent
We perform conservative coordinate descent which avoids large changes and thus too many
label flips. Let y be the worst violating label in the current iteration. We will first consider the
case when its count exceeds that of α, so that Equation 4.27 does not hold.
To decrease the count of y, we need to increase ηy . For a vertex i currently labeled y, let
α
β(i) be its second most preferred label under the modified vertex scores Jnode
(i, .). The vertex
α
α
j = argmaxi:ziy =1 Jnode
(i, β(i)) − Jnode
(i, y) is the easiest to flip from y. So we increase ηy just

enough to make this flip happen. The new value of ηy is therefore given by:

 ∆J (i, y, β(i)) + η
β(i) 6= α
node
β(i)
ηy = min
P
i:ziy =1  1
(∆Jnode (i, y, α) − y0 6=y ηy0 ) β(i) = α
2

(4.29)

where ∆Jnode (i, y, y 0 ) , Jnode (i, y)+Hαy −Jnode (i, y 0 )−Hαy0 . It is possible that by flipping verα
tex j, label β(j) now violates Equation 4.27. Moreover, increasing ηy also increases Jnode
(i, α),
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so some other vertices that are not assigned y may also move to α. However since the change
is conservative, we expect this behavior to be limited. In our experiments, we found that this
conservative scheme converges much faster than golden search over a variety of data.
We now look at the case when Equation 4.27 is satisfied by all labels but Equation 4.28 is
violated by some label y. In this scenario, we need to decrease ηy to decrease the magnitude of
the violation. Here too, we conservatively decrease ηy barely enough to flip one vertex to y. If i
is any vertex not assigned label y and β(i) is its current label, then the new value of ηy is given
by:

 ∆J (i, y, β(i)) + η
β(i) 6= α
node
β(i)
ηy = max
P
i:ziy 6=1  1
(∆Jnode (i, y, α) − y0 6=y ηy0 ) β(i) = α
2

(4.30)

Note that the arguments of Equations 4.29 and 4.30 are the same. In this case too, in spite of
a conservative move, more than one vertex labeled α may flip to some other label, although at
most one of them will be flipped to y. As before, the small magnitude of the change restricts
this behavior in practice.

4.4.4

Computing All Node Max-marginals

We now discuss an important optimization that speeds up message-passing in a cluster graph.
We show that for symmetric potentials we can compute all the max-marginals for a clique
in O(m2 ) calls to the clique inference algorithm in practice, as opposed to the expected nm
invocations. Cliques can be arbitrarily big, so removing the dependence on n is quite practical.
Our basic strategy is as follows. For label pairs α, β, define a modified clique potential
function Cαβ that adds “1” to the count for label β and subtracts “1” from the count of label α.
Cαβ (y) = C(n1 (y), . . . , nα (y) − 1, . . . , nβ (y) + 1, . . . nm )
Find MAP labeling yαβ using the modified scoring function Jαβ (y) = Jnode (y) + Cαβ (y).
Let v be a vertex whose label in yαβ is α, then the max marginal Mvβ , maxy:yv =β J(y) =
Jαβ (yαβ ) − Jnode (v, α) + Jnode (v, β). The outgoing message mt→v (β) is then simply Mvβ −
mv→t (β) as per Equation 4.9. A proof of correctness of this optimization is as follows.

Theorem 4.19 maxy:yv =β J(y) = Jαβ (yαβ ) − Jnode (v, α) + Jnode (v, β).
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Input: Jnode , H, α, maxIters, tolerance 
Output: approximately best labeling ŷ with majority label α
η ← 0;
iter ← 0;
ẑ ← Labeling with all vertices labeled α;
while iter < maxIters do
Compute L(η) (Equation 4.23), let z be the solution;
if J(z) > J(ẑ) then
ẑ ← z;
end
(y, ∆) ← Worst violator and violation (Equations 4.27 and 4.28);
if ∆ <  then
We are done, L∗ = L(η);
break;
else
Modify ηy using conservative coordinate descent;
end
iter ← iter+1;
end
Construct assignment ŷ from ẑ;
return ŷ

Algorithm 4: Lagrangian-relaxation (LR) Algorithm for MAJORITY potentials
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Proof
max Jαβ (y) =
y

=
=
=

max Jαβ (y) since v is labeled α in yαβ

y:yv =α

max Jnode (y) + Cαβ (y)

y:yv =α

max Jnode (y) − Jnode (v, β) + Jnode (v, α) + C(y)

y:yv =β

max J(y) − Jnode (v, β) + Jnode (v, α)

y:yv =β

We invoke the above strategy for all label pairs α, β when some vertex in the original MAP gets
label α. There is no guarantee that all nm messages would be generated by the above scheme.
The ones that are not covered are computed using separate invocations of MAP.
This concludes the description of our various clique inference algorithms and their theoretical
properties. The discussion until now had focused on the traditional unigram-clique collective
inference model. We now present empirical performance results of our clique inference algorithms and the cluster message-passing setup on various datasets.

4.5

Experiments

Our goal is to empirically demonstrate that cluster message-passing is a more accurate and efficient framework for collective inference. Once this is established, it would justify the need for
fast and accurate message-computation algorithms that work for symmetric clique potentials.
Therefore we present results of two different experiments – clique inference and collective inference.
First, in Section 4.5.1 we compare our clique inference algorithms against applicable alternatives in the literature. We compare the algorithms on computation speed and accuracy of
the MAP assignments. For Potts potentials, we show that α-pass provides similar MAPs as
the various alternatives but is up to two orders faster. For linear

MAJORITY

potentials (Equa-

tion 4.15), we compare our algorithms against the exact LP-based approach of Section 4.4.3
and the ICM algorithm. For other clique potentials that are not decomposable along the clique
edges, we compare α-pass against the ICM algorithm.
Second, in Section 4.5.2 we show that message passing on the cluster graph is a more
effective method for collective inference than its alternatives. For collective models with Potts
potentials, we compare cluster message passing against belief propagation that decomposes
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λ

ICM

α-pass

α2 -pass

α-exp DP

α-exp

FastCut

FastPD

TRW-S

DD

Clique MAP scores
0.50

4866.7

4862.3

4864.2

4866.0

4867.0

4867.2

4866.7

4866.4

4833.3

0.55

4878.0

4872.6

4875.5

4878.5

4879.6

4879.7

4879.1

4878.6

4838.1

0.60

4899.8

4893.8

4895.8

4898.0

4900.9

4900.8

4900.7

4899.7

4865.6

0.65

4914.9

4909.4

4911.6

4913.3

4915.9

4916.9

4914.6

4915.1

4881.3

0.70

4919.6

4913.0

4916.7

4916.6

4921.5

4923.1

4920.6

4919.6

4891.2

0.75

4930.0

4934.7

4936.9

4928.8

4935.1

4936.8

4938.2

4938.4

4926.8

0.80

4965.0

4969.3

4972.5

4959.5

4959.5

4971.2

4954.3

4971.4

4961.7

0.85

4977.3

5009.6

5010.0

4995.5

4988.3

5002.8

4997.7

5007.0

4999.9

0.90

5018.5

5082.3

5082.3

5073.9

5081.2

5081.1

5080.1

5079.0

5049.1

0.95

5053.5

5155.9

5155.9

5154.4

5154.9

5155.1

5154.9

5150.7

5100.9

1.00

5137.2

5264.3

5264.3

5264.3

5264.3

5264.3

5264.3

5262.1

5161.9

1.05

5279.4

5417.1

5417.1

5417.1

5417.1

5417.1

5417.1

5417.1

5269.5

1.10

5383.8

5528.1

5528.1

5528.1

5528.1

5528.1

5528.1

5528.1

5358.1

All

65223.5

65812.5

65831.2

65794.0

65813.5

65844.2

65816.6

65833.4

65137.3

Table 4.2: Clique MAP scores returned by various clique inference algorithms for Potts potential. Each number is an aggregate over 25 cliques for the corresponding λ. Corresponding
runtimes are listed in Table 4.3.

Potts along the clique edges. In the case of linear

MAJORITY

potentials, we compare against

the stacking based approach of [74].

4.5.1

Clique Inference Experiments

For clique potentials decomposable over clique edges, we compare our clique inference algorithms against sequential tree re-weighted message passing (TRW-S), graph-cut based inference
(α-exp), the ICM algorithm, and recent advancements including the faster graph-cut algorithm
of [2] (FastCut), the fast primal-dual algorithm of [70] (FastPD), and the dual-decomposition
scheme of [68] (DD). For non-decomposable potentials, we present comparisons against the
ICM algorithm. We present comparison results on running time and quality of the MAP. Our
experiments were performed on both synthetic and real data.
Synthetic Dataset: We generated cliques with n = 100 vertices and m = 24 labels by choos83

λ

α-pass

ICM

α2 -pass

α-exp DP

α-exp

FastCut

FastPD

TRW-S

DD

Running Time (ms)
0.50

24

38

464

155

5900

7910

2510

12170

117180

0.55

27

38

455

174

6610

8010

2930

13290

117480

0.60

28

38

454

160

8140

8810

3640

16290

118270

0.65

29

38

452

157

8700

9120

4190

17740

117050

0.70

35

43

470

162

11680

9630

5210

19480

118360

0.75

34

41

460

155

13770

10460

7180

21730

117170

0.80

42

39

459

153

16710

11060

8650

22660

117450

0.85

38

44

464

139

18260

11310

7360

22610

117730

0.90

42

42

462

163

19100

14980

7280

20170

117670

0.95

49

39

458

127

16450

13640

6620

17910

117070

1.00

58

39

456

85

11280

11200

6320

10670

117240

1.05

59

39

458

82

10730

10800

5810

5280

116780

1.10

50

39

467

82

10490

10420

6000

3400

116920

All

514

519

5979

1795

157820

137350

73700

203400

1526370

Table 4.3: Runtimes of various clique inference algorithms for Potts potential. Each number is
an aggregate over 25 cliques for the corresponding λ. Corresponding MAP scores are listed in
Table 4.2.

15

10
5
0
0.50

0.60

0.70

0.80
0.90
Lambda for Potts

1.00

1.02
Runtime Ratio
MAP Ratio

100
1
10

1

0.98
0

1.10

(a) POTTS: Runtime vs λ

AlphaPass/TRWS MAP ratio

AlphaPass/TRWS time ratio (log)

20
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TRWS
FastCut
FastPD
AlphaPass
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CoNLL Clique ID
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(b) CoNLL with Potts: α-pass vs TRW-S

Figure 4.2: Potts potential: (a) Runtime of α-pass vs TRW-S, Graph-cut and FastPD aggregated
on 25 cliques as λ is varied in the synthetic dataset POTTS (b) Comparing α-pass and TRW-S
on MAP scores and runtimes for each CoNLL clique.
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ing vertex scores Jnode (u, y) at random from [0, 2] for all vertex-label pairs (u, y).

Potts

version (POTTS) was created by gradually varying λ , and generating 25 cliques for every
value of λ. We also created analogous ENTROPY, MAKESPAN and MAKESPAN 2 versions of
P
the dataset by choosing entropy (λ y ny log ny ), linear makespan (λ maxy ny ) and square
makespan (λ maxy n2y ) clique potentials respectively.
For linear MAJORITY potentials we generated two kinds of datasets (parameterized by λ):
(a) MAJ - DENSE obtained by generating a random symmetric H for each clique, where Hyy = λ
was the same for all y and Hyy0 ∈ [0, 2λ] (y 6= y 0 ), and (b)

MAJ - SPARSE

from symmetric H

with Hyy0 ∈ [0, 2λ] for all y, y 0 , roughly 70% of whose entries were zeroed. This sparse dataset
is supposed to mirror the sparseness of H in real-life datasets.
CoNLL Dataset: The CoNLL 2003 dataset (Section 2.4.1) is a popular choice for demonstrating the benefit of collective labeling in named entity recognition tasks. We used the BIOU
encoding of the entities, that resulted in 20 labels. We took a subset of 1460 records from the
test set of CoNLL, and selected all 233 cliques of size 10 and above. The smaller cliques were
ignored as the algorithms hardly differ in performance over them. The median and largest clique
sizes were 16 and 259 respectively. The vertex scores of the cliques were set by a linear CRF
trained on a separate training set. We created a Potts version by setting λ = 0.9/n using the
development set, where n is the clique size. Such a λ allowed us to balance the vertex and clique
scores for each clique. A majority version was also created by learning H discriminatively in
the training phase.
We developed Java implementations for all our algorithms — α-pass, generalized α-pass with
q = 2, dynamic programming based α-expansion of Section 4.4.2 (denoted α-exp DP), modified
α-pass, Lagrangian relaxation, and the Exact LP-based algorithm for Majority potentials. We
used publicly available C++ implementations for TRW-S2 , α-expansion3 [16, 109, 65, 15],
FastCut [2], and FastPD [70, 72]. In addition, we implemented DD in C++ and ICM in Java.
All experiments were performed on a Pentium-IV 3.0 GHz machine with 8 GB of RAM.
Edge decomposable potentials
Tables 4.2 and 4.3 compare the various clique inference algorithms on the

POTTS

dataset. We

vary the Potts parameter λ uniformly in the range [0.5, 1.1]. This range is of special interest
2
3

http://www.adastral.ucl.ac.uk/˜vladkolm/papers/TRW-S.html
http://vision.middlebury.edu/MRF/
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Fraction achieving MAP ratio

1.0
Entropy

0.8

Square Makespan
Makespan

0.6

0.4
0.2
0.0
0.9

1.0
1.1
AlphaPass/ICM MAP Ratio

1.2

Figure 4.3: Comparing the MAP quality of α-pass vs ICM on non-decomposable potentials.
Plotted point (r, f ) denotes that for a fraction f of the cliques, α-pass returned a MAP score at
least r times that of ICM.

because it allows maximal contention between the clique and vertex scores. For λ outside this
range, the MAP is usually a trivial assignment, viz. one which either individually assigns each
vertex to its best label (optimizing Jnode ), or assigns all vertices to a single label (optimizing
C). Each number in Table 4.2 is the aggregate MAP score of 25 cliques for that particular λ,
while Table 4.3 reports the analogous aggregate clique inference time rounded to the nearest
millisecond.
We observe that apart from ICM and DD, all the other algorithms return MAP scores in a
small interval (0.5%) of each other. In particular α-pass performs almost identical to α-exp and
FastPD in this regard. FastCut provides the best aggregate MAP scores, but α2 -pass and TRWS are quite close as well. We note that the three expansion algorithms α-exp, α-exp DP, and
FastCut return different MAP scores, primarily because they employ different bootstrapping
steps. Further we observe that DD returns significantly low MAP scores, because even with
suitable step-size selection heuristics such as the one proposed by [68], DD converges very
slowly and invariably hits the maximum iteration limit of 30 with a sub-par MAP. ICM also
returns lower MAP scores, as expected, due to its highly local updates.
In terms of runtime, Table 4.3 shows a clear separation of the algorithms. ICM and α-pass
are the fastest, while α-exp, FastCut, FastPD, and TRW-S are 150-400 times slower. This is
because in contrast to α-pass, the other algorithms perform multiple costly iterations (e.g. an
iteration of TRW-S is O(n2 )). The cut-based algorithms and FastPD are faster than TRW-S,
while DD is the slowest, at 3000 times α-pass. This is because DD has to deal with O(n) spanning trees which is costly, and leads to slow convergence. Consequently DD hits the iteration
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limit every time. Our α2 -pass and dynamic programming based α-expansion (α-exp DP) algorithms are ten and three times slower than α-pass respectively, but still more than an order faster
than the other algorithms. Finally we see that while α-pass and α2 -pass take almost a constant
time irrespectively of λ, the other schemes take up more time (as they iterate more) around the
“maximal contention range” of [0.7, 1.0] for λ. Figure 4.2(a) illustrates this behavior, where we
vary λ and plot the runtimes of α-pass, FastPD, TRW-S, and FastCut. Note that α-pass lies very
close to the x-axis, illustrating its small runtime.
Figure 4.2(b) presents the results on Potts cliques from the CoNLL dataset. For simplicity
we only compare α-pass with TRW-S as the other algorithms behave analogous to the synthetic
scenario. For each clique, we plot (a) the ratio of the α-pass MAP score with that of TRW-S,
and (b) ratio of TRW-S runtime vs α-pass runtime. While both the algorithms report the same
MAP, α-pass is still more than 10 times faster on more than one-third of the cliques, and is
never slower. This ratio is not as bad as for synthetic cliques mainly because the median clique
size here is much smaller at 16.
Non-decomposable potentials
In this case, we cannot compare against the TRW-S or graph-cut based algorithms. Hence we
compare with the ICM algorithm that has been popular in such scenarios [84]. We varied λ
with increments of 0.02 in [0.7, 1.1) and generated 500 cliques each from
SPARSE, ENTROPY , MAKESPAN

and

MAKESPAN 2.

MAJ - DENSE , MAJ -

We measure the ratio of MAP score of

α-pass with ICM and for each ratio r we plot the fraction of cliques where α-pass returns a
MAP score at least r times that of ICM. Figure 4.3 shows the results on all the potentials except
MAJORITY , which will be presented later.

The curves for linear and square makespan lie totally

to the right of ratio = 1, which is expected because α-pass will always return the true MAP
for those potentials. In contrast ICM can only return a locally optimal solution. For entropy,
α-pass was found to be significantly better than ICM in all the cases. The runtimes of ICM and
α-pass were similar.
Majority Potentials
In Figures 4.4(a) and 4.4(b), we compare ICM, Lagrangian Relaxation (LR) and modified-αpass (Section 4.4.3, denoted ModAlpha) against the LP-based exact method (LP) on the synthetic datasets

MAJ - DENSE

and

MAJ - SPARSE.
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Each curve plots, for each MAP ratio r, the

0.8
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(d) Time(CoNLL)

Figure 4.4: (a)-(c) MAP quality of modified α-pass, ICM, LR vs LP on MAJORITY potentials
over MAJ - DENSE, MAJ - SPARSE, and CoNLL. To be interpreted in the same way as Figure 4.3.
(d) Runtime ratios vs LP of these algorithms for each CoNLL clique.

fraction of cliques on which ICM (or LR or ModAlpha) returns a MAP score better than r times
the optimal MAP score. An ideal algorithm’s curve would just be a dot at (1, 1) indicating that
it retrieves the true MAP for all the cliques.
We observe that on MAJ - DENSE, both ModAlpha and ICM return a MAP score better than
0.85 of the true MAP, with ICM being slightly better. However, LR out-performs both of them,
providing a MAP ratio always better than 0.97 and returning the true MAP in more than 70%
of the cases. In

MAJ - SPARSE

too, LR dominates the other two algorithms, returning the true

MAP in more than 80% of the cases, with a MAP ratio always better than 0.92. Further it can
be derived that on average, LR returns a MAP score 1.15 times that of ICM. Thus, LR performs
much better than its competitors across dense as well as sparse majority potentials.
The results on CoNLL dataset, whose H matrix is 85% sparse, are displayed in Figure
4.4(c). ICM, ModAlpha, and LR return the true MAP in 87%, 95% and 99% of the cliques
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respectively, with the worst case MAP ratio of LR being 0.97 as opposed to 0.94 and 0.74 for
ModAlpha and ICM respectively. Figure 4.4(d) displays runtime ratios on all CoNLL cliques
for all three inexact algorithms vs LP. ICM and ModAlpha are roughly 100-10000 times faster
than LP, while LR is only 3 − 5 times more expensive than ICM and ModAlpha on average.
Thus, for practical majority potentials, LR and ModAlpha quickly provide highly accurate MAP
scores.

4.5.2

Collective Labeling of Repeated Words

We now establish that for collective inference setups like the one in Figure 4.1(c), message
passing on the cluster graph (denoted CI) is a better option than the alternatives. This would
justify the design of special clique inference algorithms such as α-pass and LR.
We define cliques over repeated occurrences of tokens as before. We create two versions
of the experiment — with Potts and MAJORITY potentials on the cliques respectively. Message
computation at those cliques will be done using α-pass and LR respectively, as we have already
established their efficiency and accuracy in Section 4.5.1.
For the edge-decomposable Potts version, we compare CI against TRW-S on the giant
pairwise graph (e.g. Figure 4.1(c). Other algorithms such as FastPD, FastCut, and α-exp are not
applicable as none of the chain edge potentials in the giant graph are semi-metric or submodular.
For the MAJORITY version, we compare CI against the stacking approach of [74].
We report results on three datasets — Address, Cora, and CoNLL03 (cf. Section 2.4.1).
The training splits were 30%, 10% and 100% respectively for the three datasets, and the parameter λ for Potts was set to 0.2,1 and 0.05 using cross-validation on a held out split. The
JORITY

MA -

matrix H was learnt generatively through label co-occurrence statistics in the cliques

present in the training data. We report the token-F1 scores as a measure of accuracy of the
various approaches.
Figure 4.5 reports the combined token-F1 over all labels except ‘Other’. Unless specified otherwise, all the approaches post statistically significant gains over the linear CRF model
(denoted Base) that does not define any cliques. At first the F1 accuracies seem to show only
modest improvements over the base model. However it should be noted that the base accuracy
is already quite high (especially for CoNLL where it is near the state of the art), so even modest
looking improvements are substantial. Further, our cliques are of a highly limited form and so
we cannot expect to correct too many errors using them. We will look at more complex cliques
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in Chapter 5.
Coming back to Figure 4.5, for MAJORITY potentials, CI is superior to the stacking based
approach. The difference is statistically significant for Cora and CoNLL03. For the Potts version on Address and Cora, TRW-S and CI provide similar gains over Base. We could not run
TRW-S on CoNLL03 as the resulting graph was too big for the TRW-S code to handle.
We now compare the different approaches on running time. In Figure 4.6 we plot the
accuracy of the two methods versus the number of iterations. CI achieves its best accuracy
after just one round of message passing, whereas TRW-S takes around 20 iterations. In terms
of clock time, an iteration of TRW-S costs ∼ 3.2s for CORA, and that of CI costs 3s, so CI is
roughly an order of magnitude faster than TRW-S for the same F1 accuracy. The comparison
was similar for the Address dataset.

Potential

Potts

Majority

Model

Addr

Cora

CoNLL

Base

81.5

88.9

87.0

CI

81.9

89.7

88.8

TRW-S

81.9

89.7

-

CI

82.2

89.6

88.8

Stacking

81.7∗

87.5↓

87.8

Figure 4.5: Token-F1 of various collective inference schemes. F1 averaged over five splits for
Address and Cora. ‘*’ and ↓ denote statistically insignificant difference and significant loss over
Base respectively.
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Figure 4.6: Token-F1 vs iterations for CI vs TRW-S on Cora and Address.
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4.6

Related Work

We group the known approaches into various categories and compare them with our collective
inference framework.

4.6.1

Generic collective inference approaches

Collective graphical models have been used to capture associativity in many text mining tasks
such as IE, entity labeling, and document classification [108, 36, 18, 74, 75, 22, 84, 111]. However these models use generic algorithms like ordinary belief propagation [108, 18, 111], Gibbs
sampling [36], local search [84] or multi-stage schemes [74]. Our framework is general enough
to support various clique potentials, yet exploits the structure of the potential to efficiently compute a full set of messages for collective inference.

4.6.2

MAP inference on pairwise models

We provide only a brief overview of the many recent advances in inference over pairwise graphs
since our main interest lies in higher-order potentials. These approaches fall under two broad
categories. The first category has message passing algorithms that solve the dual of an LP
relaxation, including TRW-S [62], max-sum diffusion [117], and other convergent alternatives [89, 96]. These LP relaxations, that only impose local pairwise constraints, have been
tightened in various ways using cycle and higher order marginal constraints [107, 117, 66, 76].
The second category includes combinatorial algorithms based on graph-cuts. For binary labels, two well known methods are the graph-cut method for submodular potentials [16] and
the Quadratic Pseudo-Boolean Optimization method (QPBO) for getting a partial solution for
arbitrary potentials [13, 73, 63]. For multi-label models with metric edge potentials, the αexpansion algorithm of [16] provides a 1/2-approximation. α-expansion has subsequently been
generalized, analyzed and optimized [114, 77, 80, 69, 71, 2]. In particular, the FastPD algorithm of [71] is a primal-dual generalization which works even with semi-metric edge potentials.
However our chain edge potentials are not even semi-metric. Similarly the partial optimality
guarantee of QPBO is of limited appeal, as our model has a large fraction of non-submodular
edges.
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4.6.3

Alternate collective inference frameworks

Recently, two inference frameworks, the LP relaxation of [116] and the dual-decomposition
framework of [67] have been extended to handle higher-order potentials. In the LP relaxation framework, a max-sum diffusion algorithm is used to solve the dual and each step of
the algorithm requires the computation of max-marginals from the higher-order cliques. In the
dual-decomposition framework, the model is decomposed into tractable components and the
component MAPs or marginals are used to construct a sub-gradient of the collective inference
LP. Like cluster message passing, these frameworks also allow the plugging-in of arbitrary algorithms for computing max-marginals at each clique. Thus, our clique inference algorithms
can be used unchanged in these two frameworks. However, while these alternative frameworks
provide interesting new ways of looking at inference, they do not necessarily provide faster
convergence guarantees. For example, as noted in [117], max-sum diffusion converges very
slowly as compared to TRW-S even for binary potentials. We showed in Section 4.5.1 that dual
decomposition is significantly slower than α-pass when used for clique inference.

4.6.4

Transforming higher-order cliques to pairwise potentials

A lot of recent work on higher-order clique potentials in vision deals with reducing these potentials to pairwise and then applying α-expansion or QPBO as applicable [48, 59, 95, 99, 56].
These transformations add auxiliary nodes, which are few in number when the potentials are
truncated and sparse [99]. However our potentials are dense and not truncated. Consequently
these techniques will introduce too many extra nodes e.g. exponential in n [48], or O(mn) [59].
Similarly, the method of [56] will expand the node set by a factor equal to the number of
functions used to approximate our potential (and this can be quite large). Too many auxiliary nodes makes inference using α-expansion/QPBO quite expensive. In contrast we perform
clique inference without any transformation, and our clique inference bounds are better than the
alternatives.
We also note that there are transformations that extend α-expansion to metric potentials
over triangles [65], and truncated versions of Potts potentials over arbitrarily large cliques [57,
58]. Our symmetric potentials are not truncated so the same transformations cannot be applied
to our model.
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4.6.5

Special higher-order potentials

An orthogonal body of work deals with special higher-order potentials that allow efficient message computation, such as linear-constrained potentials [94], convex and order-based potentials [110], and decomposable potentials [24]. Although our cluster graph can seamlessly incorporate these potentials and their clique inference algorithms, it is fruitful to compare some of
these potentials with ours. Linear-constrained potentials assume that the labels are numeric and
the potential’s value depends only on a linear combination of node labels. Such potentials allow O(nm2 ) message computation using clever variable substitution during belief propagation.
When we have only two labels, our symmetric potentials can be encoded as linear-constrained
potentials, thus leading to O(n) clique inference as compared to O(n log n) using α-pass. However, this encoding does not have an inexpensive generalization to discrete multi-label cliques.
Also, representing multi-label potentials using a collection of linear-constrained potentials can
make clique inference exponential in m [94]. [24] propose decomposable potentials that are
sums of a few sub-potentials, each of which is a product of low-arity functions. This includes
the Voting Potential, which combines associativity scores additively along edges unlike multiplicatively as in Potts4 . For some decomposable potentials, including the Voting Potential, exact
messages can be computed in closed form.
Symmetric potentials have been used in special ways in other inference tasks too. [50]
proposed a framework for inference over relational data where symmetric potentials are used to
collapse large instance-level factor graphs into template-level graphs. Similarly, [91] proposes
lifting techniques with counting potentials. In our framework we have a mix of symmetric
potentials, individual node and non-symmetric edge potentials. We therefore cannot perform
any kind of collapsing or lifted inference.

4.7

Conclusions and Future Work

We presented a general collective inference framework that exploits non-local associativity
across labelings of records. We argued that cluster message passing, which exploits the special
associative structure and computes a complete set of messages, is a more principled inference
mechanism than other cluster-oblivious or message-oblivious approaches. We demonstrated the
4

Although Potts decomposes additively along the clique edges, the probability P (y|x) is exponential in the

clique potential term, which makes it multiplicative
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effectiveness of the framework on synthetic and real-life datasets. In Chapter 5 we shall extend
our framework to richer properties of labelings.
We presented potential-specific combinatorial algorithms for message computation in associative cliques. We presented the α-pass algorithm which is sub-quadratic in the clique size
and gives the exact MAP for all

MAX

clique potentials, and any symmetric potential with two

labels, and a tight approximation guarantee of

13
15

on the Potts potential. We showed that α-

pass is significantly faster while providing the same or better accuracy than alternatives such as
TRW-S, graph-cuts, and their recently proposed improved versions. We gave a Lagrangian relaxation method for generating messages from a clique with majority potential. This algorithm
is at least two orders of magnitude faster than an exact algorithm and more accurate than other
approximate approaches.
Possible future directions include the application of symmetric potentials to general dense
subgraphs instead of cliques. We believe that this might help in semi-supervised learning tasks.
Another interesting direction is to characterize more families of tractable potentials, apart from
symmetric clique potentials.
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Chapter 5
Exploiting Richer Long-range
Dependencies
In Chapter 4 we presented a collective inference framework that defines associative cliques
formed from token repetitions. This is a very special and limited kind of associativity and
restricting ourselves to such collective models does not allow us to exploit the full range of nonlocal dependencies and redundancies present in the data. Exploiting richer non-local dependencies is highly desirable in many scenarios, like extraction on the web or domain adaptation,
where we either have little or no labeled data for a new domain, and re-training a new model is
expensive. Collective inference with rich non-local dependencies provides us with an effective
inference-only approach, in contrast to many existing solutions for domain adaptation which
require model re-training [8, 9, 85].
Therefore our goal in this chapter is to broaden the notion of collective inference to encourage richer forms of associativity amongst the labelings of multiple records. We illustrate
these dependencies via an example.
Example: Consider extracting bibliographic information from an author’s publications homepage using a model trained on a different set of pages. The labels of interest are Title, Author,
Venue, and Date. This task is hard because publications webpages tend to differ a lot in their
authoring styles, as illustrated for two web-pages in Table 5.1.
However within each web-page (which we call a domain) we expect consistency in the
style of individual publication records. For example, we expect the following properties to be
largely uni-valued inside a domain:
1. The ordering of labels in the labelings (e.g. Title→Author*→Venue).
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2. The token preceding the Title, or ‘Start’ if Title occurs at the beginning.
3. The label appearing after the Venue, or ‘End’ if Venue occurs at the end.
4. Label of the token ‘IEEE’.
Note that ‘IEEE’ will tend to recur across multiple records, so the last property corresponds to
the unigram-based cliques that we exploited thus far. We can potentially gain a lot more if we
couple the records together according to ‘richer’ properties than just unigrams. For example, if
we are able to couple records by demanding that their label orderings match, we might be able
to correct for many more errors than possible with just unigram cliques.
Of course the choice of such properties is crucial. For all the properties illustrated above,
we expect that the labelings inside the domain agree on the property value, without caring for
what the value actually is (which varies from domain to domain). This allows us to use the
same property on different domains, with varying formatting and authoring styles. In the two
example domains in Table 5.1, we show three properties that take on largely similar values
across records inside a domain, but the dominant value changes across domains. For example,
consider the property ‘HTML tag containing the Title’. When the records are labeled correctly,
the value of this property is ‘bold’ i.e. ‘¡b¿’ for all records in Domain 1, and ‘list item’ i.e. ‘¡li¿’
for all records in Domain 2. Thus we can reward associativity of these property values using
the same symmetric potentials used for unigram cliques.
Now assume that we have an array of such conformance-promoting properties, and a basic
linear CRF trained on some labeled domains. An effective way of deploying this CRF on
a previously unseen domain is by labeling the records in the new domain collectively while
encouraging the individual labelings to agree on the chosen set of properties. Using p(x, y)
to denote the value of property p on labeling y of record x, we can write the new collective
inference objective as:

arg max 
y1 ,...,yN



k

|x |
N X
X

k
) +
φki (yik , yi−1

k=1 i=1

X

Cp ({p(xk , yk )}k )

(5.1)

p∈P

where P is the set of properties and Cp is the symmetric clique potential for the clique of
property p. The first term maximizes the score of the base CRF, and the second term maximizes
property-conformance for each property p ∈ P through the symmetric clique potential Cp .
We answer the following key questions while generalizing the collective inference objective of Chapter 4 to that of Equation 5.1. First, what kind of properties can we exploit? In
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Domain 1
A Simulator for estimating Railway Line Capacity. In APORS - 2003.

(Start, Date, <b>)

Scheduling Loosely Connected Task Graphs. Journal of Computer and Sys-

(Start, Date, <b>)

tem Sciences , August 2003 .
Devanagari Pen-written Character Recognition. In ADCOM - 2001 .

(Start, Date, <b>)

Domain 2
Bhardwaj, P. (2001). Delegating Pricing Decisions. Marketing Science 20(2).

(‘.’, Volume, <li>)

143-169.
Balasubramaniam, S. and P. Bhardwaj (2004). When not all conflict is bad:

(‘.’, Volume, <li>)

Manufacturing marketing conflict and strategic incentive design. Management
Science 50(4). 489-502.
Bhardwaj, P. and S. Balasubramaniam (2005). Managing Channel Profits: The

(‘.’, End, <li>)

Role of Managerial Incentives. Forthcoming Quantitative Marketing and Economics.

Table 5.1: Two publications web-pages with different styles. Text in parentheses shows the
values of three properties on the correct labelings: (i) Token before Title (ii) First non-Other
label after Venue (iii) HTML tag containing Title. The properties are largely uni-valued inside
a domain.
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Section 5.1 we introduce the notion of decomposable properties that form a tractable yet rich
set of properties. Extending the cluster message-passing setup to such properties is intuitive and
straight-forward as these properties are decomposable just like the features and log-potentials.
Second, how does the message computation change in the presence of properties? In
Section 5.2 we show that the only major change is that the messages from chains to cliques
should now be property-aware. For decomposable properties, we modify the Viterbi algorithm
to compute property-aware messages to the cliques.
Third, what benefits can such properties offer over traditional collective inference? In Section 5.3 we present experimental results on a real bibliographic dataset, MultipleBib (ref. Section 2.4.1), comprising several bibliographic domains. We show that in contrast to traditional/no
collective inference, properties-based collective inference boosts the accuracy of key labels like
Title and Venue by up to 3–4 absolute percentage points, and up to 50% reduction in the overall
F1-error for some of the unseen domains.

5.1

Properties-based Collective Inference

Let us formally denote a property p by a function p(x, y), and let Dp and Rp denote its domain
and range respectively. The domain D( p) consists of all possible record-labeling pairs (x, y) it
can operate on, and the range R( p) contains all possible values p can take. Our goal is to solve
the objective in Equation 5.1 using our cluster graph setup of collective inference introduced in
Section 4.2. We define one cluster per chain, one per property clique, while separators remain
singleton — they correspond to the property value. The new messages are of the kind mp→k (v)
and mk→p (v), where v ∈ Rp .
The clique-to-chain messages mp→k (v) are computed as before using the potential-specific
clique inference algorithms of Section 4.4. However the chain-to-property messages mk→p
cannot be computed for arbitrary properties. This is because to compute mk→p (v) we need to
compute the best labeling of chain k such that property p holds with value v. Depending on
this constraint, the Viterbi algorithm that computes this labeling can become intractable. To
illustrate, say p(x, y) = Number of tokens marked Author in y. Computing mk→p (v) would
then require time exponential in v, the number of required Authors. Consequently, we restrict
our attention to decomposable properties, i.e. properties whose messages require only firstorder computations and constraints, just like Viterbi. As we shall see, decomposable properties
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are rich enough to capture many non-local dependencies.
Finally, we stress that alternative collective frameworks like the TRW-S algorithm or ordinary belief propagation cannot be used for solving Equation 5.1, even with just decomposable
properties. This is because they are oblivious of the chain-clique structure of the graph, and that
properties are applicable only over chains.
Even though this thesis primarily deals with statistical extraction over sequence data, we
now describe decomposable properties more generally over labelings of arbitrary graphical
models. In the following, we use the term ‘part’, denoted by c, to refer to a clique of the
graphical model, to distinguish it from the associative cliques formed by coupling the various
models. For our sequential extraction models, c would therefore refer to edges or nodes.

5.1.1

Decomposable Properties

A property maps a (x, y) pair to a discrete value in its range. Our goal is to construct this
value from smaller components of y. We define decomposable properties as those which can be
broken over the parts c of y, just like the chain log-potentials φ and the chain features f . Such
properties can be folded into the message computation steps as we shall see in Section 5.2.
Definition 5.1 A decomposable property p(x, y) is composed out of component level properties
p(x, yc , c) defined over parts c of y. p : (x, yc , c) 7→ Rp ∪ {⊥} where the special symbol ⊥
means that the property is not applicable to (x, yc , c). p(x, y) is composed as:



∅ if ∀c : p(x, yc , c) = ⊥


p(x, y) ,
v if ∀c : p(x, yc , c) ∈ {v, ⊥} ∧ ∃c : p(x, yc , c) = v



 ⊥ otherwise.

(5.2)

The first case occurs when the property does not fire over any of the parts. The last case occurs
when y has more than one parts where the property has a valid value but the values are different.
The new range R0 p now consists of Rp and the two special symbols ⊥ and ∅. We also use the
following shorthand to denote that p(x, y) is composed from its parts:
p(x, y) =

M

p(x, yc , c)

(5.3)

c∈C

where C is the set of parts in the graphical model for y.
Let us look at some examples of decomposable properties defined thus. These examples
include some rich dependencies that we shall also use in our experiments.
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Example 1 We start with an example from the simple collective inference task of [108, 18, 36]
of favoring the same label for repeated words. Let x be a sentence and y be a labeling of all the
tokens of x. Consider a property p, called TokenLabel, which returns the label of a fixed token
t. Then, Dp comprises of all x which have the token t, and Rp is the set of all labels. A part c
corresponds to a token in x. Thus, if x ∈ Dp , then

 y x =t
c
c
p(x, yc , c) ,
 ⊥ otherwise
and, given y and x ∈ Dp ,

 y all occurrences of t in x are labeled with label y
p(x, y) ,
 ⊥ otherwise

(5.4)

(5.5)

And if x 6∈ Dp , then p(x, y) = ∅.
Example 2

Next consider a more complex example that allows us to express regularity in the

order of labels in a collection of bibliography records. Let x be a publications record and y its
labeling. Define property p, called NextLabel, which returns the first non-Other label in y after
a Title. A special label ‘End’ marks the end of y. So Rp contains ‘End’ and all labels except
Other. Thus,



β
yc = Title ∧ yc+i = β ∧ (∀j : 0 < j < i : yc+j = Other)


p(x, yc , c) ,
End yc = Title ∧ c is the last position in y



 ⊥
yc 6= Title

(5.6)

Therefore,



∅ y has no Title


p(x, y) ,
β β is the first non-Other label following each Title in y



 ⊥ otherwise
Example 3

(5.7)

In both the above examples, the original range Rp of the properties was labels.

Consider a third property, called BeforeToken whose range is the space of tokens. This property
returns the identity of the token before a Title in y. So,



x
yc = Title ∧ (c > 0)

 c−1
p(x, yc , c) ,
‘Start’ yc = Title ∧ (c = 0)



 ⊥
y 6= Title
c

100

(5.8)

Therefore,



∅




 ‘Start’
p(x, y) ,


t




 ⊥

No Title in y
The only Title in y is at the beginning of y

(5.9)

All Titles in y are preceded by token t
y has two or more Titles with different preceding tokens

In all the examples, the property value can be composed from its values on parts of the
labeling. However, note that this composition operation has one subtlety. The final value of
a property is either ∅ or ⊥ or the value obtained at one of the parts. That is, the value is not
aggregated (e.g. summed up) over the various parts. This distinguishes decomposable properties
from similar quantities like the global feature f , which is summed up over the edges and nodes.
We point this out because there are many seemingly decomposable properties that are actually
not decomposable by our definition. For example, property p(x, y) = Number of Authors in y
can be aggregated over the node labels, but is not a decomposable property according to our
criteria. We point out this distinction because while decomposable properties have tractable
messages, seemingly decomposable ones like p do not (e.g. computing the best y with exactly
5 authors would be quite expensive).
The tractability of decomposable properties is easy to see. When the parts correspond to
edges (or nodes), the composition operation can be subsumed in Viterbi algorithm’s dynamic
programming step, thereby giving us an efficient way to compute outbound property-aware
messages from chains. We now formally present how this is done.

5.2

Computing property-aware messages

We need to compute messages of the form mk→p (v) where k is a graphical model (in our case,
the k th chain), and v ∈ R0 p . As in traditional cluster message-passing, this is given by:




X


k
0
k
mk→p (v) = max φ(x , y) +
mp0 →k (p (x , y))
k

y:p(x ,y)=v 
0

(5.10)

p 6=p:
xk ∈Dp0

To compute mk→p (v), we need to absorb the incoming messages from other incident properties
p0 6= p, and do the maximization. When a property p0 is fired only at a single fixed part c of
the instance, we can easily absorb the message mp0 →i by including it in the log-potential φc For
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Graphical model k

c1

Ic→c′ (yc∩c′ , u1 , . . . , u|P ′ | )
c′

c

φ̂(u1 , . . . , u|P ′ | )

r

mk→p1

mp2 →k

cl

mp|P ′ | →k

Figure 5.1: Computation of the message mk→p1 . Graphical model k is incident to |P 0 | properties p1 , . . . , p|P 0 | Final message mk→p1 is computed using φ̂ and incoming messages from other
properties. φ̂ is computed using the expanded internal messages I().

instance, recall that we did this for the TokenLabel property when the word does not repeat in
the sentence (Section 4.2.1).
In the general case, absorbing messages from properties that fire over multiple parts requires us to ensure that the parts agree on the property values following Equation 5.2. We will
refer to these as multi-part properties.
We first present an exact extension of the message-computation algorithm within a graph1

ical model instance to enforce such agreement, and later present approximations. Let P 0 =
{p1 , p2 , . . .} be the set of multi-part properties whose domain contains xk , where wlog p1 = p.

Exact Messages
If p was not a property, we would use ordinary Junction Tree algorithm (Section 2.1) to compute
the message mk→p . Consider an internal message Ic→c0 (yc∩c0 ) between adjacent parts c and c0
in the junction tree of graphical model k, where c ∩ c0 is the separator. This is computed in
standard junction-tree message-passing as:

Ic→c0 (yc∩c0 ) = max φc (yc ) +
yc ∼yc∩c0

l
X

Icj →c (yc∩cj )

(5.11)

j=1

where c1 . . . cl are neighbors of c excluding c0 .
To incorporate multi-part properties we make some changes to the algorithm. First, let
(u1 , . . . , u|P 0 | ) denote a tuple of property values, where ui ∈ R0 pi . Now define φ̂(xk , u1 , . . . , u|P 0 | )
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as the score of the best labeling that produces the property values u1 , . . . , u|P 0 | :
φ̂(xk , u1 , . . . , u|P 0 | ) ,

max

y: ∀i:pi (xk ,y)=ui

φ(xk , y)

(5.12)

Recalling that p1 = p, we can now rewrite Equation 5.10 as:
0

mk→p (v) = u ,...,u
max φ̂(xk , u1 , . . . , u|P 0 | ) +
1

|P 0 |:

u1 =v

|P |
X

mpi →k (ui )

(5.13)

i=2

The maximization term has a complexity exponential in |P 0 |, which is not too large in practice;
for example our experiments use |P 0 | = 4. Our goal is now to extend the junction tree algorithm
to compute φ̂(xk , u1 , u2 , . . .). To do this, we need to restrict candidate labelings to those that
have the desired property values u1 , . . . , u|P 0 | . For simplicity, we describe the procedure when
|P 0 | = 1, i.e. we need to compute φ̂(xk , u1 ). The extension to |P 0 | > 1 is natural.
To compute φ̂(xk , u1 ), we need to produce the property value u1 as per Equation 5.3. Let
us find the conditions for this recursively. Let r denote the root of the junction tree for the
graphical model k, and c be any node in the tree. We denote its parent by c0 and its children
by c1 , . . . , cl (See Figure 5.1). Let y:c denote the subset of the labeling y comprised of the
sub-hypertree rooted at c. Therefore y:r = y. Equation 5.3 can be naturally extended to work
with subsets of labelings:
p(x, y:c ) =

M

p(x, ya , a)

(5.14)

a∈subtree of c

=

M
(p(x, y:c1 ), . . . , p(x, y:cl ), p(x, yc , c))

(5.15)

Therefore to get p(x, y:c ) = u1 , we need to restrict p(x, yc , c) and each p(x, y:ci ). Let vi and v 0
be shorthand for p(x, y:ci ) and p(x, yc , c) respectively. So to produce u1 , we have the following
restrictions on v1 , . . . , vl , v 0 (depending on u1 ):
Case 1: u1 = ∅. To get p(x, y:c ) = ∅, we need to ensure that p does not fire anywhere in the
subtree of c, including c. Therefore we need ∀i : vi = ∅ and v 0 =⊥.
Case 2: u1 ∈ Rp . For p(x, y:c ) = u1 ∈ Rp , we need by definition ∀i : vi ∈ {u1 , ∅} and
v 0 ∈ {u1 , ⊥}. However if every child outputs the value ∅ (i.e. p has not fired in any child), then
we need v 0 = u1 .
Case 3: u1 =⊥. In this case the property needs to fire inconsistently. This can happen in the
following three ways:
(a) An inconsistency happens in one of the children, i.e. ∃i : vi =⊥.
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(b) Two children produce conflicting property values, i.e. ∃i, j : vi ∈ Rp ∧ vj ∈ Rp ∧ vi 6= vj
(c) The property value at c conflicts with that produced by one of the children, i.e. v 0 ∈ Rp ∧
(∃i : vi ∈ Rp ∧ vi 6= v 0 ).
Let this case-wise boolean check be denoted by B(p, c, u, yc , v1 , . . . , vl ). This check is
true iff p(x, yc , c) together with the child values vi , p(x, y:ci ) can ensure p(x, y:c ) = u.
Having formalized the property-based restrictions recursively, we are now ready to compute φ̂(xk , u1 ) recursively too. Consider an ‘expanded’ message Ic→c0 (yc∩c0 , u). Intuitively,
this message returns the score of the best partial labeling y:c that subsumes yc∩c0 and produces
p(x, y:c ) = u. This is computed as (Figure 5.1):
Ic→c0 (yc∩c0 , u) ,

max

yc ∼yc∩c0 ,v1 ,...,vl :
B(p,c,u,yc ,v1 ,...,vl )

φc (yc ) +

l
X

Ici →c (yci ∩c , vi )

(5.16)

i=1

The unwieldy constraint below the max operator simply calls the boolean check B() that we
had defined earlier. If the check fails for every combination, then the message is set to −∞.
Using these messages, we can finally define φ̂(xk , u1 ) as:
φ̂(xk , u1 ) =

max
,z ,z ,...:

yr 1 2
B(p,r,u1 ,yr ,z1 ,z2 ,...)

φr (yr ) +

X

Iri →r (yri ∩r , zi )

(5.17)

i

where ri is the ith child of r, and zi is a possible value of p(xk , y:ri ).
Extension to |P 0 > 1|:
This treatment generalizes nicely to the case when |P 0 | > 1. We extend the internal message vector I(.) for each combination of values of the |P 0 | properties. Call it Ic→c0 (yc∩c0 , u1 , . . . u|P 0 | )
where uj ∈ R0 pj . To compute this message, we need to apply the boolean check B(pj , c, uj , . . .)
for each j. Also we compute this message for each (u1 , . . . , u|P 0 | ) combination, which can be
exponential in |P 0 |. In many applications |P 0 | is usually small so it is possible to get away with
exact computation. However, we next discuss ways to approximate this computation.

Approximations
When we apply property-aware message passing to information extraction over sequences, We
use various approximations to reduce the number of value combinations for which messages
have to be maintained.
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Typically, the within-record dependencies are stronger than the dependencies across record.
We can exploit this to reduce the number of property values as follows: First, we find the MAP
of each record independently. For a property p, only those values that are fired in the MAP
labeling of at least one record are considered in the range Rp . In the application we study in
Section 5.3, this reduces the size of the range of properties drastically.
A second trick can be used when properties are associated with labels that tend not to
repeat, e.g. Title for the citation extraction task. In that case, the property will be expected to
fire at most once, and so we can ignore the value ⊥ as well.
The third approximation also works for properties pi that usually fire at most once. In the
computation of mk→p1 , when we compute I(., u1 , . . . , u|P 0 | ), we can drop ui from the combination and perform the following approximation instead. First, normalize incoming messages
from pi (i ≥ 2) as mpi →k (v)−mpi →k (∅). Next, add the normalized message to the log-potential
φc (yc ) of every c where pi (x, yc , c) = v. When the MAP contains only one firing of pi , its message will be absorbed once as desired, and this method will return the exact answer. When pi
does not fire there will be no absorption, which is the same as absorbing mpi →k (∅) (= 0 due to
the normalization), again giving the exact answer.
A fourth option is to depend on generic search optimization tricks like beam-search and
rank-aggregation. In beam-search instead of maintaining messages for each possible combination of property values, we maintain only top-k most promising combinations in each message
passing step. When the top few combinations are heavily dominant, this performs quite close
to the exact approach.

5.3

Experiments

We now illustrate the effectiveness of properties-based collective inference by showing that
a good yet small set of properties can help us significantly in domain adaptation. We focus
on a bibliographic task, where the aim is to adapt a sequential model across widely varying
publications web-pages of authors.
Dataset: We use the MultipleBib dataset (ref. Section 2.4.1) that contains 433 bibliographic
entries from the web-pages of 31 authors, hand-labeled with 14 labels like Title, Author, Venue,
Location and Year. Bibliographic entries across authors differ in various aspects like labelordering, missing labels, punctuation, HTML formatting and bibliographic style.
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A fraction of 31 domains were used to train a baseline sequential model with the LARank
algorithm of [11], using the BCE encoding for the labels. We used standard extraction features
in a window around each token, along with label transition features [93].
For our collective framework, we use the following decomposable properties:

p1 (x, y) = First non-Other label in y
p2 (x, y) = Token before the Title segment in y
p3 (x, y) = First non-Other label after Title in y
p4 (x, y) = First non-Other label after Venue in y

Inside a domain, any one of the above properties will predominantly favor one value, e.g. p3
might favor the value ‘Author’ in one domain, and ‘Date’ in another. Thus these properties
encourage consistent labeling around the Title and Venue segments. We use Potts potential for
each property, with λ = 1.
Some of these properties, e.g. p3 , operate on non-adjacent labels, and thus are not Markovian. This can be easily rectified by making Other an extension of its predecessor label, e.g. an
Other segment after Title can be relabeled as ‘After-Title’.
The performance results of the collective model with the above properties versus the baseline model are presented in Table 5.2. For the test domains, we report token-F1 of the important
labels — Title, Author and Venue. The accuracies are averaged over five trials. The collective
model leads to upto 25% reduction in the test error for Venue and Title, labels for which we had
defined related properties. The gain is statistically significant (p < 0.05). The improvement is
more prominent when only a few domains are available for training. Figure 5.2 shows the error
reduction on individual test domains for one particular split when five domains were used for
training and 26 for testing. The errors are computed from the combined token F1 scores of Title,
Venue and Author. For some domains the errors are reduced by more than 50%. Collective
inference increases errors in only two domains.
Finally, we mention that for this task, using classical collective inference with cliques
over repeated occurrences of words leads to very minor gains. In this context, the generalized
collective inference framework is indeed a much more accurate mechanism for joint labeling.
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Title

Venue

Author

Train %

Base

CI

Base

CI

Base

CI

5

70.7

74.8

58.8

62.5

74.1

74.3

10

78.0

82.1

69.2

72.2

75.6

75.9

20

85.8

88.6

76.7

78.9

80.7

80.7

30

91.7

93.0

81.5

82.6

87.7

88.0

50

92.3

94.2

83.5

84.5

89.4

90.0

Table 5.2: Token-F1 of the Collective and Base Models on the Domain Adaptation Task
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Figure 5.2: Per-domain error for the base and collective inference (CI) model

5.4

Conclusions

We generalized our collective inference framework to couple multiple records by capturing
associativity of richer properties of labelings of the records. We proposed decomposable properties that form a rich subset of properties, but whose messages can be efficiently computed.
We showed how this computation can be done by modifying the junction tree algorithm.
We demonstrated the effectiveness of the framework by applying it on a domain adaptation
task with a handful of decomposable properties. This form of domain adaptation is interesting
because it does not require model re-training. Possible future directions include automatic
induction of decomposable properties, and characterizing the usefulness of a decomposable
property for a target domain adaptation task.
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Chapter 6
Robust Extraction with Low Supervision
In this chapter we discuss challenges that arise in user-driven ad-hoc extraction tasks on the web
(UAIE), introduced in Section 1.2.2. To recap, UAIE is an open-domain extraction setup, where
the user provides only a handful (2–3) of structured records or entities as input, and the system
is entrusted to fetch relevant sources and extract more records from them. They key challenges
in UAIE are low and indirect supervision, and an opportunity to train CRFs for multiple related
sources using overlap in their content.
For ease of illustration, we will discuss a specific instance of UAIE – Table Materialization, which is a popular and general extraction setup that constructs relations from unstructured
sources in response to ad-hoc user queries.

Table Materialization
Table materialization on the web is a recently popularized open-domain extraction task that
constructs structured records from web sources [45, 20, 34]1 . In this task, a user wishes to
compile a table of structured records, say a table of oil spills with fields like TankerName,
SpillLocation, and SpillDate. The user starts with a small seed set of rows, and based on a
keyword match filters several HTML sources from which we need to extract more records,
as shown in Figure 6.1. In our case the sources are HTML tables and lists since they are
much richer than free-text. Post extraction, the structured records are consolidated using a deduplicator, and the consolidated records are then ranked by relevance to the user. We have
built a system — World Wide Tables (WWT) that executes this pipeline on a web scale. We
1

Google Squared (http://www.google.com/squared) is another such online system, introduced in

2009
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defer the overview of WWT, including the post-extraction steps of consolidation and ranking to
Section 6.4, and focus the current discussion to the extraction sub-task of table materialization.
The extractor’s goal is to convert each HTML source into a table of interest as shown in
Figure 6.1. However, each HTML list2 is unstructured, so it is necessary to first convert each list
record to a structured row containing the fields of interest. The lists are not necessarily machine
generated, therefore we resort to CRFs to convert each of the lists into a set of structured records,
instead of using rule/wrapper-based algorithms. As in Figure 6.1, each list source usually has
a distinct style and arbitrary feature set, so it is necessary to train a separate CRF for each
source. Two major aspects of this setup are as follows. First, using the seed query rows we can
obtain only a very limited amount of labeled data in each list source, so supervision is highly
limited. Second, many text segments are repeated across the various sources. For example, in
the snippet of the three list sources in Figure 6.1 the text segment “Atlantic Empress” appears
in sources 1 and 2, “Trinidad and Tobago” appears in source 2 and 3, and “Tobago” appears in
all three sources. This content overlap can be exploited during training to yield more accurate
models.

Extraction Challenges
The extraction task of table materialization clearly illustrates clearly brings out two interesting
challenges that are generally applicable in other open-domain large-scale extraction tasks as
well.
Labeled Data Generation: The user-input is in the form of structured rows, not fully labeled
records for each list source. So how do we generate labeled records for each source? This
problem is crucial because there is only limited supervision, so the tolerance for error is low.
Further the techniques have to be open-domain, work with arbitrary sources, and deal with the
inherent ambiguity in the data (e.g. if two columns in the query correspond to City and State,
then how should we label the segment ‘New York’?).
Exploiting Content Overlap: Even good ways to generate labeled data may not be enough for
some sources. So we need to exploit the fact that the sources for a query will have considerable
content overlap. Content overlap can be used, for example, to transfer labeled data across
sources or to regularize the training procedure. So what is a good training framework that
2

Since a HTML table can also be viewed as a list, we limit our discussion to lists
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uses overlap? Should we design a joint objective and make it tractable, or go with traditional
multi-source training methods? Overlap can happen across arbitrary number of sources and for
arbitrarily long text segments, so how do we support it? Also, some occurrences of overlap like
‘New York University’ and ‘New York City’ might be noisy, so how do we account for that?

Contributions
We present a collective training framework that answers both these challenges. In Section 6.1
we present our approach for generating labeled data using limited supervision. Our method
uses bipartite matching between the source and query rows, with edge-weights set using softscoring similarity functions. We show that this approach is significantly more accurate (in terms
of the final extraction accuracy) than naive approaches that simply spot the query cells in the
unstructured source.
Then in Section 6.2 we propose a collective training objective to jointly train all the models so as to maximize the likelihood of the labeled data on the one hand, and the likelihood of
the models agreeing on the entity labels of the overlapping text on the other. Typically this, and
many other related training objectives lead to an intractable inference problem during training,
usually tackled with approximate inference [60]. However, we show that an alternative strategy based on partitioning the set of overlapping segments into subsets of tractable segments
enables more efficient training, while providing similar accuracy improvements. We present an
algorithm for finding such a partitioning that clusters adjacent segments together to preserve
correlation and hence accuracy, while ensuring tractability of each cluster.
Another challenge of exploiting textual overlap is that of choosing an agreement set viz.
the set of overlapping segments on which agreement will be encouraged. We show that naı̈ve
approaches based on enforcing agreement among all occurrences of a repeated word introduce a
lot of noise in the agreement set. We present an alternative strategy that leads to a significantly
cleaner and more compact agreement set, with vast gains in training time and accuracy. We
present an extensive evaluation on 58 real-life table materialization tasks, each enforcing agreement between 2 to 20 sources, and covering a rich spectrum of data characteristics. We show
that the partitioned objective along with our partitioning algorithm provides the best trade-offs
of accuracy and training time compared to alternatives.
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Query table 
List source 1

Prudhoe Bay

Alaska

2006

Ixtoc

Gulf of Mexico

1979

List source 2

List source 3

Extract
-

Norway

1980

Gulf war oil spill

Persian Gulf

1991

-

Trinidad and Tobago

1979

…

…

…

…

-

…

…

…

…

…

…

…

…

-

…

…

…

…

Figure 6.1: Example structured query to retrieve structured oil spill records from unstructured
list sources. Lists differ a lot in style and features, thus need dedicated extraction models.
• John Quincy Adams: Massachusetts, 1767
• Andrew Jackson: North Carolina, 1767
• George H. W. Bush: Massachusetts, 1924

George Washington February 22 1732
John Q. Adams
July 11
1767
Bill Clinton
August 19
1946

• Bill Clinton: Arkansas, 1946
• George W. Bush: Connecticut, 1946

(a) Query table
John Quincy Adams
Bill Clinton

(b) A list source relevant to this query

- 1767 (via query row 2)
- 1946 (via query row 3)

(c) Ideal set of labeled records

- 1767 (via query row 2)
Bill Clinton - 1946 (via query row 3)

(d) Inferior set of labeled records

Figure 6.2: Illustration of ideal labeled-data generation for the query schema (PresidentName,
Birthday, BirthYear).

6.1

Robust Generation of Labeled Data

The labeler takes as input a query table Q and a list L, and its task is to output labeled records
from L, using the schema of Q. We illustrate the challenges with labeled data generation using
the example of Figures 6.2(a)- (c). The query seeks to extract President entities, with three
attributes — PresidentName, Birthday, BirthYear. The sample list source contains the fields
PresidentName, BirthState, BirthYear, i.e. only the first and last fields are relevant.
Perhaps the simplest approach for generating labeled data would be to just independently
mark the occurrences of individual query cells in list records. However, such an approach is
fraught with issues, listed below:
(a) Using exact string matching criteria to locate query cells will have a low recall. For exam112

ple ‘John Q. Adams’ will not match with ‘John Quincy Adams’. In general, exact string
matching will not capture all styles of names and dates. This is undesirable as we will end
up with too few labeled records (or perhaps none).
(b) On the other hand, softening the string matching criteria may hurt the precision. For example, ‘George Bush’ has a non-zero soft-match score with both ‘George H. W. Bush’ and
‘George W. Bush’, and the preferred string depends on the implementation.
(c) Regardless of the string similarity function, one has to deal with ambiguity in the data. For
example the query cell ‘1767’ occurs twice in the sample list. In this example, marking the
wrong occurrence may not hurt so much, but when two query columns are of the same type
(say, both are dates), mis-labeling a string with the wrong column label will train a wrong
CRF. In many cases, such mis-labelings cannot even be guarded against.
Tackling these problems formally is quite important as we only have a few rows in Q, so labeled
data generation cannot afford to make too many mistakes.
We now describe our approach for generating labeled data. We operate under the reasonable working assumption that a labeled record is a duplicate of a query row, modulo any
missing columns and minor changes to cell contents. For example, for the labeled records in
Figure 6.2(c), this is indeed the case. Therefore, rather than looking for occurrences of query
cells in the data source, it is more meaningful to locate query rows in the source. When a source
row r is deemed to represent a query row q, it is because there is a segmentation ŝ(r, q) of r that
matches q quite well (e.g. Figure 6.2(c)).
Thus we model labeled data generation as a maximum weight matching problem in a
bipartite graph with the two sides representing rows of Q and L. There is a node in the graph
for every row of Q and L, and the weight of an edge (q, r) is the score of the best possible
segmentation ŝ(r, q) assuming that r represents q. If r is matched with q in the final matching,
then ŝ(r, q) will align as much as possible with the cells of q, and hence serve as evidence.
For now assume that a sub-routine SegmentAndMatch(r, q) produces such a segmentation
along with its score. Later we will present two options for SegmentAndMatch that lead to
two different labelers.
For the sake of performance, we do not construct a complete bipartite graph but use a
simple heuristic to limit the number of edges. We demand that if for the vertex pair (q, r),
no cell of q approximately matches any substring of r, then the edge (q, r) be absent. An
113

approximate match, implemented by an ApproxMatch(q, r) subroutine, permits a limited
amount of token padding/deletion/permutation. In practice, this heuristic reduces the number of
edges in the graph from O(|Q||L|) to O(min(|Q|, |L|)), where |.| denotes the number of rows.
The maximum weight matching M in this graph will give us a set of rows of L that
represent some query rows. For row r ∈ L, let M(r) denote the query row it represents, and let
ŝ(r, M(r)) be the corresponding segmentation.
However we are not done yet. If r and r0 are two rows in L, then ŝ(r, M(r)) and
ŝ(r0 , M(r0 )) may not agree on the set of query columns present in them. For example in
Figure 6.2(d), the two segmentations have column sets {Year} and {Name,Year}. This is because the ApproxMatch implementation could not match ‘John Q. Adams’ to ‘John Quincy
Adams’ with a positive score. Using the labeled set of Figure 6.2(d) for training a CRF would
lead to an inferior model because the model would not learn the presence of a column even
though it exists in the record. For example, the model would wrongly learn that ‘John Quincy
Adams’ is not a name. We could have learnt a better model by training the CRF solely with the
second labeled record in Figure 6.2(d).
So to keep our model clean, we prune the labeled set by first computing the biggest column
set present in any ŝ(r, M(r)). Then we conservatively throw out every matched r whose column
set in ŝ(r, M(r)) does not match this maximum column set. The remaining rows r and their
segmentations ŝ(r, M(r)) form our labeled set. The full labeling algorithm is described in
Algorithm 5.
We now discuss two possibilities for SegmentAndMatch, which leads to two different
kinds of edge weights, and hence two different labeled data generators.

Hard Edge-Weights
A natural way for segmenting a record r so as to match the cells of a query row q is to look for
an approximate occurrence of every cell of q in r and declare those occurrences as segments
with appropriate column assignments. The hard version of SegmentAndMatch does precisely
this operation with a small but essential modification: it checks for approximate matches of
bigger query cells first. This ensures that matches for bigger cells are available and not eaten up
by smaller cells which might have overlapping content. For example, for the two column query
row ‘New York City | New York’, matches for ‘New York City’ are searched first.
This implementation of SegmentAndMatch reuses ApproxMatch to figure out if there
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Input: List L, Query table Q
Output: Labeled set T , Segmentations {ŝ(r)}r∈T
G ← edge-less bipartite graph with nodes from Q ∪ L
foreach record r ∈ L, row q ∈ Q do
if ApproxMatch(q, r) then
(ŝ(r, q), score) ← SegmentAndMatch(r, q)
Add edge (q, r) with weight=score to G
end
end
M ← MaxWeightMatching(G)
T ← {r ∈ L|M(r) is defined}
Y ← MaximumColumnSet({ŝ(r, M(r))}r∈T )
T ← {r|r ∈ T , ColumnSet(ŝ(r, M(r))) = Y }
return T , {ŝ(r, M(r))}r∈T
Algorithm 5: Labeled Data Generation
are matches for a cell or not. Approximate match queries can be easily answered by constructing
an in-memory index on the tokens of r. The score of the output segmentation ŝ(r, q) is simply
the number of cells of q which had an approximate match in r.
Soft Edge-Weights
The ApproxMatch algorithm used by the hard approach is based on hard thresholds on the
leeway allowed for approximate matches, e.g. maximum number of token insertions/deletions
allowed. Also, the notion of a match is still based on string exactness — some query cell tokens
have to occur in the segment.
For this reason, the hard approach usually outputs high precision labelings, but still misses
out on close matches, such as ‘George Bush’ and ‘George H. W. Bush’ (say when a leeway
of only one extra/less token is allowed). However if we know that this query cell has a type
‘PersonName’, then we can potentially expand the match to include the entire name correctly.
With this intuition, we define a soft scoring function SoftScore(s, q, c) → [−1, 1], which
given a candidate record segment s, a query row q and a particular column c, outputs a normalized similarity score of the query cell qc matching s. SoftScore takes into account the type of
the column c. Training classifiers for inferring the type of a table column, and building type115

specific SoftScore functions are independent tasks that are done offline. We assume that such
functions are already available to us.
For our purpose it suffices to assume that a score of −1 denotes extreme dissimilarity
between s and qc , and a score of 1 denotes exact string match, and inexact matches take intermediate values. Now if we assume that row q is indeed matched with record r, then the best
segmentation ŝ(r, q) and its score are given by:
ŝ(r, q) = argmaxs:s segmentation of r

X

SoftScore(s, q, c)

(6.1)

(s,c)∈s

where SoftScore outputs zero for unmapped segments, i.e. SoftScore(., q, −1) = 0. Observe
that this objective is decomposable over individual segments, so it can be easily computed using
dynamic programming by recursing over the length of r. Thus the soft implementation of
SegmentAndMatch returns a segmentation and score after maximizing Equation 6.1.

6.2

Collective Training Using Content Overlap

The second step in robust extraction is to complement the scarce labeled data using content
overlap in unlabeled data across various related sources.
Our goal is to train D Conditional Random Fields (CRFs) corresponding to the D un/semistructured data sources from which we wish to extract the columns of a query table Q with a
small seed set of rows. We again stress that separate models are required because the sources
vary a lot in their feature sets, so learning a single model for all the lists does not make sense.
Possible Approaches: Before we present our collective training framework, we briefly summarize prior approaches that might be relevant here. We shall discuss such approaches in detail
in Section 6.3. These approaches come in various categories: (a) Joint training approaches
like multi-task or multi-view learning that train multiple models but for a single source without
any notion on overlap (b) Approaches that reward constraint-satisfaction, like agreement-based
learning and Posterior Regularization [82, 39]. These are quite relevant, and we discuss them
in detail in Section 6.3. However these have typically been applied only with two sources with
highly simplistic forms of overlap. (c) Sequential approaches like Co-Training, Co-Boosting or
Two-view Perceptrons [10, 28, 17] that transfer labeled data across sources (again, usually just
two sources) and are prone to error cascades.
116

We now describe our collective learning framework for training multiple CRFs. The CRF
for a source d ∈ {1, . . . , D} defines a distribution Pd (y|x) over a vector of output labels y =
y1 , . . . , yn given tokens x = x1 , . . . , xn of a single record x in d. Each yp ∈ y takes one
of a discrete set L of labels denoting the columns of the query3 and a special label “None of
the above”. The distribution is constructed from a feature set f d (x, y) that captures various
properties of the context in which data is laid out in the source d, including the presence of
delimiters, HTML tags, frequent words, order of labels, and so on:
Pd (y|x, wd ) =

1
exp(wd · f d (x, y))
Z(x, wd )

(6.2)
i

Each source d comes with a small set of md labeled records Ld = {(Xid , Ỹd )|i = 1, . . . , md }
(obtained using the techniques in Section 6.1) ; and nd unlabeled records Ud = {Xi |i = md +
1, . . . , md + nd } where md << nd .
As seen in Section 2.1.1, the traditional goal of training is to find a wd that maximizes the
regularized likelihood of the labeled data Ld (recalling Equation 2.6):
X

LLd (Ld , wd ) =

i

log Pd (Ỹd |Xid , wd ) − γ||wd ||2

(6.3)

i
(Xid ,Ỹ d )∈Ld

As |Ld | is small, the weights wd are not trained adequately and are often prone to over-fitting.
Our goal is to improve upon traditional training by exploiting text overlap in the unlabeled data
of the various sources. We next describe how the overlap is represented.
Representing overlap We formally represent overlap as an agreement set A comprising of
a set of shared segments. A shared segment is a piece of contiguous text that occurs in the
records of two or more sources, e.g. Trinidad and Tobago in Figure 6.1. Thus each shared
segment C ∈ A is associated with a span of tokens t and a list of triples (d, i, r) indicating
the source d, the record i ∈ Ud , and the contiguous range of tokens r ∈ i that matches t.
We do not assume any mutual exclusion between shared segments, and in general each shared
segment repeats across an arbitrary number of sources and has an arbitrary length. Also, a
shared segment can repeat in records from the same source, but we prohibit a shared segment
from spanning two different spans of the same record for reasons of tractability. Figure 6.3(a)
presents an example of an agreement set comprising of four shared segments. Assume that
3

In practice, the label space is encoded in a finer grained fashion denoting the begin, continuation, end of labels

as in standard information extraction [103]
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(1,1)
1987 Matthew “Matt” Groening

:

Simpsons .

Mat.

(1,1)

Mat.

Matt

(2,1)
FOX – Matthew “Matt” Groening , The Simpsons , 23rd
(3,1)
Emmy winner

Simp.

Gro.

Gro.

Matt
,

The

(2,1)

Matt Groening , The Simpsons creator

(b)

(a)
Matt

(c)
Simp.

Gro.
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(d)
Mat.
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,

Simp.
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(e)
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,
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Figure 6.3: (a) Three samples sentences from different sources with A={(Matthew Matt Groening), (Matt Groening), (Matt Groening , The Simpsons), (Simpsons)} (b) The fused graph (c)-(f)
Per-segment partitioning that defines one fused model per segment (g)-(h) Tree partitioning that
partitions A and forms a tractable fused model for each part. Parentheses denote (source-id,
record-id) for the chains.
the three sentences are first records of three different data sources. The first shared segment
corresponding to the five token sequence t = “Matt Groening , The Simpsons” includes two
member triples (2, 1, [4 . . . 8]) and (3, 1, [3 . . . 7]) since it appears in the first record of sources 2
and 3 at token spans [4 . . . 8] and [3 . . . 7] respectively. For now we assume that A has already
been computed. In Section 6.2.6 we present our strategy for principled computation of the
agreement set.
We now use the agreement set A to augment the baseline objective of Equation 6.3. To
the base term, we add the log-likelihood of the D models agreeing on the labeling of shared
segments in A. We define this likelihood next.
First, let Y be a random variable vector that denotes the concatenation of all the record
labelings Yid , i ∈ {1, . . . , md + nd }. Since the individual record labelings are independent of
each other, we have
P(Y|X, w1 , . . . , wD ) ,

Y

Pd (Yid |Xid , wd )

(6.4)

(d,i)

where (d, i) denotes record i in source d as before, and X , {Xid |∀i, d}.
A given Y is consistent w.r.t. A iff for each segment in A, Y assigns the same labeling
to all its occurrences. Therefore we define the following set of consistent labelings that lead to
agreement:
YA , {Y : ∀C ∈ A, (d, i, r), (d0 , i0 , r0 ) ∈ C : Yid,r = Yid0 ,r0 }
118

i.e. each shared segment C ∈ A gets the same labeling for all its occurrences.
We define the log-likelihood of agreement w.r.t. A as:
LL(YA , W) , log Pr(YA |W) = log

X Y

Pd (Yid |Xid , wd )

(6.5)

Y∈YA (d,i)

where W is shorthand for (w1 , . . . , wD ). Our goal now is to jointly train w1 , . . . , wD so as to
maximize a weighted combination of the traditional likelihood of the labeled data and that of
agreement over A:
max

X

w1 ,...,wD

LL(Ld , wd ) + λLL(YA , W)

(6.6)

d

where λ is a balancing parameter set using cross-validation.

6.2.1

Computing LL(YA , W)

It is clear that for agreement sets containing arbitrarily overlapping shared segments spanning
many sources, the computation of LL(YA , W) explicitly via Equation 6.5 is not tractable because the space of labelings YA could be exponentially large. In this section we show that
LL(YA , W) is equivalent to the log of the partition function in a suitably defined graphical
model. This connection enables us to apply well-known algorithms from the extensive graphical model inference literature for computing LL(YA , W).
Substituting Equation 6.2 in Equation 6.5, we get
LL(YA , W) = log

X
Y∈YA

X
X
exp(
wd · f d (Xid , Yid )) −
log Z(Xid , wd )

(6.7)

(d,i)

(d,i)

The second part in this equation is the sum of the log-partition function over individual records
which also appears during normal CRF training and can be computed efficiently. The first part
is equal to the log-partition function of a fused graphical model GA constructed as follows.

Fused Model for A: Initially, each record (d, i) uses its distribution Pd (.) to create its base
chain model Gd,i , which has one node per token in Xid . Next, for each shared segment C ∈ A,
and for each pair of its occurrences (d, i, r), (d0 , i0 , r0 ) ∈ C, we collapse the nodes of the span r
in Gd,i with the corresponding nodes of the span r0 in Gd0 ,i0 , along with the corresponding edges.
Figure 6.3(d) shows the fused graph after collapsing on the shared segment “Matt Groening”.
We do this successively for each segment in A to get the final graph GA . Figure 6.3(b) shows
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the final graph after collapsing on all the four shared segments. Since the graph fuses shared
segments together, we call it a fused model.
We now define the log-potentials for GA . Let K be the number of nodes in GA and
z1 , . . . , zK denote random variables for the node labels. Every node j in the initial graph Gd,i
is now mapped to some final node k ∈ 1, · · · , K, and let this mapping be denoted by π(d, i, j).
The log-potential for a node k in GA is simply an aggregate of the log-potentials of the chain
nodes that collapsed onto it.
θk (z) ,

X

wd f d (Xid , z, j)

(6.8)

(d,i,j):π(d,i,j)=k

and the log-potential for an edge (k, `) is the aggregate of the log-potentials of the edges that
collapsed onto it:
X

θk,` (z 0 , z) ,

wd f d (Xid , z 0 , z, j)

(6.9)

(d,i,j):π(d,i,j−1)=k,π(d,i,j)=`

The above θ parameters now define a distribution over the fused variables z1 , . . . , zK as
follows:
PA (z|θ) =

K
X
X
1
θk (zk ) +
θk,` (zk , z` ))
exp(
ZA (θ)
k=1
(k,`)∈GA

where ZA (θ) is the partition function of the distribution:
ZA (θ) =

X
z0

X
X
exp(
θk (zk0 ) +
θk,` (zk0 , z`0 ))
k

(k,`)∈GA

Observe that fusing the nodes trivially leads to agreement on their labels, and that log ZA (θ)
is the same as the first term of Equation 6.7. If the set of shared segments in A is such that
the fused graph GA has a small tree-width, we can compute log ZA (θ) efficiently. Since this
is rarely the case, we need to approximate the term in various ways. We discuss several such
approximations in Section 6.2.3.
To summarize, we equated the problem of computing LL(YA , W) to a better understood
problem of computing the log partition function of a graphical model [60]. With this reduction,
for example, we can characterize the complexity of the problem precisely as O(K|L|T ) where
|L| is the number of labels, and T is the tree-width of the fused graph. For large T as the problem
gets intractable, many well-known approximations can be used as discussed in Section 6.2.3.
Also, we will see how this understanding will guide us to develop a faster and more accurate
partitioning-based approximation (Sections 6.2.4, 6.2.5).
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6.2.2

Training algorithm

The overall training objective of Equation 6.6 is not necessarily concave in wd because of the
agreement term with sums within a log. One possibility is to use the EM algorithm over a
variational approximation of the objective with extra variables [82, 41]. EM will give a local
optima if the marginals of PA can be computed exactly. Since this cannot be guaranteed for
general fused graphs, we also explore the simpler approach of gradient ascent. In Section 6.5
we show that gradient ascent achieves better accuracy than EM, while also being much faster.
The gradient of LL(YA , W) with respect to the weight wd,t of a node feature fd,t in source
d, is:
i

|Xd |
XX
X
∂LL(YA , W)
=
(µA,π(d,i,j) (y|X) − µd,j (y|Xid ))fd,t (Xid , y, j)
∂wd,t
i∈U j=1 y

(6.10)

d

where j varies over the tokens in Xid , and µd,j , µA,j 0 denote the marginal probability at variable
j of Pd , and variable j 0 of PA respectively. The derivative with respect to an edge feature can be
computed similarly. Thus if the feature fd,t has the same expectation under the agreement model
PA and the chain model Pd , its gradient is zero. The E-step of EM requires the computation of
the same kind of marginal variables. These marginals are computed using the same inference
algorithms that compute the log-partition ZA (θ), and we discuss the various options next.

6.2.3

Approximations

In formulations where computing the objective and gradient requires solving an intractable
inference task, the standard approach in machine learning is to use approximate inference [60].
In general, any available sum-product inference algorithm like Belief Propagation (BP) and its
convergent tree-reweighted versions (TRW) [89, 64] can be used for approximating ZA (θ) and
the marginals required by the gradient. However, these typically require multiple iterations
and can be sometimes slow to converge. [82] proposes an efficient one-step approximation that
reduces to a single step of the TRW family [64] where the roles of trees are played by individual
chains. As in all TRW algorithms, this method guarantees that the log-partition value it returns is
an upper bound, but for maximization problems upper bounds are not very useful. We will show
in Section 6.5 that accuracy-wise, this approximation is quite poor compared to BP. However
with approximations such as BP, the convergence of the outer gradient ascent loop is quite slow.
Another downside of these approaches is that there is no guarantee that the approximation leads
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to a valid probability distribution. For example, we often observed that the approximate value
P
of ZA (θ) was greater than d,i log Z(Xd,i , wd ) causing PA to be greater than 1.
We therefore explored a second form of the objective where instead of enforcing joint
agreement over all shared segments in A, we partition A into smaller subsets A1 , . . . , AR
such that each Pr(YAk ) is easy to compute, and ∩k YAk = YA . We then replace Pr(YA ) by
Q
P
k Pr(YAk ), thus replacing the corresponding log-likelihood term by
k LL(Ak , W). Before
we present our general strategy in Section 6.2.5 to partition A, for simplicity we describe its
very special case.

6.2.4

Per-segment Partitioning

This scheme partitions A by assigning each shared segment C ∈ A to its own partition. GA is
now replaced by several simpler graphs, each of which has its nodes fused only at one shared
segment. Figures 6.3(c)-(f) illustrate this partitioning for the example of Figure 6.3(a). The
probability Pr(Y{C} ) of agreement on occurrences of a single shared segment C simplifies to
Pr(Y{C} ) =

X

Y

Pd (Yid,r = Y|Xid , wd )

(6.11)

Y∈Y C (d,i,r)∈C

where YC is set of all possible labelings for any occurrence of the shared segment C, and
Pd (Yid,r = Y|.) is the marginal probability of the span r in record (d, i) taking the labeling Y
under Pd .
This partitioning is useful for two reasons. First, since C spans contiguous tokens, the
fused graph of Pr(Y{C} ) is always a tree, e.g. the ones in Figures 6.3(c)-(f). Second, since
for trees we can use sum-product to compute Pr(Y{C} ) instead of Equation 6.11, we can use
arbitrarily long shared segments instead of choosing unigram shared segments, usually the
norm in extraction applications (e.g. [108]).
Empirically, we found that this partitioning yielded an accuracy better than doing approximate inference on the globally fused graph GA , while being significantly faster. However, in
absolute terms, the running time of this approach is still high because it creates as many repetitions of a chain as the number of shared segments in which it appears (e.g. Figures 6.3(c)-(f)).
We next present a more general partitioning strategy that directly minimizes total runtime, while
ensuring that the fused graph of each partition remains a tree where inference is tractable.
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6.2.5

Tree-based Partitioning

Our goal4 is to partition A into disjoint sets A1 , . . . , AR (R unknown) and compute

QR

i=1

Pr(YAi )

instead of Pr(YA ). Each Pr(YAi ) will be computed using exact inference (i.e. sum-product),
which is linear in the number of nodes of GAi and exponential in the tree-width of GAi .
Therefore the key desiderata for a good partitioning are: (a) For every partition Ai , its
fused graph GAi is a tree (for tractability of sum-product) (b) Total number of nodes across
all GAi should be small, as the runtime is linear in it, and (c) Two or more shared segments
that overlap or are adjacent in many chains should ideally be in the same partition to preserve
Q
correlation of agreement during training. That is, our approximation Pr(YA ) ≈ i Pr(YAi )
has a low error.
The per-segment partitioning of Section 6.2.4 passes only the first criteria and is the worst
with regards to the other two. In contrast when A remains unpartitioned, it fulfills the last two
criteria trivially but not the first. So we are looking for a partitioning somewhere between these
two extremes.
We observe that the last two criteria can be satisfied with just one metric — minimizing
the number of nodes in every GAi . This is because when two (or more) shared segments that
occur in many common chains go in the same partition, they reuse a lot of nodes in the fused
graph. Thus minimizing the number of nodes forces us to club together such segments in the
same partition. Keeping this in mind, we write our partitioning goal as:
min

R,A1 ,...,AR

R
X

#nodes(GAi )

(6.12)

i=1

s.t. Each GAi is a tree ∀i = 1, . . . , R
We now show that this objective is NP-hard.
Theorem 6.1 The objective in Equation 6.12 is NP-hard.
Proof We reduce the following NP-hard problem to our objective: Given a graph H, partition
its vertices so that each part induces a forest and the number of edges with both endpoints in the
same part is maximized.
4

This tree-based partitioning method should not be confused with the Tree re-weighted message passing (TRW)

method [64] — the former partitions A so that the objective is approximated to a product of tractable probabilities,
whereas the latter is a method of approximating the partition function value that appears in the numerator of the
original objective as discussed in the beginning of Section 6.2.3.
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The reduction is as follows. Each edge e = (u, v) ∈ H defines a three-node chain u−e−v.
Each vertex u defines a shared segment of length 1, and node e is not in any shared segment.
Thus a vertex set in H corresponds to a set of segments, and it will induce a forest iff the
segment set’s fused graph is a forest.
Also, for a vertex set V in H, the number of nodes in the fused graph of the corresponding
segment set is just three times the number of chains, which in turn is (sum of degrees of vertices
in V - number of edges in the forest induced by V ). Summing up, the total number of nodes
is just 6 * number of edges in H - 3 * total number of edges with both endpoints in the same
set. Thus minimizing the number of nodes is the same as maximizing the number of edges of
H with endpoints in the same part.

We now present a greedy agglomerative partitioning algorithm to solve the objective in
Equation 6.12. This scheme, described in Algorithm 6, works in two phases. Phase one begins
with the per-segment partitioning of Section 6.2.4 and merges adjacent or overlapping segments
as follows. In each round the algorithm picks a set Ai in the partition, and a shared segment C 6∈
Ai , and adds C to Ai if GAi ∪{C} remains a tree, and C is adjacent to at least one of the segments
in Ai . Ai and C are greedily chosen so as to minimize #nodes(GAi ∪{C} ) − #nodes(GAi ) −
#nodes(G{C} ). As an example, consider Figure 6.3(a), and let Ai = {Matt Groening}. We
can add the segment “Matt Groening , The Simpsons” to it because it does not create a cycle.
But, we cannot add “Simpsons” to Ai . It is easy to see that the partitioning at the end of phase
one will be {{“Matt Groening”, “Matthew Matt Groening”, “Matt Groening , Simpsons”},
{“Simpsons”}} whose fused models are trees, as shown in Figures 6.3(g) and 6.3(h).
When no (set,segment) pair can be merged, the algorithm moves to phase two. In a round
in phase two, the algorithm picks two sets Aj , Ak and merges them if the segments in Aj and Ak
have exactly one common chain, i.e. |{(d, i) | ∃C1 ∈ Aj , C2 ∈ Ak : (d, i, .) ∈ C1 ∧ (d, i, .) ∈
C2 }| = 1. Since there is only one common chain, merging the sets cannot introduce a cycle and
GAj ∪Ak will be a tree. Again the set pair to be merged is chosen using the greedy criteria.
The key step in the algorithm is checking for adjacency and cycle creation in phase one.
Algorithm 7 describes this check for adding a shared segment C to partition Ai . The check is
fairly intuitive to see, as illustrated in Figure 6.4. In the fused graph of Figure 6.4(a), if we try to
fuse the nodes for the unigram segment ‘c’, then we introduce a cycle (Figure 6.4(b)) as all the
occurrences of ‘c’ are not adjacent to the common ancestor (the fused node marked ‘a’). On the
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Input: A
Output: A partition of A
P ← Each segment in its own set
Initialize G{C} for each {C} ∈ P
/* Phase One */
repeat
Find Ai , {C} ∈ P such that MergeValid(Ai , C) and which maximize node
reduction
if Ai , {C} found then
P ← P \ {C}
Ai ← Ai ∪ {C}
Update the data-structures in GAi
end
until change
/* Phase Two */
repeat
Find Aj , Ak ∈ P such that OneChainCommon(Aj , Ak ) and which maximize node
reduction
if Aj , Ak found then
Aj ← Aj ∪ Ak
P ← P \ Ak
end
until change
return P
Algorithm 6: PartitionAgreementSet(A)
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other hand the graph of Figure 6.4(c) can fuse the occurrences of ‘c’ to get a new fused graph
(Figure 6.4(d)) which is a tree. Similarly in Figure 6.4(e), the three occurrences of the shared
segment ‘fac’ can be merged because their common ancestor ‘a’ lies inside every occurrence.
Therefore Algorithm 7 works as follows. It maintains the fused graph GAi (which is a
tree since it is acyclic) for Ai . Given C, it locates its occurrences in GAi and sees if they can
be fused without introducing a cycle. This is true if every pair of occurrences has the same
common ancestor in GAi , and either this ancestor is adjacent to all the occurrences, or is inside
all the occurrences. In practice is done by storing tree branch information in GAi .
When we apply this algorithm to the fused graph of Figure 6.3(e), we see that the three
occurrences of “Matt Groening” are at distances 1,2,2 from the common ancestor (the fused
Simpsons node) so the check fails. In contrast, both the occurrences of “Matt Groening , The
Simpsons”, contain their common ancestor (again, the Simpsons node), so the check succeeds.
The main merit of the two-phase algorithm is that, by delaying the merging of non-adjacent
segments to phase two, the bottom-up algorithm is able to assign higher priority to the merging
of adjacent segments.
Input: Set of shared segments Ai , shared segment C
Output: Boolean check for merge-ability of C and Ai
rj ← j th occurrence span of C in GAi , ∀j
u ← Unique lowest ancestor node in GAi of every pair (rj , rj 0 )
/* u may not exist or u may be inside a span(s) */
if u exists and (u is adjacent to every rj or u is inside every rj ) then
return true /* adjacent and merge-able */
end
return false
Algorithm 7: MergeValid(Ai , C)

6.2.6

Generating the agreement set

So far we have assumed the presence of A, and not discussed the process of generating clean
agreement sets. The importance of this step cannot be overstated; as we shall see in Section 6.5,
even the best collective training schemes can get derailed by noisy/inadequate agreement sets.
Therefore in this section we present a principled unsupervised strategy for finding agreement
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Figure 6.4: (a),(c),(e): Three different fused graphs, each of which is fused on the unigram
segment ‘a’. (b),(d): Resulting fused graph after merging the occurrences of ‘c’ in (a) and (c)
respectively. (f): Merging the occurrences of segment ‘fac’ in (e)
.
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sets. This has interesting parallels with other learning tasks e.g. semi-supervised learning, where
recent work has shown the importance of creating good neighborhood graphs [51].
Traditional collective extraction methods have not focused on the process of finding quality agreement sets. These methods simply announce arbitrary repetitions of a unigram as a
shared segment [108, 36, 74]. This is inadequate because of two reasons. First, unigram segments cannot transfer any strong first order dependencies across records and sources. Longer
shared segments are essential for that. Second, blindly using repetitions of a token (or even ngram) as a shared segment can inject a lot of noise in the agreement set. For example, enforcing
agreement on two random occurrences of “America” is not advisable as their true labels might
be different (Organization as in Bank of America, vs Place as in United States of America).
Instead we present a more principled strategy for generating agreement sets. We make
the working assumption that significant content overlap across sources is caused by approximate duplication of records, modulo any differences in style. This is predominantly true in
organically created HTML lists on the web. Our approach works in two stages (pseudo code as
Algorithm 8).
The first stage groups records into clusters of approximate duplicates. In the second stage,
for each group, we find maximally long segments that repeat among records inside that group,
and output these as shared segments. By limiting ourselves to generating shared segments
among similar records, we increase the chance that segment occurrences refer to the same
field(s) and should be labeled similarly.
Our algorithm for computing the groups in the first stage is also different from conventional clustering and is designed to exploit our observed pattern of duplicates within and across
sources. First, we group together any almost-duplicate records within a source (these are rare
in practice). Next, we merge record groups across sources using multi-partite matching. Since
this is NP-hard, we employ the following phased scheme: First, we order the sources using
a natural criteria such as maximizing pairwise similarity with adjacent sources. Each record
group in the first source forms a cluster. In phase d, we find a bipartite matching between
source d + 1 and the clusters formed by sources 1, . . . , d. The edge weight between clusters g
and g 0 is the best similarity score between any record of g and any record of g 0 . Similarity is
measured by a user-specified function like Jaccard or TF-IDF. A record group in source d + 1
is assigned to the cluster to which it is matched. Unmatched record groups form new clusters.
The procedure then moves to phase d + 1.
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We will empirically show that this two-stage agreement set generation method finds more
accurate shared segments than the traditional methods for generating unigram segments mentioned earlier.
Input: {Xid : d = 1, . . . , D, ∀i ∈ Ud }
Output: A = set of shared segments
Set of clusters S = empty, A = empty
/* First stage */
for d = 1 . . . D do
Sd = Cluster records of source d to collapse duplicates
Find bipartite match between record groups in S & Sd
Update S by merging matched groups and creating new clusters for unmatched
groups in Sd
end
/* Second stage */
for record group g ∈ S do
Add to A all maximal segments that repeat across records in g
end
return A
Algorithm 8: Generating the agreement set A

6.3

Related Work

We first discuss prior work related to the use of input structured records during training. Subsequently we discuss the collective training problem, which at a top-level is a special case
of multi-task learning and semi-supervised learning both of which have been extensively researched on a variety of settings. We discuss the subset of this literature that is most related to
our setting.

Using structured records for training A vast majority of extraction methods assume the
presence of fully labeled unstructured records and treat structured records as extra information
beyond labeled unstructured data [90, 23, 104]. Some of these methods [27, 104] use structured
records in the form of entity and attribute dictionaries, whose entries are used as CRF features
129

during training, e.g. if a text span occurs in the dictionary of cities, then the corresponding
feature is activated. Building such dictionaries is possible only in fixed-domain extraction tasks
and only for limited entity types. Even among methods [97, 1, 34] that do not require fully
labeled unstructured records, the success of the proposed methods depend on the presence of a
large database of structured records. The structured records are used to directly learn models,
but again, large dictionaries are usually limited to fixed-domain extraction tasks. In our case,
the user query gives us only a few seed structured records. Therefore, it becomes essential to
match the unstructured data with the seeds as carefully as possible for creating reliable training
data. We are not aware of any work that addresses this problem.

Multi-task and Multi-view learning

Multi-task learning [3] trains models for multiple re-

lated tasks on a single source. The models are coupled by exploiting shared feature representations between the tasks. In contrast we train multiple models on different sources for the same
task, without assuming any shared feature representations, but using content overlap across the
sources.
Our setup also generalizes multi-view learning [17, 41, 40] which trains multiple models
for the same task using different feature sets for a single source. Thus multi-view learning trivially enjoys complete agreement sets — i.e. the entire record is common across all the views.
Early multi-view methods include Co-Boosting [28], Co-Training [10], and the two-view Perceptron [17] that train two models in tandem by each model providing labeled data for the
other. A detailed comparison of these models in [39] show that these methods are less robust
than methods that jointly train all models using a posterior regularization framework described
next.

Posterior Regularization The posterior regularization framework (PR) [39] trains a model
with task-specific linear constraints on the posterior, using a variational EM-algorithm. PR has
been shown to have interesting relationships with similar frameworks [81, 86]. When applied
to multi-view learning [41], PR aims at minimizing the Bhattacharayya distance between the
posterior distributions of the different views. This has two key differences with our setup. First
their agreement set contains full records instead of arbitrary segments, and has no noise as the
records across views are known duplicates instead of assumed ones like in ours. Second, they
use a different agreement term. With only two sources s and s0 , and only one shared segment c,
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Figure 6.5: Comparing the agreement (left) and multi-view (right) losses over two binomial
posteriors
p
Ps (yc )Ps0 (yc ), P. (yc ) being the marginal of c. This is maximized when
yc
P
the two marginals are identical. In contrast, our term of log yc Ps (yc )Ps0 (yc ) is maximized

their term is log

P

when the marginals are identical and peaked. A maxima of our term is a maxima of their term
but not vice versa. For example, starting with one peaked and one flat (i.e. weak) model,
PR might make the peaked model flat as well, but our term will not and will strengthen the
weak model instead. Figure 6.3 plots the two terms for two binomial posteriors. Another key
difference is that PR cannot use gradient descent as its gradient is really difficult to approximate
and methods like Belief Propagation do not apply on the Bhattacharayya distance objective.

Agreement-based learning In agreement-based learning [82, 83] the goal is to train multiple
models so as to maximize the likelihood of the labels agreeing on shared variables. This framework is highly special because it assumes that each output variable is either labeled, or requires
agreement among all D models — this trivially holds for two sources where these methods
have been applied. In our case any subset of models can be required to agree on any subset of
variables, and the number of sources is much larger than two. This makes our inference task
significantly more challenging. We discussed the approximate inference technique proposed by
[82] in Section 6.2.3, and in Section 6.5 we will show that our partitioning-based technique is
much more accurate.

Label transfer Another set of approaches transfer labeled data from one source to the next.
One such inexpensive approach is an asymmetric staged strategy of training the model for a
more confident source first, transferring its certain labels to the next source and so on. This
requires a good ordering of sources to avoid error-cascades. In Section 6.5, we show that even
with suitable heuristics, this scheme suffers from huge performance deviations. Similar label
transfer ideas have been used in training rule-based extraction wrappers [21].
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Inference-only approaches

Another option is to train the base models independently, and

exploit overlap at deployment via collective inference. Such methods have been used in a
variety of NLP tasks [108, 36, 74]. These methods usually define shared segments only over
unigrams, with no focus on controlling their noise. The most common practice is marking
arbitrary repetitions of a token as a shared segment. In Section 6.5, we show that our collective
training methods are significantly better than collective inference, even with identical agreement
sets. A key limitation of inference-only approaches is that they cannot benefit records that do
not contain shared segments.

6.4

Putting it all together: The World Wide Tables (WWT)
system

In this section we describe the World Wide Tables (WWT) system that demonstrates the techniques of this chapter. WWT is a table materialization system — a user gives a structured table
with 2–3 rows, and the system extracts more such rows from unstructured sources on the web,
HTML lists in this case. Though there are multiple sources, the final output is still a single table
whose construction requires consolidation across sources (to remove duplicate extractions) and
ranking (to account for relevance and uncertainty of extracted records).
The extraction sub-task is an instance of open-domain user-driven extraction on the web,
and possesses both the characteristics mentioned in this chapter — low supervision (only 2–3
rows are input by user), and overlap across the multiple related lists.
Figure 6.6 gives the architectural overview of WWT. We give only a brief description
of every component as the scope of this thesis is extraction methods, which we have already
covered in considerable detail. We encourage the reader to refer to [45] for details of the other
components.
As seen in Figure 6.6, the execution pipeline of WWT is split into the following steps: (a)
List crawling and selection from the web (done offline) (b) List indexer, that retrieves top-k lists
relevant to a query table (c) Resolver, that defines and also does unsupervised training of similarity functions to be used for processing a given query, and also infers the type of the columns
specified in the query. These are used to generate labeled data for the extractor CRFs. (d) Extractor, that trains CRFs and uses them to extracts structured rows from the unstructured HTML
lists (e) Consolidator, that merges the extracted tables into a single table after de-duplication.
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Figure 6.6: System architecture of WWT. An instance of the query table and the extraction
module is illustrated in Figure 6.1.

The de-duplication also uses the similarity functions defined by the resolver (f) Ranker, that
ranks the rows of the consolidated table and presents it to the user. These components are
briefly described in the subsequent sub-sections.

6.4.1

List Crawler and Selector

WWT first builds an indexed repository of HTML lists by crawling the web offline. A list
selection module extracts lists from web pages and throws away lists that are too verbose or
navigational. The heuristics used to discard an HTML list are: (a) The list has less than 4 or
more than 300 records, (b) it has even one record more than 300 bytes long, (c) more than 20%
records do not have delimiters (d) more than 70% of records are contained inside anchor tags.
Using these heuristics, we get around 16 million lists from a web-crawl of 500 million pages.

6.4.2

List Index

We treat each list as a document and index it using Lucene5 . A more expensive alternative is
to store each list record as a separate Lucene document, which allows more precise row-level
query answering. However, we prefer the list-as-document indexing model as it keeps the index
5

http://lucene.apache.org
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more compact. The monolithic index on our corpus is 11Gb big, although it can be split into
shards for performance reasons.
In response to a query table, the index is probed by creating a bag of words query from
the contents of the table. The top-K matching lists based on Lucene’s inbuilt ranking criteria
are returned (Figure 6.6).

6.4.3

Resolver

The resolver takes a query table and first infers the type of each column. For this it uses a userconfigurable type hierarchy (some sample types are PersonName, Number, ShortText, Phone,
and Currency). The type information along with the contents of the table is then used to build
two kinds of objects — row and cell resolvers. A cell resolver is built for each column in the
query. Given a query row r, a column c, and a text s , the cell resolver for c returns a score
of how well does s match the content of the cell c in r. Cell resolvers for a type use similarity
functions useful for a type (e.g. Cosine with TF-IDF weights on words for the type ‘Text’).
These type-specific resolvers are further adapted to the given query column using unsupervised
training. Exact duplicates in the column are treated as positive examples for the similarity
function while all other pairs are negative examples.
The row resolver takes as input two rows and returns a score of them resolving to each
other. It uses the cell resolvers as subroutines to resolve constituent columns of the input rows.
The cell resolvers are combined using a Bayesian network, whose parameters are again trained
in an unsupervised manner [45].
The cell resolvers are used to generate labeled data (by implementing SegmentAndMatch
in Section 6.1), while the row resolvers are used to compute duplicate rows (across the extracted
tables).

6.4.4

Extractor

The extractor module takes the source lists retrieved by the index, and trains CRF models on
those lists. To generate labeled training data, it uses the cell resolvers to mark potential segments
in the lists that match with some of the query cells. The extractor then trains CRFs with this
labeled data, and applies them to the lists, thus obtaining a table from each list (e.g. Figure 6.1).
Although Semi-Markov CRFs can be used here, we obtained almost identical accuracies with
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ordinary CRFs using the Begin-Continue-End-Unique (BCEU) encoding of the labels. The
extractor also attaches a confidence score with each row and cell entry for later use by the
ranker.

6.4.5

Consolidator and Ranker

Given a set of tables output by the extractor along with row and cell confidence scores, the consolidator merges the tables into one table. De-duplication is done using row-resolvers, whose
parameters are trained using statistics of the individual extracted tables. A cell in the consolidated table contains a set of cell values that resolve to each other and, one of these is picked as
the canonical entry based on cell probability scores output by the extractor.
The ranker combines the row and cell scores of a consolidated row into a single sorting
metric. Intuitively, a high scoring consolidated row is one which occurs in many extracted
tables, which has a high confidence score of extraction, and which contains values for most of
the ‘important’ columns in the query. These three criteria — support, extraction confidence,
and coverage of important columns can be combined in several ways, some of which are listed
in [45]. The top few ranked rows of the consolidated table are returned to the user as the answer.
Anecdotal Examples
We now show two examples of real-usage of WWT. They highlight the robustness of the system,
in the face of extraction errors, noisy (and often irrelevant) list sources, and incomplete data.
1. Table of Encyclicals of Pope Leo XIII: An encyclical is an important document sent out by
the Pope to high-ranking clergymen. Suppose we wish to compile a table of all such encyclicals
sent out by Pope Leo XIII. The relevant columns for an encyclical are: Latin Name, Subject,
and the Date. Table 6.1 shows a sample query table for this task (where column labels are shown
for clarity and are not part of the query), a sample HTML list relevant to the query, and a slice
containing a few rows of the final consolidated table. We omit the associated extraction scores
and final row weights for the sake of clarity.
For each consolidated cell we emphasize the canonical value, and beneath each consolidated row (shown shaded), we show the contributing rows extracted from multiple lists. Note
that list 0 does not possess the Subject field, and there are some minor differences between lists
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2 and 6. But consolidation accounts for these issues and returns a high quality table to the user.
2. Title Song in James Bond Movies: In Table 6.2 our goal is to extract tuples of the form
(Film, Title Song, Composer, Performer) for the title song in every Bond movie. In this case,
the lists provide different sets of attributes, and list 5 does not provide any attribute apart from
Movie. It is thus an almost useless source and can only be used to consolidate movie names
with other sources. Also note that the extractor for list 0 seems to be inadequately trained as it
provides wrong Performer and TitleSong values for the last two consolidated rows. However
the other sources output correct extractions, thus correcting the mistakes during consolidation.
This can be seen by observing that the canonical values for the consolidated cells are correct
inspite of the errors.

6.5

Experimental evaluation

We now present extensive experiments to evaluate our methods of labeled data generation and
collective training. These experiments are over several extraction domains covering a rich diversity of data characteristics.

50
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0%
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(a) Ratio of running time with Base which takes

(b) % reduction in error over Base which has error

11 and 17 seconds respectively for 3 and 7 training

16.7% and 12.7% respectively for 3 and 7 training

records.

records

Figure 6.7: Comparing different methods of exploiting overlap on running time and accuracy.
The legends are shared across the two bar charts and appear in the left to right order.

Task: We evaluate our framework on the table materialization task of WWT [45]. Our input
is a query table with only a few rows, and up to 20 potentially relevant HTML lists, and we
convert every list record into a structured row of interest to the user. The 20 lists are chosen by
using the cells of the query table to probe the WWT list index (16M lists obtained from a 500M
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Query Table
Latin Title

Subject

Date

Longinqua

On Catholicism in the United States

6 January 1895

Quamquam Pluries

On Devotion to St. Joseph

15 August 1889

Pastoralis

On Religious Union

25 June 1891

Part of a sample HTML list relevant to the query

Consolidated table (contains only shaded rows)
Longinqua

On Catholicism in the United States

January 6 , 1895

On Catholicism In The United States
List 0

Longinqua

List 1

Longinqua

On Catholicism In The United States

January 6 , 1895

List 6

Longinqua

On Catholicism in the United States

January 6 , 1895

Providentissimus Deus

January 6 , 1895

On the Study of Sacred Scripture

November 18 , 1893

On the Study of Holy Scripture

18 Nov 1893

List 0

Providentissimus Deus

November 18 , 1893

List 1

Providentissimus Deus

On the Study of Sacred Scripture

November 18 , 1893

List 2

Providentissimus Deus

On the Study of Sacred Scripture

18 Nov 1893

List 6

Providentissimus Deus

On the Study of Holy Scripture

November 18 , 1893

On the Recitation of the Rosary
Superiore Anno

August 30 , 1884
On the Rosary
30 Aug 1884
On the Recitation Of The Rosary

List 0

Superiore Anno

August 30 , 1884

List 1

Superiore Anno

On the Recitation of the Rosary

August 30 , 1884

List 2

Superiore Anno

On the Rosary

30 Aug 1884

List 6

Superiore Anno

On the Recitation Of The Rosary

August 30 , 1884

Table 6.1: Top: Sample query table for the relation ‘Pope encyclicals’. Middle: Slice of a
sample relevant HTML list relevant. Bottom: A slice of the final output. Only the shaded rows
are output, and the canonical value of each shaded cell is emphasized.
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Query Table
Film

Title Song

Composed by

Performer

Golden Eye

”GoldenEye”

Bono & The Edge

Tina Turner

Moonraker

”Moonraker”

Barry &, David

Shirley Bassey

Thunderball

”Thunderball”

Barry & Black

Tom Jones

Part of a sample HTML list relevant to the query

Consolidated table (contains only shaded rows)
Die Another Day

Die Another Day

-

Madonna

’Die Another Day’
List 0

Die Another Day

Madonna

List 3

’Die Another Day’

Madonna

List 5

Die Another Day
Dr . No

’The James Bond Theme’

Dr No

James Bond Theme

-

Monty Norman Orchestra
James Barry

List 0

Dr No

James Bond Theme

James Barry

List 3

Dr . No

’The James Bond Theme’

Monty Norman Orchestra

James Bond Theme

Monty Norman Orchestra

List 4
List 5

Dr . No
’All Time High’
’Octopussy’
All Time High

-

Rita Coolidge

Octopussy
Octopussy
List 0

Octopussy

Rita Coolidge

List 3

’Octopussy’

’All Time High’

Rita Coolidge

List 4

Octopussy

All Time High

Rita Coolidge

List 5

Octopussy

Table 6.2: Another example for WWT: A query table for the relation ‘James Bond title songs’.
Same interpretation as Table 6.1. Notice that different lists provide different sets of columns,
and List 5 provides only the movie name, which is almost useless for this query.
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Table 6.3: Properties of the datasets
Dataset Group

#

#Srcs

m = |L|

|A|

Records

Base error

% noise in |A|

50F

2

9

4.0

23

75

44.8

0.10

50M

3

11

4.3

202

223

45.4

0.11

40F

4

6

3.5

147

409

33.1

0.07

40M

4

14

4.5

235

344

32.7

0.12

30F

3

9

5.3

146

346

26.5

0.35

30M

14

10

4.4

413

336

23.9

0.21

20F

9

14

4.0

172

575

14.4

0.04

20M

7

13

4.0

959

831

13.4

0.11

10F

6

10

4.0

154

440

5.7

0.04

10M

6

15

4.0

436

493

3.9

0.13

All

58

11

4.2

348

451

16.7

0.15

Std

0

5.8

1.1

500

432

12.24

0.14

webpage crawl). We use dataset to denote a query table and its list sources.

Datasets:

We use a set of 58 datasets from [45] 6 . These cover various tables of interest,

e.g. Oil spills, University mottos, Caldecott medal winners, Supreme court cases etc. Figure 6.1
shows three lists from the Oil Spill dataset.
Our ground truth consists of every list token manually labeled with a relevant datasetspecific label. We measure extraction error as 100-F1 accuracy of the extracted entities. We
measure noise in an agreement set A as the percentage of shared segments which have any one
member disagreeing with the rest in their ground truth label.
Settings: Our experiments are with two query sizes – 3 and 7 seed rows. This mimics the
scarcity of user-supervision in our task.

All our numbers are averaged over five random

selections of the seed query rows. We set λ in Equation 6.6 using a validation set. Our base
extraction model is a CRF, one for every list as stressed before. Our CRF implementation
(http://crf.sourceforge.net) uses standard context features over the neighborhood
of a word including HTML tags and punctuation, along with class prior and edge features.
6

The original task had 65 datasets. We dropped those whose ground truth we could not independently re-verify.

Also, subsequently to [45] we have improved our similarity functions substantially, so even for the same datasets,
F1 numbers might differ.
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Our corpus of 58 real datasets forms an interesting benchmark for collective-training. It
spans more than 600 lists, and exhibits a wide spectrum of behavior in terms of error rate of the
base models, number of HTML lists, number of shared segments per record, noise in the agreement set, and so on. For ease of presentation, we cluster these 58 datasets into ten groups using
a paired criteria — error of the base models and relative size of the agreement sets. We create
five bins for errors: 40–50%, 30–40%, and so on, and two bins for agreement set: “M” (many)
when there are more than 0.5 shared segments per record and “F” (few) otherwise. Table 6.3
lists for each of the ten groups: the number of datasets (#), average number of sources (#Srcs),
number of labels (m = |L|), number of shared segments (|A|), number of records, error of base
models, and percentage of noisy segments in A. The last row in the table that lists the standard
deviation of these values over all 58 sources illustrates the diversity of the datasets. We evaluate
our algorithms for labeled data generation and collective training on these datasets.

Labeled Data Generation: We compare the soft and hard versions of SegmentAndMatch.
These are used to train a baseline linear CRF model that does not use any content-overlap. The
goal is to gauge the quality of these two schemes without incorporating any help from collective
training.
Collective Training Methods: We compare the following methods on extraction error and
training time.
1. Base: Baseline that independently trains each CRF
2. Four prior methods discussed in Section 6.3:
(a) CI: Collective inference at deployment after independently training each model
(b) Staged: Sequentially transferring labels from trained to untrained sources via shared
segments.
(c) PR: The EM-based posterior regularization method for multiview learning [41]
(d) TR1: The agreement maximizer of [82]
3. Our partitioning-based approach with two options:
(a) SegPart: Per-segment partitioning of Section 6.2.4
(b) TreePart: Our tree-based partitioning scheme of Section 6.2.5.
140

3 query rows

7 query rows

Edge-weights

F1-error (%)

Extraction time (s)

F1-error (%)

Extraction time (s)

Hard

21.3

5.3 ± 4.8

16.8

6.2 ± 5.5

Soft

16.7

11.0 ± 11.7

12.7

17.0 ± 20.0

Table 6.4: Comparing the Hard and Soft edge-weight generators for labeled data generation on
final extraction F1-error and runtime.
4. FullBP: Belief Propagation based approximate inference on the global fused graph GA
(Section 6.2.3)

For TR1, TreePart, SegPart, and FullBP, we also perform collective inference after collective
training.

6.5.1

Labeled Data Generation

Table 6.4 compares the Hard and Soft edge-weight generators (denoted Hard and Soft) in terms
of the extraction errors of their models, and the running time for the entire process (including
consolidation and ranking). The Soft approach is significantly better than Hard, achieving an
error of only 16.7% with just three query rows, whereas Hard needs 7 query rows to achieve a
similar error. This is mainly because Soft is able to locate a lot more query cells in the source
than Hard. This increase in recall is achieved at a slight loss of precision and marginal increase
in running time.
In terms of the end-end running time from labeled data generation to presenting the final
consolidated+ranked result to the user, the Hard approach takes an average of about 5 seconds
with 3 query rows, as compared to 11 seconds for Soft. This disparity is not only because
finding soft edge-weights is more expensive, but also because Hard does only a partial job. Soft
locates more query cells, hence more query rows, and so generates more training records than
Hard in many sources. Further, many sources which generated no training records under Hard
now generate some with Soft, necessitating model-training for them. These reasons, together
with the cascade effects on the consolidator and ranker increase the running time. Observe that
the standard deviation of running time is quite high. This is expected because the datasets have
wildly differing characteristics (ref. Table 6.3).
Finally we note that the runtime is still in the order of seconds, and almost all the queries
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run in under 30 (60) seconds for Hard (Soft). We have not done any parallelization, and we believe that with suitable techniques, this time can be brought down to 1–2 seconds. For example,
each CRF can be trained in parallel, and Soft can compute the weights for each edge in parallel
as well.
In all subsequent experiments, we use the Soft approach for generating labeled data we
have now established that it is much more accurate then the Hard approach.

6.5.2

Benefits of collective training

We now show that collective training can provide significant improvements over uncoupled
training. In Figures 6.7(a) and 6.7(b) we compare the different methods in terms of their total
runtime and relative error reduction they achieve over Base. A breakdown of these numbers on
individual dataset groups is given in Table 6.5. We make a number of observations from these
graphs:
First, observe that many schemes give significant error reduction over Base, asserting our
basic premise that overlap in unlabeled data is useful when labeled data is limited. Starting
from three training records, Base needs four more records to reduce the error by 25% (16.7%
to 12.7%). In contrast, our collective training approaches (TreePart, SegPart and FullBP), are
able to get a 26% error reduction by just exploiting overlap in unlabeled data. This shows that
careful methods of exploiting overlap can indeed compensate for unavailable training data in
open-domain extractions where asking a user for supervision is impractical.
Collective inference (CI) reduces error by 17% and 13% overall for three and seven training records respectively. In contrast, the staged approach overall performs worse than Base and
shows large swings in errors across datasets. It is highly sensitive to the ordering of sources,
and the hard label-transfer often cascades errors to all downstream sources.
SegPart provides the largest error reduction over Base of 27% and 19% respectively for
three and seven training records, and TreePart is a close second, followed by FullBP. The superiority of these methods over CI is primarily because the latter cannot benefit records with no
shared segments. This superiority persists even if we do not do collective inference after collective training. For example, SegPart without CI (denoted by “SegPart (No CI)” in Table 6.5) still
provides an error reduction of 23.5% for three training records. This shows that collective inference is best used in tandem with collective training and not alone. We also point out that the
gains of collective training are specially large for datasets whose base errors are in the 15-35%
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range, and which have large agreement sets.
The TR1 method (Table 6.5) achieves a training time close to TreePart and SegPart. However, its error reduction over base is only 19% as compared to >25% for SegPart and TreePart.
This is expected because TR1 performs only one iteration of message passing for the sake of
speed. However the error reduction of TR1 without collective inference (denoted “TR1 (No
CI)” in Table 6.5) is quite small at 9% and 4% for three and seven training records respectively.
This shows that TR1 does not train sufficiently good joint models and most of its limitations are
masked by collective inference. In contrast SegPart and TreePart provide significant benefits
even without collective inference.
Figure 6.8(a) displays the spread of relative error reduction of TreePart vs the absolute
error of Base for all the datasets using three training records. This plot shows that there are
many extraction tasks where TreePart achieves a substantial reduction in error (> 40%) even
for small values of base error. Only in four out of the 58 cases did error increase beyond 10%
after collective training. These error increments are explainable by noise in the agreement sets.
This is clear from Figure 6.8(b) showing that the benefits of TreePart over Base decrease as
agreement sets become noisier.
While SegPart, TreePart, and FullBP provide the best error reduction, TreePart achieves
the best runtime (Figure 6.7(a)). For three training records, it is twice as fast as SegPart, and
four times faster than FullBP, and the gains are larger for seven training records. This boost
corroborates that SegPart creates too many fused trees, while FullBP performs too many iterations of message passing. In terms of absolute running time for three training records, Base
takes 11 seconds average per dataset and TreePart takes 75 seconds while providing a 26% error reduction. Another advantage of TreePart over FullBP is that it is trivial to parallelize, as
each partition can be processed in parallel. We expect TreePart to achieve speeds adequate for
interactive querying with parallelization.

6.5.3

Comparison with the PR objective

As discussed in Section 6.3, the Posterior Regularization (PR) of multiview learning aims at
minimizing the Bhattacharayya distance between the posterior distributions of the different
views [41]. This distance is different from our agreement objective as illustrated in Figure 6.3.
Empirically, PR is competitive with TreePart and SegPart accuracy-wise as seen in Table 6.5.
However, PR is up to eight times slower than TreePart. PR is slow because its objective and
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Table 6.5: Percent error reduction over Base of various collective training and inference
schemes.
Scheme

50F

50M

40F

40M

30F

30M

20F

20M

10F

10M

All 58

Train size = 3 records
Base Error

44.8

45.4

33.1

32.7

26.5

23.9

14.4

13.4

5.7

3.9

16.7

CI

1.7

3.2

10.4

3.3

-2.9

16.4

31.3

28.2

10.1

13.1

17.0

Staged

-25.4

6.1

-10.0

-11.9

29.3

-2.8

-75.3

23.1

32.5

-68.0

-10.2

TreePart

6.0

2.3

11.2

9.5

4.4

28.0

38.0

40.6

43.4

13.8

25.5

TreePart (No CI)

8.4

6.0

4.9

9.3

4.6

24.0

30.1

34.2

49.2

6.4

21.5

SegPart

6.6

0.6

14.3

9.8

4.5

31.5

38.8

42.7

36.2

9.3

26.8

SegPart (No CI)

8.4

4.9

7.5

10.2

5.2

27.0

30.5

38.3

48.6

9.2

23.5

FullBP

6.0

2.4

10.6

9.3

3.6

28.7

38.6

42.0

43.3

14.9

26.0

FullBP (No CI)

6.6

6.7

4.7

11.4

5.3

26.3

30.8

40.5

48.2

11.4

23.8

TR1

1.6

2.1

11.8

3.5

-3.1

18.6

34.3

35.0

13.2

-0.5

19.1

TR1 (No CI)

-1.3

3.9

3.0

0.1

-0.5

4.4

19.7

19.4

9.8

-5.9

8.9

PR

2.3

7.9

4.7

10.3

4.1

28.7

30.5

33.3

30.2

9.3

22.4

Train size = 7 records
Base Error

47.5

36.6

23.8

25.0

20.4

17.6

9.7

9.5

3.4

3.5

12.7

CI

6.6

7.3

10.4

2.1

1.3

13.4

23.7

16.6

5.7

13.7

12.7

Staged

-20.2

-0.6

-0.9

-13.2

11.3

-13.2

-39.5

6.0

2.1

-20.2

-10.0

TreePart

4.5

7.8

11.4

7.0

4.0

21.5

25.4

20.7

14.7

12.7

16.5

TreePart (No CI)

5.7

3.7

3.3

8.7

5.5

16.9

13.8

15.5

17.0

9.6

11.6

SegPart

9.3

11.1

16.7

5.5

4.4

22.6

25.3

25.0

16.1

15.2

18.6

SegPart (No CI)

10.0

7.8

7.8

7.4

6.6

19.4

16.4

28.2

18.3

15.4

16.0

FullBP

7.9

6.8

9.6

7.4

1.2

20.5

23.8

22.2

15.2

11.4

15.8

FullBP (No CI)

8.8

2.0

2.6

8.8

1.8

18.2

16.1

22.1

18.6

6.9

12.8

TR1

7.0

5.7

12.7

3.0

1.3

14.8

25.9

21.1

4.6

6.1

14.0

TR1 (No CI)

1.0

1.7

2.8

2.1

-0.4

2.4

6.1

9.3

1.4

5.8

4.0

PR

7.1

7.3

5.1

9.5

12.3

21.5

16.8

25.4

22.2

14.7

16.6
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Figure 6.8: Scatter plot of % error reduction of TreePart over Base, plotted against (a) Base
error (b) % of noisy segments in A. Each point represents a dataset.
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gradient are quite hard to approximate and methods like Belief Propagation do not apply on the
Bhattacharayya distance objective. Therefore, instead of gradient ascent, an EM algorithm is
needed to solve the objective. Both E and M steps are iterative, with each iteration as costly as
a gradient ascent step in TreePart.

6.5.4

Comparing Agreement Sets

We now compare our agreement set generation method (Section 6.2.6) vs the traditional method
of choosing repeating unigrams as shared segments. For a fair comparison, we replace each of
our shared segment of length two or more by single-token shared segments. This ensures that we
compare only the quality of the unigrams. We also generate a third agreement set by removing
all the noisy shared segments from our agreement set (using ground truth). Figure 6.9(a) shows
the result of using SegPart with these three agreement sets. The traditional method generates
17.3% noisy segments (rightmost point in the two curves), whereas our method has a noise
of only 5.6% (middle points). Further, the error with our agreement set is very close to that
with the ideal noise-free agreement set, while the error with the traditional agreement set is
significantly higher.
Table 6.9(b) shows the error of TreePart, SegPart, and FullBP with the original form of the
agreement set, before and after removing noisy shared segments. We find that the limited noise
in our agreement set increases error over the perfect case by less than 0.6%.

6.6

Conclusion

Open domain extraction on the Web throws up new challenges of limited supervision and new
opportunities of content redundancy, not seen in classical extraction tasks. This paper addressed
two major challenges: (a) Generating labeled data in a principled manner. We used bipartite
matchings with edge weights derived using soft-similarity functions, and demonstrated its superiority over ‘hard’ approaches, (b) Training statistical extraction models jointly for multiple
related Web sources to maximally exploit content overlap.
The basic premise of our collective training framework was simple — maximize the probability that the different sources agree on the labels of the overlapping content. However, many
challenges arise while applying the premise on Web extraction tasks — designing a tractable
training algorithm to exploit arbitrary patterns of overlap, scaling to many sources, and choosing
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a low-noise agreement set.
We reduced the problem of computing the joint agreement likelihood to that of computing
the log-partition function of a suitably-defined graphical model. Instead of the default option of
approximate inference on this model, we designed an objective and an efficient algorithm for
partitioning the agreement set into tree models. For generating low-noise agreement sets, our
principled strategy is far superior to the naı̈ve alternative. Through extensive experiments on a
diverse set of domains we showed that our agreement set partitioning method provides the best
trade-offs in terms of runtime and accuracy.
In summary, we have shown that CRFs can be used in open-domain extraction on the
web if one uses the low-supervision in a principled manner, and complements it with a welldesigned overlap-exploitation scheme. Future work includes developing parallel versions of our
algorithms and extending overlap exploitation to other kinds of extraction tasks.
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Chapter 7
Conclusion
7.1

Summary

Practical extraction systems centered around statistical models raise interesting technical challenges and opportunities at every stage that are not encountered in traditional standalone extraction systems. Our work studied various such challenges — scarcity of labeled data, regularity
of content authoring style inside a source, redundancy of content across related sources, and
query-friendly representation of probabilistically extracted data. In the context of these challenges, this thesis answered three key problems:
Efficiently representing the uncertainty of extraction: Representing extraction uncertainty is
essential in scenarios like integrating extracted data from multiple sources or saving them in a
database for future querying. In Chapter 3 we demonstrated that naive storage of the best or
top-k outputs is inadequate, and proposed two query-friendly models — one-row model that
decomposes over the columns, and multi-row model that probabilistically mixes multiple onerow models. We presented three algorithms to populate these models from the extraction CRF.
All our algorithms essentially compute a distribution representable by the imprecise data model
such that it best approximates the CRF distribution, where the approximation error is measured
by KL divergence. Our algorithms include an ideal algorithm that uses EM for parameter estimation from explicitly computed top-k outputs (where k is quite large), a second algorithm
akin to decision-tree construction that greedily partitions the CRF distribution into rows of the
multi-row model, and a third algorithm that softens the partitioning of the second algorithm
using ideas from Bregman divergence minimization [5]. The last two algorithms use forward
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and backward vectors of the CRF to compute informative boolean tests on which the CRF distribution is split, and all the computation including finding the best boolean check to split on
and computing the CRF distribution splits can be done using only these vectors, thus avoiding
expensive explicit computation of the top-k outputs.
We empirically showed that to avoid large errors in the results of queries over extracted
data, it is essential to represent extraction uncertainty, that too beyond computing and storing
just the top-k outputs. We showed that KL divergence correlates well with querying errors, and
multi-row models do achieve low KL-divergence in practice. Finally we showed that our algorithms estimate multi-row models with low KL-divergence, and our partitioning algorithms do
so efficiently without computing even the most probable output. To the best of our knowledge,
ours is the first work to bridge the gap between statistical extractors and imprecise databases.
Generalized collective inference: In Chapters 4 and 5, we exploited long-range dependencies
during deployment of CRFs. These dependencies, usually associative in nature, arise due to
content repetition in/across sources, and regularity of authoring style across records inside a
source. We introduced a generalized collective inference framework that associatively couples
the labelings of multiple records on the values of their properties. Our framework supports
arbitrary decomposable properties whose values are governed by a local but possibly apriori
unknown part of the sequence. The associative coupling is performed using symmetric potentials residing over the cliques formed by the coupling. We represent the resulting graphical
model using a cluster-graph representation containing sequence and clique clusters.
For collective inference, we propose message passing in the cluster graph and present
specialized algorithms to compute property-aware messages from sequences to cliques, and
potential-aware messages from cliques to sequences. Decomposable properties ensure that the
property-aware messages can be computed efficiently using a modification of the junction tree
algorithm. To compute clique-to-sequence messages, we present efficient combinatorial algorithms tailored to the clique potential. Our α-pass algorithm is exact for any potential in the
MAX

family, any potential over two labels, and is

13
-approximate
15

for the popular Potts poten-

tial. Its runtime is O(mn log n) (m=number of labels, n=clique size) significantly improving
upon the alternative schemes that are at least Ω(mn2 ) and provide a bound of only
We present a Lagrangian-relaxation based algorithm for

MAJORITY

1
2

[16, 54].

potentials, that is two or-

ders faster than exact algorithms and computes near exact messages in practice.
We show that our cluster-graph based collective inference setup provides significant gains
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over uncoupled models, while converging an order of magnitude faster than alternate collective
inference schemes. As a novel usage of collective inference with properties, we demonstrate our
setup on a domain adaptation task, where we apply a pre-trained bibliographic extraction model
over new publications domains by strengthening it with properties-based long-range dependencies. We show that with just a handful of properties we achieve significant error reduction over
the base model.

Training with low supervision and content redundancy: In Chapter 6 we studied the problem
of training CRF models with limited data, that too in the form of entity examples instead of
fully labeled sequences. We proposed the use of soft-scored similarity functions to construct
labeled sequences, and demonstrated the superiority of this method over naive alternatives. To
overcome the lack of sufficient training data, we exploited the insight that data sources relevant
to a domain enjoy considerable content overlap in the unlabeled data. We presented a objective
that trains CRFs for related sources jointly by maximizing the likelihood of their agreement on
the overlapping content. This objective was equivalent to the log-partition of a suitably defined
fused graphical model but still intractable. So we proposed partitioning the overlapping content
into sets such that the fused model corresponding to each set was a tree, while minimizing the
loss in correlation and the runtime required to process all the fused trees. Computing such a
partition optimally is NP-hard so we gave an efficient greedy algorithm that does very well in
practice. Through extensive experiments on several extraction domains, we showed that our
collective training framework compensates for the scarcity of labeled data by exploiting content
overlap effectively.

We built a web-scale table materialization system called World Wide Tables (WWT) which
outputs a structured table given only a few of its sample rows. The extra rows are extracted
from multiple unstructured HTML lists and tables relevant to the query. We used our collective
training and labeled data generation algorithms for the extraction sub-task of WWT where we
trained CRF extractors for up to 20 web sources with arbitrary forms of overlap and just 23 example rows. We demonstrated practical end-end runtimes of WWT that can be heavily
optimized further using standard parallelization tricks. More significantly, WWT quantitatively
showed the incompleteness of Wikipedia [45] in the sense that many of the valid rows returned
by WWT were missing from the corresponding relations in Wikipedia.
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7.2

Future work

Our work on representing uncertainty creates an imprecise database afresh for a new sequence.
A related problem is the re-estimation of existing imprecise database parameters when we need
to integrate the CRF distribution over the current sequence with those already stored in the
database. It will also be interesting to see if the algorithms can be extended to work with multitable imprecision models, i.e. when an imprecise tuple is constructed from multiple imprecise
tables instead of just one.
In collective inference, one possible extension of our framework is the design of message
computation algorithms for symmetric potentials that operate on dense subgraphs instead of
cliques. This is useful when we cannot guarantee homogeneous cliques, but can provide a density parameter instead. For example when all occurrences of a word may not refer to the same
entity but say at least 90% do. Another example would be in a collective inference implementation of semi-supervised learning, where the graph is constructed from k-nearest neighbors,
and most (say 90%) but not all neighbors are equally influencing. At a higher level, an interesting theoretical problem is to predict lower/upper bounds on the gain provided by collective
inference over uncoupled inference. Collective inference is an iterative scheme which is quite
expensive as compared to uncoupled inference, so computing such bounds apriori will be useful
in practice. We expect collective inference to have a significant effect usually when the base
model is neither too good nor too bad. By looking at the performance of the base model on
the sequences and the quality and noise of the cliques, it might be possible to compute some
preliminary bounds.
Our collective training framework can also be extended in several ways. One interesting direction would be to couple the training of various models on more general criteria than
syntactic content overlap, for example, when the overlap is defined using a similarity metric
over arbitrary pairs of text-segments. Alternatively one can imagine a distribution over sets of
overlapping segments, inside of just one set. Another interesting direction would be to look
at incremental or selection algorithms that add or drop overlapping segments depending on
whether they are likely to provide any gains over uncoupled training or not. In this context
some ideas analogous to feature selection and active learning might be useful.
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7.3

Concluding thoughts

The broad theme of this thesis was to study the performance of CRFs in real-life extraction
tasks, to see how we can incorporate ‘intuitive clues’ into pristine linear CRFs, like long-range
dependencies and content overlap in unlabeled data. At the same time, we also had to deal with
the artifacts of statistical extraction, like dealing with probabilistic output. Each of these aspects
provides plenty of interesting technical problems, which are accentuated when one wishes to
apply CRFs in an open-domain ad-hoc scenario where both accuracy and low-latency are of
paramount importance. In this context, the pros and cons of web-scale usage of statistical
extraction models vis-a-vis rule/wrapper-based systems are only recently starting to get understood in detail. We believe that this thesis is a small step towards this understanding, and hope
that the techniques presented herein will help in increasing effective practical usage of CRFs
for web-scale extraction.
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Appendix A

A.1

Collective Inference

Theorem 4.10 J(ŷ) ≥

13
J(y∗ ).
15

Further, this ratio is tight.

Proof The proof is by contradiction. Suppose there is an instance where J(ŷ) <

13
J(y∗ ).
15

Wlog assume that λ = 1 and n1 ≥ n2 ≥ . . . ≥ nk > 0, (2 ≤ k ≤ m) be the non-zero counts in
∗
∗
the optimal solution and let Jnode
be its vertex score. Thus J(y∗ ) = Jnode
+ n21 + n22 + . . . + n2k .
∗
Now, J(ŷ) is at least Jnode
+ n21 (ref. Claim 4.4). This implies

∗ +n2
Jnode
1
∗
Jnode +n21 +...+n2k

≤

13
,
15

∗
i.e. 2(Jnode
+ n21 ) < 13(n22 + . . . + n2k ) or
∗
Jnode
<

13 2
(n + . . . + n2k ) − n21
2 2

(A.1)

∗
∗
Since k labels have non-zero counts, and the vertex score is Jnode
, at least Jnode
/k of the

vertex score is assigned to one label. Considering a solution where all vertices are assigned to
∗
this label, we get J(ŷ) ≥ Jnode
/k + n2 .
∗
Therefore J(y∗ ) > 15/13(n2 + Jnode
/k).
∗
Since J(y∗ ) = Jnode
+ n21 + . . . + n2k , we get:
∗
Jnode

15kn2 − 13k(n21 + . . . + n2k )
>
13k − 15

(A.2)

We show that Equations A.1 and A.2 contradict each other. It is sufficient to show that for
all n1 ≥ . . . ≥ nk ≥ 1,
15kn2 − 13k(n21 + . . . n2k )
13
≥ (n22 + . . . + n2k ) − n21
13k − 15
2
Simplifying, this is equivalent to
kn2 −

13
(k − 1)(n22 + . . . + n2k ) − n21 ≥ 0.
2
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(A.3)

Consider a sequence n1 , . . . , nk for which the expression on the left hand side is minimized. If ni > ni+1 then we must have nl = 1 ∀l ≥ i + 2. Otherwise, replace ni+1 by ni+1 + 1
and decrement nj by 1, where j is the largest index for which nj > 1. This gives a new sequence
for which the value of the expression is smaller. Therefore the sequence must be of the form
ni = n1 for 1 ≤ i < l and ni = 1 for i > l, for some l ≥ 2. Further, considering the expression
as a function of nl , it is quadratic with a negative second derivative. So the minimum occurs at
one of the extreme values nl = 1 or nl = n1 . Therefore we only need to consider sequences of
the form n1 , . . . , n1 , 1, . . . , 1 and show that the expression is non-negative for these.
In such sequences, differentiating with respect to n1 , the derivative is positive for n1 ≥ 1,
which means that the expression is minimized for the sequence 1, . . . , 1. Now it is easy to verify
that it is true for such sequences. The expression is zero only for the sequence 1, 1, 1, which
gives the worst case example.
We now illustrate the tightness of this ratio through a pathological instance where the solution of α-pass is exactly

13
15

of the optimal. The clique is constructed as follows. Let m = n + 3

and λ = 1. For the first n/3 vertices let Jnode (u, 1) = 4n/3, for the next n/3 vertices let
Jnode (u, 2) = 4n/3, and for the remaining n/3 let Jnode (u, 3) = 4n/3. Also for all vertices let
Jnode (u, u + 3) = 4n/3. All other vertex scores are zero. The optimal solution is to assign the
first three labels n/3 vertices each, yielding a score of 4n2 /3 + 3( n3 )2 = 5n2 /3. The first α-pass
with α = 1, where initially a vertex u is assigned its vertex optimal label u + 3, will assign
the first n/3 vertices label 1. This keeps the sum of total vertex scores unchanged at 4n2 /3, the
clique score increases to n2 /9 + 2n/3 and total score = 4n2 /3 + n2 /9 + 2n/3 = 13n2 /9 + 2n/3.
No subsequent combinations with any other label α can improve this score. Thus, the score of
α-pass is

13
15

of the optimal in the limit n → ∞.

Theorem 4.11 Generalized α-pass enjoys an approximation bound of 98 , i.e. J(ŷ) ≥ 89 J(y∗ ).
Proof This bound is achieved if we run the algorithm with q = 2. Let the optimal solution
∗
have counts n1 ≥ n2 ≥ . . . ≥ nm and let its vertex score be Jnode
. For simplicity let a = n1 /n,
∗
b = n2 /n and c = Jnode
/n2 . Then J(y∗ )/n2 ≤ c + a2 + b(1 − a), J(ŷ)/n2 ≥ c + a2 and
(a+b)2
.
2
2
(a+b)
. Then
2

J(ŷ)/n2 ≥ c +
Case 1: a2 ≥

J(y∗ )−J(ŷ) ≤ bn2 (1−a). For a given value of a, this is maximized

when b is as large as possible. For Case 1 to hold, the largest possible value of b is given by
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(a+b)2
,
2

a2 =

√
which gives b = a( 2 − 1). Therefore J(y∗ ) − J(ŷ) ≤

√
n2 ( 2−1)
4

<

n2
8

≤

J(ŷ)
,
8

i.e. J(ŷ) ≥ 89 J(y∗ ).

√
2
Case 2: a2 ≤ (a+b)
. This holds if b ≥ ( 2 − 1)a. Since a + b ≤ 1, this is possible only if
2
√
∗
2
2
≤ a2 + b(1 − a) − (a + b)2 /2 = a −4ab+2b−b
.
a ≤ 1/ 2. Now J(y n)−J(ŷ)
2
2
For a given a, this expression is quadratic in b with a negative second derivative. This
is maximized (by differentiating) for b = 1 − 2a. Since b ≤ a, this value is possible only
√
if a ≥ 1/3. Similarly, for case 2 to hold with this value of b, we must have a ≤ 2 − 1.

Substituting this value of b, the difference in scores is

5a2 −4a+1
.
2

Since this is quadratic with a positive second derivative, it is maximized when a has either
√
the minimum or maximum possible value. For a = 1/3 this value is 1/9, while for a = 2 − 1,
√
it is 10 − 7 2. In both cases, it is less than 1/8.
If a ≤ 1/3 the maximum is achieved when b = a. In this case, the score difference is at
most (a − 2a2 ) which is maximized for a = 1/4, where the value is 1/8. (This is the worst
case).
√

√
√
2 − 1 < a ≤ 1/ 2, the maximum will occur for b = ( 2 − 1)a. Substituting this
√
value for b, the score difference is ( 2 − 1)(a − a2 ), which is maximized for a = 1/2, where
√
its value is ( 2 − 1)/4 < 1/8.
For

Theorem 4.15 The generalized α-pass algorithm with two labels (q = 2) achieves an approximation ratio of

√
1+ 2
2

for objective 4.19.

Proof Wlog let n1 ≥ n2 be the two largest label counts in the optimal solution y∗ .
Suppose we run generalized α-pass with q = 1 (i.e. ordinary α-pass) and also with q = 2.
The vertex energy of the α-pass labeling ŷ1n1 is at most Jnode (y∗ ) (Claim 4.4). Similarly, the
vertex energy of the generalized α-pass labeling where the total count of labels 1 and 2 is
≤ n1 + n2 is at most Jnode (y∗ ). Let us denote these two labelings by y1 and y2 . So the
approximation ratio J(ŷ)/J(y∗ ) ≤ min(Cmin (y1 ), Cmin (y2 ))/Cmin (y∗ )
Now, we consider different cases depending on which of these gives a better solution, and
what gives a better lower bound on Cmin (y∗ ). Since we are only considering ratios of clique
energies, we can assume γ = 2 in Objective 4.19. Also, as shorthand, let a = n1 /n, b = n2 /n.
We can consider n = 1 and assume the counts to be fractions.
157

Now Cmin (y1 ) ≤ 1 − a2 , and Cmin (y2 ) ≤ 1 − (a + b)2 /2. We have two cases:
√
Case 1: a2 ≥ (a + b)2 /2. This means that b2 + 2ab − a2 ≤ 0 or b ≤ ( 2 − 1)a. Also, obviously
b ≤ 1 − a.
Case 1.1: a + 2b ≥ 1. So Cmin (y∗ ) ≥ 1 − a2 − b2 − (1 − a − b)2 = 2(a + b) − 2(a + b)2 + 2ab.
For a given value of a and values of b ≥ (1 − a)/2, this is a decreasing function of b, and is
minimized for the largest possible value of b. We use the better of the two upper bounds on b.
√
√
Suppose 1 − a ≤ ( 2 − 1)a, i.e. a ≥ 1/ 2. Then Cmin (y∗ ) is minimized for b = 1 − a,
√
in which case it is 2a(1 − a). Therefore J(y1 )/J(y∗ ) ≤ (1 + a)/2a ≤ ( 2 + 1)/2.
√
√
√
Now suppose 1 − a ≥ ( 2 − 1)a, i.e. a ≤ 1/ 2. Since b ≤ ( 2 − 1)a but a + 2b ≥ 1, we
√
√
√
√
√
also have a ≥ 1/(2 2−1). Now Cmin (y∗ ) ≥ 2 2a−4a2 +2( 2−1)a2 = 2 2a−(6−2 2)a2 .
√
If we assume J(y1 )/J(y∗ ) > ( 2 + 1)/2, we get
1 − a2
√
√
>
2 2a − (6 − 2 2)a2

√

2+1
2

√
√
√
which implies (1 − a2 ) > (2 + 2)a − (1 + 2 2)a2 . This simplifies to (2a − 1)( 2a − 1) > 0,
a contradiction.
Case 1.2: a + 2b ≤ 1. In this case Cmin (y∗ ) ≥ 1 − a2 − (1 − a)b. So J(y1 )/J(y∗ ) ≤
(1 − a2 )/((1 − a)(1 + a − b)) = (1 + a)/(1 + a − b).
Again, for a given a, this is maximized for the largest possible b. In this case we have
√
b ≤ (1 − a)/2 and b ≤ ( 2 − 1)a.
√
√
Suppose (1 − a)/2 ≤ ( 2 − 1)a, i.e. a ≥ 1/(2 2 − 1). Then the approximation ratio
is at most 2(1 + a)/(3a + 1). Since this is a decreasing function of a, it is maximized at
√
√
√
a = 1/(2 2 − 1), and for this value of a it is 4 − 2 2 < ( 2 + 1)/2.
√
√
Suppose (1 − a)/2 ≥ ( 2 − 1)a, i.e. a ≤ 1/(2 2 − 1). Then the approximation ratio is
√
at most (1 + a)/(1 + (2 − 2)a). This is an increasing function of a, and is thus maximized at
√
√
√
a = 1/(2 2 − 1), with the maximum value again being 4 − 2 2 < ( 2 + 1)/2.
√
Case 2: (a + b)2 /2 > a2 . This means b > ( 2 − 1)a. Let c denote a + b. Then Cmin (y2 ) ≤
√
1 − c2 /2. Also, a ≤ c/ 2.
Case 2.1: a + 2b ≥ 1. This means a ≤ 2c − 1 and c ≥ 2/3. Then Cmin (y∗ ) ≥ 2c − 2c2 + 2ab.
For a fixed c, this is minimized when a is maximized.
√
√
√
Suppose 2c − 1 ≤ c/ 2, which implies c ≤ 2/(2 2 − 1). Then Cmin (y∗ ) ≥ 2c − 2c2 +
√
2(2c − 1)(1 − c) = (−6c2 + 8c − 2). Suppose (1 − c2 /2)/(−6c2 + 8c − 2) > ( 2 + 1)/2. Then
√
√
√
we get (3 2 − 5/2)c2 − 4( 2 + 1)c + 2 + 2 > 0. However this quadratic term is less than 0
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√
2/(2 2 − 1) and all intermediate values, a contradiction.
√
√
√
Suppose 2c − 1 ≥ c/ 2, which implies c ≥ 2/(2 2 − 1). Then Cmin (y∗ ) ≥ 2c − 2c2 +
√
√
( 2−1)c2 and hence the approximation ratio is (1−c2 /2)/(2c−(3− 2)c2 ). If we assume this
√
√
√
is more than ( 2 + 1)/2 we get a quadratic inequality that contradicts 2/(2 2 − 1) ≤ c ≤ 1.
√
√
√
Case 2.2: a + 2b ≤ 1. This implies 2c − 1 ≤ a ≤ c/ 2, and hence c ≤ 2/(2 2 − 1).
for c = 2/3 and c =

√

Also we must have a ≥ c/2. In this case Cmin (y∗ ) ≥ (1 − a)(1 + 2a − c). For a fixed c,
√
this is minimized at one of the extremes of a, either c/2 or c/ 2. If a = c/2, we get the
√
√
√
approximation ratio (2 − c2 )/(2 − c) ≤ 4 − 2 2 < ( 2 + 1)/2. If a = c/ 2, then Cmin (y∗ ) ≥
√
√
√
√
√
( 2−c)(1+( 2−1)c)/ 2 and the approximation ratio is at most (1+c/ 2)/(1+( 2−1)c).
√
√
This is an increasing function of c, maximized at c = 2/(2 2 − 1), the maximum value again
√
√
being 4 − 2 2 < ( 2 + 1)/2.
√
This completes our proof for the approximation ratio of ( 2 + 1)/2. From the proof it is
√
√
clear that the bound is achieved when a = 1/ 2 and b = 1 − 1/ 2.

Theorem 4.17 The modified α-pass algorithm cannot have the following approximation ratios:
(i) A ratio better than

1
2

when H is arbitrary.

(ii) A ratio better than

2
3

even if H is diagonally dominant and all its rows have equal sums.

Proof
(i) Consider the degenerate example where all vertex scores are zero. Let β and γ be two fixed
labels, M be a large number, and let H be defined as: Hβγ = M + , Hβy = M ∀y 6= β, γ
and all the other entries in H are zero.
In modified α-pass, when α 6= β, the labeling returned will have a zero score. When
α = β, all vertices will prefer the label γ, so α-pass will have to label exactly n/2 vertices
with β to make it the majority label, thus returning a score of

(M +)n
.
2

However, consider

the labeling which labels n/m vertices with each label, with a score of (m − 1)M n/m (β
still remains a degenerate majority label). Hence the approximation ratio cannot be better
than 12 .
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(ii) The second counter-example is constructed as follows. Let the labels be divided into two
subsets, A and B with k and n − k labels respectively, where k < n/2. Let β ∈ B be a
fixed label. We define H as:

Hyy0




n−k




 k+1
=


k+1




 0

y, y 0 ∈ A
y ∈ A, y 0 = β
y, y 0 ∈ B
otherwise

Thus H is diagonally dominant with all rows summing to (n − k)(k + 1).
The vertex scores Jnode are defined as follows. Divide the vertices into k chunks of size
n/k each. For the y th label in A, each vertex in the y th chunk has a vertex score of 2(n−k).
Further, Jnode (i, β) = 2(n − k) ∀i. The remaining vertex scores are zero.
The optimal solution is obtained by assigning the y th label in A to the y th chunk, with a
total score of nk .2(n − k).k + (n − k). nk .k = 3n(n − k).
In modified α-pass, consider the pass for α ∈ A. Each vertex i prefers β because
Jnode (i, β) + Hαβ = 3(n − k) is the best across all labels. Thus, the best α-pass generated labeling with majority label α is one where we assign n/2 vertices α, including
the n/k vertices that correspond to the chunk of α. The vertex and clique scores of this
labeling are nk .2(n − k) + n2 .2(n − k) and n2 (n − k) + n2 (n − k), giving a total score of
2n(n − k) +

2n(n−k)
.
k

This gives an approximation ratio of 23 (1 + k1 ).

Now consider the pass when α ∈ B. Each vertex i again prefers β because Jnode (i, β) +
Hαβ = 2n − k + 1 is the best across all labels. If α = β, the best α-pass labeling is
one where all vertices are assigned β, giving a total score of n(2n − k + 1). If α 6= β,
then to make α the majority label, α-pass can only output an labeling with score less than
n(2n − k + 1). In this case, the approximation ratio is no better than
In both the cases, the ratio cannot be better than
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2
3

2n−k+1
.
3(n−k)

in the limit n, k→∞.
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